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Preface

This is both a textbook and a monograph on dynamic epistemic logic.
Dynamic epistemic logic is the logic of knowledge and change. The book con-
sists of chapters:

1. Introduction
Epistemic Logic

Belief Revision

Public Announcements
Epistemic Actions
Action Models
Completeness
Expressivity

e B

A common pattern in individual chapters is to introduce a logic by sections
on structures, syntax, semantics, axiomatisation, applications, and notes. The
structures are the same for almost all the logics discussed, namely multi-agent
Kripke models. So the reader will not see these being reintroduced all the time.
For most of the logics we present Hilbert-style axiomatisations. The somewhat
substantial technical material involved in the completeness proofs for such
axiomatisations has been addressed in a separate chapter, ‘Completeness’.
Examples for all concepts and logics introduced are found in running text
and also as separate sections with applications, often analysing well-known
logical puzzles and games in detail. The ‘notes’ sections give an overview of
the historical record for the logic. That information is therefore omitted from
other sections. Apart from examples, the running text also contains exercises.
Selected answers to exercises from all chapters are found together at the back
of the book.

A sweeping outline of the chapterwise content of this book is the following.
Chapter 1, ‘Introduction’, explains why this book is about logic, about know-
ledge, and about change of knowledge; it also contains an overview of related
topics that are considered out of focus and therefore not further mentioned
in detail, such as temporal epistemic logic. Chapter 2, ‘Epistemic logic’, is

ix



X Preface

an overview of and introduction into multi-agent epistemic logic—the logic of
knowledge—including modal operators for groups, such as general and com-
mon knowledge. This may serve as a general introduction to those unfamiliar
with the area, but with sufficient general knowledge of logic. Chapter 3, ‘Belief
revision’, is a fairly detailed presentation on how to model change in a logical
setting, both within and without the epistemic logical framework. This relates
our modal approach to the area in artificial intelligence that is also named
‘belief revision’. Unlike other chapters, it does not mainly model knowledge
but also pays detailed attention to belief. Chapter 4, ‘Public announcements’,
is a comprehensive introduction into the logic of knowledge with dynamic
operators for truthful public announcements. Many interesting applications
are presented in this chapter. Chapter 5, ‘Epistemic actions’, introduces a
generalisation of public announcement logic to more complex epistemic ac-
tions; a different perspective on modelling epistemic actions is independently
presented in Chapter 6, ‘Action models’. ‘Completeness’ gives details on the
completeness proof for the logics introduced in the Chapters 2, 4 and 6.
Chapter 8, ‘Expressivity’, discusses various results on the expressive power
of the logics presented. As is to be expected—but with some surprises—the
expressive power increases with the complexity of the logical language and
corresponding semantics.

There are various ways in which a semester course can be based upon the
book. All chapters are self-contained, so that one or more can be skipped if
necessary. The core chapters are 2, 4, and 5. Another core path consists of
Chapters 2, 4, and 6, in which case one should skip Section 6.8 that compares
the approach of Chapter 5 with that of Chapter 6. Advanced classes, where
familiarity with epistemic logic is assumed, will prefer to skip Chapter 2. A
course focusing on technical logical aspects may consist of all the Chapters 2,
4,5, 6, 7, and 8, whereas a course focusing on systems modelling will typ-
ically skip the Chapters 7 and 8. Chapter 1 may be helpful for motivation
to any audience. Chapter 3 is indispensable to an audience with an artificial
intelligence or philosophical background.

The companion website to the book http://www.csc.liv.ac.uk/~del
contains slide presentations, more answers to exercises, an overview of errata,
sample exams, updated bibliographies, and other matters of educational or
academic interest.
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Introduction

This chapter differs a little in spirit and style from the other chapters: for
one thing, while in the other chapters we postpone the discussion of relevant
sources in the literature to the end, the aim of this chapter naturally invites
us to mention contributors to ‘the field’ while we try to put the work of this
book in context within other, similar and less related, approaches.

So then, what is this book about? The book provides a logical approach
to change of information. Our approach is logical in the sense that we are
interested in reasoning about change of information and we distinguish valid
from invalid reasoning. We do so by providing a logical toolbox: we specify
a number of formal languages which we can use to formalise reasoning, give
axiomatisations for several logics and provide them with semantics. Moreover
we present a number of technical results about these formal systems.

Before we discuss change of information, let us first be clear on what we
mean by information. We regard information as something that is relative to
a subject who has a certain perspective on the world, called an agent, and the
kind of information we have in mind is meaningful as a whole, not just loose
bits and pieces. This makes us call it knowledge and, to a lesser extent, belief.
This conception of information is due to the fields known as epistemic and
dozastic logic (which stem from the Greek words for knowledge and belief:
emothun and d36&a, respectively.)

Finally, the kind of change of information that is the focus of this book
is change due to communication. One of the characteristics of communication
is that it does not change the bare facts of the world, but only informa-
tion that agents may have. Hence, the issue of information change due to
changes of facts, has mostly been left out of consideration. Since communi-
cation involves more than one agent, we also focus on multi-agent aspects of
change of information. Dynamic epistemic logic is the field which studies this
kind of information change using epistemic logic as a background theory.

This book provides answers to all of the following questions. How is it
possible that two persons are both ignorant about a specific fact, i.e., they
neither know whether it is true, and that, by revealing this ignorance to each
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2 1 Introduction

other, the ignorance disappears? And how do we model such a situation?
How do we explain the phenomenon that simply announcing a certain propo-
sition makes it untrue? How is it possible that making repeatedly the ‘same’
announcement still can have a different effect on the knowledge of the agents
involved, every time the announcement is being made? How do we explain
that, even when some statement is announced and this is a ‘common experi-
ence’ in the group (i.e., everybody in a group notices that the announcement
is being made, and this on itself is being noticed by everybody, etc.), that
then afterwards the statement does not have to be ‘commonly known’?

Let us now briefly give an overview of epistemic and dynamic epistemic
logic, embed our work in a broader context, and also discuss some of the other
approaches to information change, some of which this book builds further
upon, but most of which we will not further address.

1.1 Epistemic and Doxastic Logic

The clearest source which our work and that of many others builds upon
is Hintikka’s book Knowledge and Belief: An Introduction to the Logic of the
Two Notions [99]. Combining his mathematical skills with the directional aer-
ial for ideas of von Wright on modal logic, Hintikka composed a manuscript
that was one of the first to give a clear semantics to the notions of knowledge
and belief. This not only ended an era of attempts in philosophy to have the
means to formally discuss these notions, it also marked the start of a prosper-
ous half-century of further developments in epistemics, often from surprisingly
new angles.

The subtitle An Introduction to the Logic of the Two Notions indicates
the further focus to the publications in which we also situate our book: the
account is a logical one. Von Wright [195] was one of the first who gave
a—mainly syntactic—formal account of reasoning about knowledge in terms
of modal logic. The early 1960s was the era when possible world semantics
emerged, of which some first traces can be found in Carnap’s work [34], which
was picked up and enriched with the notion of accessibility between worlds
by Hintikka [98], and further shaped by Kripke [121]. (For a more detailed
historical account, see [36].) These semantic insights proved to be very fruit-
ful to interpret notions as diverse as epistemic, doxastic, temporal, deontic,
dynamic, and those regarding provability. It was the era in which modal logic
rapidly evolved into a main tool for reasoning in all kinds of disciplines.

The idea of possible world semantics for knowledge and belief is to think
of the information that an agent has in terms of the possible worlds that are
consistent with the information of that agent. These possible worlds are said
to be accessible for the agent, and knowledge or belief can be defined in terms
of this. An agent knows or believes that something is the case, if and only if it
is the case in all the worlds that are accessible to the agent. This semantics for
epistemic logic allows us to formalise reasoning about knowledge and belief.
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Moreover, the semantics provides a concise way to represent the information
of an agent, and it easily allows one to add more agents, such that it also
represents the information that the agents have about each other, so-called
higher-order information.

1.2 Dynamic Epistemic Logic

Information is communicated, so knowledge and belief are by no means static.
Not surprisingly, many logicians have taken this into account. In the context of
epistemic logic, there are many different approaches. Dynamic epistemic logic
is an umbrella term for a number of extensions of epistemic logic with dynamic
operators that enable us to formalise reasoning about information change. It
came forth from developments in formal linguistics, computer science, and
philosophical logic.

The development of dynamic epistemic logic was partly inspired by
Groenendijk and Stokhof’s work on information change in the semantics of lin-
guistics and philosophy of language, which resulted in their semantics of dyn-
amic interpretation [81]. The view that discourse is a process and that the
meaning of an utterance can best be interpreted as a ‘cognitive program’ that
changes the information states of the participants in a discourse, has been
quite influential in formal linguistics [156]. In this view ‘meaning’ is not expli-
cated in terms of truth conditions, but rather in terms of update conditions,
which describe the information change that an utterance gives rise to, as is
also stated in [191], where Veltman uses this update semantics to analyse
default reasoning. In these dynamic approaches to linguistics one can for
example explain the difference in meaning between “John left. Mary started
to cry.” and “Mary started to cry. John left.” The difference in meaning is
due to the order in which the information is processed.

Another development that led to dynamic epistemic logic is the develop-
ment of dynamic modal logic. It developed strongly in the early 1980s, as
a specification language to reason about the correctness and behaviour of
computer programs, and in general: aspects of numerical computation. The
main proponents are Harel, Kozen and Tiuryn, [92, 93], Pratt [169], Halpern
with several co-authors (with Ben Ari and Pnueli ’[17], with Reif [90] and with
Berman and Tiuryn [28]), Parikh [161] and Goldblatt [79]. The logic contains
formulas of the form [r]p, which are read as ‘successfully executing program
7 yields a ¢ state’. From there, we arrive at dynamic epistemic logic by firstly
enriching the programs in such a way that they describe information change,
instead of the (numerical) state variable change that was intended by Harel
and others. Secondly, the language has to contain epistemic operators as well,
in order to reason about both information and its change.

Commaunication (‘the process of sharing information’, according to Wikipe-
dia) is an obvious source for changing one’s information state. Having been
studied by philosophers and linguistics, in both pragmatics and semantics,
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formalisations focus on describing preconditions and postconditions of utter-
ances, conditions that refer to the mental state of the speaker and the hearer.
Also here, computer scientists formalised important parts of communication,
especially on (the hardness of) achieving knowledge in a distributed environ-
ment. We mention three papers from the mid-1980s that were very influential,
also for the approach followed here: Halpern and Moses [88] used an inter-
preted systems approach to show that common knowledge is in many cases
hard to achieve, Parikh and Ramanujam [164] introduced their history-based
semantics to reason about the evolution of knowledge overruns of a protocol,
and Chandy and Misra [35] gave a characterisation of the minimum informa-
tion flow necessary for a process to ‘learn’ specific facts about the system.

Further inspiration came from belief revision. This is a branch of philo-
sophical logic that deals with the dynamics of the information. This approach
originates in a paper by Alchourrén, Gérdenfors, and Makinson, [3], which
triggered a stream of research in the “AGM-paradigm”. Issues are the dif-
ference between revision and update (i.e., informational and factual change),
dealing with iterated revision, and specific properties of revision. However, in
belief revision the operators that describe information change are not taken
to be dynamic operators in the sense of dynamic modal logic.

The first step towards making dynamic logic epistemic was made in the
late 1980s. A suggestion to apply dynamic modal logic to model information
change was made by van Benthem in the Proceedings of the 1987 Logic Col-
loquium [19, pp. 366-370]. The suggestion was to use dynamic operators to
describe factual change—in other words, unlike in dynamic logic where we
typically think of variables as numerical variables, we now think of variables
as propositional variables. Van Benthem also suggested that ‘theory change
operators’ from belief revision can be reinterpreted as dynamic modal opera-
tors. Van Benthem’s suggestions were further developed in [20, 176, 110, 21]. In
the late 1990s this inspired Segerberg and collaborators to put theory change
operators in the language [132, 185, 184, 133]. This approach is known as
DDL, or ‘dynamic doxastic logic’. It is discussed together with belief revision
in Chapter 3.

The first steps towards making epistemic logic dynamic were made by
Plaza in 1989 [168] (the proceedings of a symposium that from our current
perspective seems obscure), an obligatory reference for any researcher active
in the area; and, independently, by Gerbrandy and Groeneveld in 1997, in the
Journal of Logic, Language, and Information [77]. In [168], Plaza defines a logic
for public announcements. His results are similar to those by Gerbrandy and
Groeneveld in [77]. Plaza’s operator is actually not a dynamic modal operator
but a binary propositional connective. Gerbrandy and Groeneveld’s paper is
seen as a milestone in the ‘update semantics’ history of public announcement
logic, with precursors found in [60, 123, 82, 191] and also relating to [19].
Public announcement logic is treated in great detail in Chapter 4.

The next step in the development was to model more complex actions than
public announcements, such as card showing actions, where different agents
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have different perspectives on the action (one agent can see something is going
on while the others know exactly what is happening). Different approaches
were developed by Baltag, Moss, and Solecki, by Gerbrandy, by the authors
of this book, and by others [11, 12, 75, 131, 43, 10, 49, 175]. This took place
from the late 1990s onward. Two of these general frameworks of epistemic
actions are the major topics of Chapter 5 (Epistemic actions) and Chapter 6
(Action models). They present somewhat different, compatible, viewpoints on
epistemic actions.

Recent further developments that are beyond the scope of this book include
the incorporation of factual change into languages that express epistemic
change, for example found in recent work by van Benthem, van Eijck, and
Kooi [26] (mirroring similar differences between belief update and belief revi-
sion in the AGM tradition), preference-based modelling of belief revision with
dynamic modal operators by Aucher [4], by van Ditmarsch [48], and by van
Benthem and Liu [27], and various proposals to integrate dynamic epistemic
logics with ‘Al-flavoured’ semantics that model actions and change of actions,
such as situation calculus, as in work by Levesque and Lakemeyer, and by
Demolombe [125, 41].

Now let us put dynamic epistemic logic in a somewhat broader perspective.

1.3 Information, Belief, and Knowledge

There are many theories of information, like epistemology, philosophy of sci-
ence, probability theory, statistics, game theory, information theory, situation
theory, computer science, and artificial intelligence. Each seems to focus on
a different aspect of information. Let us take a brief look at some of the the-
ories about information, such that it becomes clear just how rich a concept
information is and on which of these aspects dynamic epistemic logic focuses.

The oldest field that deals with questions regarding knowledge is episte-
mology, a branch of philosophy. It has focussed on the justification of coining
certain information as knowledge since Plato’s Theaetetus, a dialogue in which
Socrates, Theodorus, and Theaetetus try to define what knowledge is. People
are often deceived or simply mistaken, and claim to have knowledge nonethe-
less. What then are necessary and sufficient conditions to say that something
is knowledge, and how does one come to know something? In Plato’s Meno,
Socrates and Meno discuss the nature of virtue, which again brings them to
the notion of knowledge. Are they the same? Is it necessary to know what
is good, in order to be virtuous? Socrates maintains in this discussion that
everything that can be known, can be taught and acquisition of knowledge is a
process of remembering what happened in the past. The focus of epistemology
is on propositional knowledge (knowing that something is true), rather than
procedural knowledge (knowing how to perform a certain task), or knowledge
in the sense that one knows someone or something. Epistemic logic is exclu-
sively concerned with propositional knowledge. However epistemic logic is not
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so much concerned with the question how one can justify that something is
knowledge, but what one can infer from something being knowledge. Its focus
is on reasoning about knowledge, rather than the nature of knowledge.

Another philosophical discipline that looks at information and informa-
tion change from a methodological viewpoint is philosophy of science, which
revolves around questions regarding the nature of science. Scientific the-
ories represent a body of knowledge produced by a scientific community.
Questions regarding the justification of such knowledge are fueled by the
development of science. Scientific theories are often extended or replaced by
new ones when the old theory makes predictions that contradict new evidence,
or when the old theory does not explain certain phenomena adequately. Phi-
losophy of science is not only concerned with the question how scientific know-
ledge can be justified, but also how the development of this knowledge can be
justified. This kind of information change is studied in the area of belief revi-
sion, that was originally intended to describe theory change. However, just as
in the case of epistemology, we are not so much concerned with the question
how such information change is justified, but with reasoning about informa-
tion change. Moreover we are mainly interested in deductive reasoning, i.e., the
question which inferences are logically valid, whereas in science there is a much
broader notion reasoning encompassing inductive and abductive reasoning.

Probability theory and statistics are branches of mathematics that deal
with information. Their origins can be traced back to the desire to understand
gambling games, whose outcome is uncertain, but where it is clear what the
possible outcomes are and how the outcome comes about. In a more general
setting one can also be uncertain about how the process works, and only have
knowledge of it by a limited number of observations. A salient way to deal
with new information in probability theory is conditioning according to Bayes’
law which enables one to adjust one’s probabilities given some new evidence.
So, just like dynamic epistemic logic, probability theory and statistics are also
concerned with reasoning about information and its change, but the model of
information that is used is more quantitative than the model that is used in
epistemic logic. Still, the similarities are such that nothing prevents one to give
a logical account of probability theory: for a comprehensive and contemporary
approach we refer to Halpern’s [85]. There are also probabilistic versions of
dynamic epistemic logic, developed by van Benthem [24] and by Kooi [115].

There are many logical approaches of which the main motivation lies in the
desire to represent the available information in a more sophisticated way than
just indicating whether the relevant information (knowledge, belief) is there,
or not. These logics are often said to enable ‘reasoning about uncertainty’.
Apart from probabilistic logic [85], we mention knowledge representation in
fuzzy logic (which is exactly the title of Zadeh’s [196]), possibilistic logic,
mainly developed by Dubois and Prade (e.g., their monograph [55]), and
many-valued approaches (see Gottwald’s monograph [80]). Here, we will only
be concerned with non-probabilistic issues regarding information, and repre-
sent information merely with the use of possible worlds.
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Game theory, which started as a branch of economics, is a scientific theory
about interacting agents which tries to answer the question how one should
act in strategic situations involving more than one agent, i.e., games. The
first mathematical formalisation of game theory is by von Neumann and
Morgenstern [157] (a modern introduction can be found in [158]). In game
theory there are two distinctions when it comes to information: perfect versus
imperfect information, and complete versus incomplete information. In games
of perfect information the players are completely informed about the state
of the game. In games of imperfect information each player only has partial
information. Both games of perfect and imperfect information are games of
complete information. Games of incomplete information are games where the
players are not sure about the structure of the game or are not sure about
the preferences of the other players. In short, information plays an important
role in game theory, just as in dynamic epistemic logic. In game theory the
focus is on the actions that rational players should perform in a multi-agent
context. In dynamic epistemic logic the focus is also on multi-agent situa-
tions, but here the focus is on reasoning about the information rather than
on actions. However, many of the examples to which we will apply dynamic
epistemic logic are game-like situations.

The first scientific theory that explicitly mentions information is informa-
tion theory. Originally developed by Shannon in [186], it deals with quanti-
tative questions about information. How much information does a message
contain? How much information can be communicated? How can informa-
tion be sent efficiently? Information theory was generalised by Kolmogorov in
[113] to what is now known as Kolmogorov complexity, which focuses on the
computational resources needed to describe something. For a modern intro-
duction to information theory and Kolmogorov complexity see [37] and [130],
respectively. The aspect of information that these theories focus on, is the
representation of information as bits such that they can be stored and man-
ipulated by machines. In dynamic epistemic logic we abstract from problems
of how to store information and how to communicate information. We simply
assume that it happens and start our investigations from there.

A theory that addresses from a philosophical point of view the fundamental
issue how information is stored and how it can be communicated, is situation
theory. This research program, initiated by Barwise and Perry [16], deals with
the question what information actually s and how it is possible at all that
information is passed on. How can one thing carry information about another?
This is explained in terms of situations that are related by constraints. Situa-
tion theory mainly deals with the intentional aspects of information: informa-
tion is about something. How is this so? These issues are not touched upon
by dynamic epistemic logic.

Computer science is obviously involved with storing and manipulating
information. Theories of information and knowledge play an increasingly
important role in this area, e.g., knowledge representation is part of the com-
puter science curriculum as a rule. Since computers or processes communicate
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with each other, it is natural to think of them as multi-agent systems, and
to represent what they know before and after sending certain messages. In
security and authentication protocols it is of vital importance to demonstrate
that some parties stay ignorant about the contents of certain messages. Indeed
epistemic logic has been applied to this area by Fagin, Halpern, Moses, and
Vardi [62], and we also deal with examples from this area (see also Example 2.3
regarding the alternating bit protocol in the next chapter).

In the area of programming (within computer science) there is awareness
that knowledge of the ‘processing unit’ is important. This is especially appar-
ent in the case of an ‘if then else’ construct, where, depending on the truth
of a condition, the program is supposed to follow a certain branch. How-
ever, a program line like IF no_traffic_left AND no_traffic_right THEN
DO cross_road is hard to execute for a robot: the program better refer to its
knowledge than to the state of the world, as in IF KNOW(no_traffic_right)
AND ... Halpern and Fagin [61] proposed to enrich the programming par-
adigm with knowledge-based protocols, or knowledge-based programs as they
were later called, which should enable such epistemic constructs. Although as
of yet there are no knowledge-based programming languages, writing a spec-
ification in such a language makes the programmer aware at which places he
has to make sure that certain information is available (in the case of the robot-
example, the robot might want to perform a sense action, before entering the
if-construct). Relevant studies are most notably by Vardi about implement-
ing knowledge-based programs [190], and by van der Meyden on the compu-
tational complexity of automatically synthesizing executable programs from
knowledge-based programs [145].

This brings us close to other logical approaches to information change
similar to dynamic epistemic logic. Formal approaches to information can
roughly be divided in two categories. In the first, one is ‘only’ able to dis-
tinguish what is part of the information from what is not. This ‘information
set’ can be described on a meta-level, as in the already mentioned paradigm
of belief revision, and as in Moore’s auto-epistemic logic [153], or explicitly
in the object language. Apart from the epistemic and doxastic logics that we
build upon in this book, examples are logic programming approaches (see for
instance the survey paper of Damésio and Pereira, [39] and Gelfond’s paper
[73] on logic programming and incomplete information) which typically deal
with two kinds of negation: one to indicate that the negation of a proposition
is in the information set, the other representing that the proposition is not
included in the information, or that the proposition is unknown.

Perhaps the most prominent contribution to reasoning about information
change are the publications by (many combinations of) Fagin, Halpern, Moses,
and Vardi from the 1980s onward. Their book Reasoning About Knowledge [62]
is a culmination of many papers on the subject. Whereas one might find many
objections to one of the widely accepted logics for knowledge (see Chapter 2),
the interpreted systems model of Fagin, Halpern, Moses, and Vardi provides
a semantics of that logic that is computationally grounded. By identifying an
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agent’s access in the possible world semantics with what he can observe, the
properties of knowledge follow in a natural way.

The notion of a run (a sequence of state transitions) in an interpreted
system elegantly facilitates reasoning about dynamic aspects of knowledge.
This resulted in publications on the notion of knowledge in distributed com-
puting by Parikh and Ramanujam [164] and of knowledge and time, including
work on axiomatisation by Halpern, van der Meyden, and Vardi [87, 143],
and on model checking [69, 171]. There is a recent surge of interest in model
checking dynamics of knowledge in specific scenarios [147, 50]; and we should
not fail to mention the dynamic epistemic model checker DEMO by van Eijck
[67]—Dbecause of the close relation to the logics in this book, DEMO is in fact
presented in some detail in Section 6.7.

In artificial intelligence (AI) it is well accepted that a serious theory
of planning takes into account what is known by the executing agent; no-
tably after Moore’s work [152] (this is R.C. Moore, not to be confused with
G.E. Moore, to whom we owe the ‘Moore-sentences’ playing a crucial role in
Chapter 4). Moore used a formalism that combined aspects of both epistemic
logic and dynamic logic [93] to capture what needs to be known in order to
carry out a plan. He introduced the notion of epistemic precondition of an
action, which refers to the knowledge that is needed to successfully perform
it—the paradigm example is that of knowing the code of a safe, in order to be
able to open it. Moore’s work was also influential in making a proper distinc-
tion between knowledge de dicto (I know that there is a code that is needed
to open the safe) and knowledge de re (there is a code that I know to open
the safe). For a survey of the many formalisms that have subsequently been
developed in a similar spirit, we refer to Wooldridge’s [194].

In AT the representation of knowledge has always been a major issue of re-
search. Knowledge bases, expert systems, logic programs: they all are a means
to represent some structured information, and much research on for instance
non-monotonic reasoning was motivated by the kind of issues involving the
subscription of a knowledge set. Modelling the subject (who has the informa-
tion) as well became a significant issue with the rise of the area of intelligent
agents. This is very much a part of Al nowadays; one of today’s most popular
textbooks in AI, Russell and Norvig’s [177], is built upon the intelligent agent
metaphor. Agents, in this sense, are software components about which one
reasons on a high level. The Belief, Desire, and Intentions paradigm, which
was first formalised by Rao and Georgeff [172] inspired many frameworks and
architectures that, apart from an informational attitude, also model motiva-
tional and emotional attitudes. The area of multi-agent systems provides a
nice case for one of the main focuses in the book, namely that it is challeng-
ing to model situations in which the attitudes of one agent involve attitudes
of other agents (which involve ... ). Indeed, the ability to reason about higher-
order information distinguishes epistemic logic from many other approaches
to information.
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Rao and Georgefl’s work [172] can be seen as an attempt to formalise work
on intentions by the philosopher Bratman [32]. It is fair to say that also the
work on representing knowledge and belief in game theory, computer science,
planning, Al and agent theories goes back to work in philosophy. Philoso-
phy also brings the motivational and informational attitudes together, since
philosophers often refer to knowledge as ‘intentional information’: information
that has a purpose, or use.

The situation calculus was initiated in the late 1960’s by McCarthy and
Hayes [142]. Later milestones are the development of the programming lan-
guage Golog and variants of it [126]. Situation calculus is used for describing
how actions and other events affect the world, and can be located somewhere
between computer science and AI. Only recently has the representation of
knowledge become a main issue in the situation calculus [124]. The situation
calculus comes with its own knowledge-based programs, as in Reiter’s [173,
Chapter 11]. An important issue here is to guarantee that at run-time of a
knowledge-based program it is guaranteed that the necessary knowledge will
be provided, and that the process always can ‘break a tie’. Sardina therefore
proposes to treat plans in the situation calculus as epistemically feasible pro-
grams: programs for which the executing agent, at every stage of execution,
by virtue of what it knew initially and the subsequent readings of his sensors,
always knows what step to take next ...’ [181].

Another approach in logic to the dynamics of epistemics and doxastics
is due to Moss and Parikh [155] and also undertaken by Georgatos [74] and
Heinemann [95], inspired by the work of Vickers [192]. They give a ‘topological
semantics’ for knowledge and also have a topological interpretation of infor-
mation change in so-called subset models or treelike spaces. There are two
modalities: one for knowledge and one for effort. It is left open exactly what
this effort is, but it can lead to information change. This approach is further
developed in [38] and [159]. In [159] it is generalised to the multi-agent case
and here, ‘effort’ is interpreted as consulting the knowledge base of a certain
agent.

This book can by no means deal with all approaches to modelling know-
ledge, belief, or information, not even if we would restrict ourselves to logical
approaches, and the same applies to change of information: we can by no
means be complete, nor do we intend to be. In fact, if our reader is in search
for a specific formalism to model his or her specific ‘information change sce-
nario’, then it is well possible that another approach than the one propagated
in this book much better fulfils these needs.

We hope this chapter has made clear how dynamic epistemic logic fits
in the broader scientific background. Each chapter concludes with a notes
section, which guides the reader to the literature relevant to the topic of that
chapter.
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Epistemic Logic

2.1 Introduction

In this chapter we introduce the basic epistemic logic, to which we add a
dynamic component in consecutive chapters. Epistemic logic, as it is conceived
today, is very much influenced by the development of modal logic, and, in
particular, by its Kripke semantics. We will emphasise the intuitive appeal of
this semantics in this chapter and, indeed, throughout the book, since also
the dynamics of epistemics will fruitfully utilise them.

The logical system S5 is by far the most popular and accepted epistemic
logic, and we will without further ado present it in this chapter, as a basis for
the rest of the book. We do this first for agents in a group each with their
own individual knowledge (Section 2.2), and then look at group notions of
knowledge (Section 2.3), most notably that of common knowledge. On the fly,
we give several examples and exercises.

Most, if not all of the material covered here belongs to the ‘core of folk-
lore in epistemic logic’, therefore, the emphasis is on semantics and concepts,
rather than on proofs of theorems.

Having presented the basic material, we then in Section 2.4 comment upon
how the material in this chapter carries over to the notion of belief, rather
than knowledge, and, finally, a section called ‘Notes’ (Section 2.5), collects the
bibliographical and other meta-information regarding this chapter.

2.2 Basic System: S5

We now present the basic system for knowledge for a group of agents. Doing
so, we follow a traditional outline, presenting the language, semantics, and
axiomatisation in subsequent subsections.

11
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2.2.1 Language

The basic language for knowledge is based on a countable set of atomic propo-
sitions P and a finite set of (names for) agents, A. Atomic propositions p, ¢, . . .
describe some state of affairs in ‘the actual world’, or in a game, for example.
In the following, p is an arbitrary atomic proposition from P, and a denotes
an arbitrary agent from A.

Definition 2.1 (Basic epistemic language) Let P be a set of atomic
propositions, and A a set of agent-symbols. The language L, the language
for multi-agent epistemic logic, is generated by the following BNF":

o = plop| (@A) | Kap O

This BNF-notation says that atoms are formulas, and one can build com-
plex formulas from formulas using negation ‘—’, conjunction ‘A’ and knowledge
operators ‘K,’. Examples of formulas that can be generated using this def-
inition are (p A K K,(p A Ko—p)) and - K,—(p A Ko(q¢ A ~K,r)). Here, p
is an atom from P and a is an agent name from A. Other typical elements
that we will use for atoms are ¢, r, and also p’, ¢/, v/, ...p", .... Other vari-
ables for agents will be b, c and o', ¥/, . ... In examples, we will also use other
symbols for the agents, like S for Sender, R for receiver, etc. Throughout the
book, we will use a number of ‘standard abbreviations and conventions’; like
(V1) = =(—p A1), the symbol T as an abbreviation for pV —p (for an arbi-
trary p € P) and L denoting —=T. Moreover, (¢ — 1) = (mpV), and (¢ < 1)
is a shorthand for the conjunction of the implication in both directions. We
omit outermost parenthesis if doing so does not lead to confusion.

For every agent a, K,y is interpreted as “agent a knows (that) ¢”. Note
that the epistemic language is a rather simple extension of that of proposi-
tional logic: we just add a unary operator for every agent. Here, an agent
may be a human being, a player in a game, a robot, a machine, or simply a
‘process’. We also introduce some epistemic definitions. The fact that a does
not know that —¢ (-K,—¢) is sometimes also pronounced as: “yp is consis-
tent with a’s knowledge”, or, “the agent considers it possible that ¢” (cf. also
Section 2.2.2). We write K, for this: K, = —K,—¢. For any group B of
agents from A, “Everybody in B knows ¢”, written Epy, is defined as the
conjunction of all individuals in B knowing ¢. Thus, we add an Eg operator
for every B C A:

Epp= N Kup
beB

Analogously to K, we define EBgo as " Ep—p. Using the definition of Epg,
this unravels to \/, 5 f(bcp: “at least one individual in the group B considers
¢ a possibility”.

Hence, examples of well-formed formulas are pA—K,p (“p is true but agent
a does not know it”) and - K, K.p A —~K,—K.p (saying that “agent b does not
know whether agent ¢ knows p). Another example is K,(p — Epp) (“agent a
knows, that if p is true, everybody in B will know it”).
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Exercise 2.2 We have three agents, say a (Anne), b (Bill), and ¢ (Cath).
We furthermore have two atoms, p (“Anne has a sister”) and ¢ (“Anne has a
brother”). Translate the following expressions in our formal language:

1. If Anne had a sister, she would know it.

. Bill knows that Anne knows whether she has a sister.

. Cath knows that if Anne has a sibling, it is a sister.

. Anne considers it possible that Bill does not know that Anne has a sister.

. Everybody in the group of three knows that Anne does not have a sibling

if she does not know to have one.

6. Anne knows that if there is anybody who does not know that she has a

sister, it must be Bill. O

U W N

We will often refer to K, Ky, ..., Ka,Kb, ce EB,EB as epistemic oper-
ators, or sometimes, and more generally, as modal operators. For any modal
operator X, we define X%y to be equal to ¢, and X"y to be X X"p. We
will also apply this convention to sequences of formulas. Hence, for instance
E?¢ means that everybody knows that everybody knows ¢, and (Kakb)Q@
says that a knows that b considers it possible that a knows that b considers
it possible that .

To demonstrate the usefulness of a language in which we allow iterations
of individual epistemic operators, we now look at a simple protocol specifica-
tion using epistemic operators. The derivation and correctness proofs of such
protocols were a main motivation for computer scientists to study epistemic
logic.

Example 2.3 (Alternating bit protocol) There are two processors, let us
say a ‘Sender S’ and a ‘Receiver R’, although this terminology is a little bit
misleading, since both parties can send messages to each other. The goal is for
S to read a tape X = (xg, z1,...), and to send all the inputs it has read to R
over a communication channel. R in turn writes down everything it receives
on an output tape Y. Unfortunately the channel is not trustworthy, i.e., there
is no guarantee that all messages arrive. On the other hand, some messages
will not get lost, or more precisely: if you repeat sending a certain message
long enough, it will eventually arrive. This property is called fairness. Now
the question is whether one can write a protocol (or a program) that satisfies
the following two constraints, provided that fairness holds:

e safety: at any moment, Y is a prefix of X;
e [iveness: every x; will eventually be written as y; on Y.

Hence, safety expresses that R will only write a correct initial part of the
tape X into Y. This is easily achieved by allowing R to never write anything,
but the liveness property says that R cannot linger on forever: every bit of X
should eventually appear in Y.

In the protocol below, the construct ‘send msg until 1)> means that the
message msg is repeatedly sent, until the Boolean 1) has become true. The
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test Kg(x;) intuitively means that Receiver knows that the i-th element of X
is equal to z;: more precisely, it is true if Receiver receives a bit b and the last
bit he has written is x;—1. The other Booleans, like KsKpr(z;) are supposed
to express that S has received the message “Kg(z;)”.

PROTOCOL FOR S:

S11i:=0

S2 while true do

S3 begin read x;;

S4 send z; until KsKr(z;);

S5 send “KgKg(x;)” until KeKpKsKg(x;)
S6 i=i4+1

S7 end

PrRoTOCOL FOR R:

R2 when Kg(zg) set i:=0
Necwhile true do

R3 begin write x;;

R4 send “Kpr(z;)” until Kp KsKg(x;);
R5 send “KRKSKR(QTZ‘)” until KR(:Ei+1)
R6 i=i+1

R7 end

An important aspect of the protocol is that Sender at line S5 does not
continue reading X and does not yet add 1 to the counter i. We will show
why this is crucial for guaranteeing safety. For, suppose that the lines S5 and
R5 would be absent, and that instead line R4 would read as follows:

R4 send “Kpr(z;)” until Kg(zit1);

Suppose also, as an example, that X = (a,a,b,...). Sender starts by
reading xg, an a, and sends it to R. We know that an instance of that a will
arrive at a certain moment, and so by line R3 it will be written on Y. Receiver
then acts as it should and sends an acknowledgement (R4’) that will also arrive
eventually, thus Sender continues with S6 followed by S3: once again it reads
an a and sends it to Receiver. The latter will eventually receive an instance
of that a, but will not know how to interpret it: “is this symbol a a repetition
of the previous one, because Sender does not know that I know what zq is, or
is this a the next element of the input tape, 21”7 This would clearly endanger
safety.

One can show that knowledge of depth four is sufficient and necessary to
comply with the specification. As a final remark on the protocol, it be noted
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that most programming languages do not refer to epistemic notions. So in
general a protocol like the one described above still needs to be transformed
into ‘a real program’. It is indeed possible to rewrite this protocol without
using any knowledge operators. The result is known as the ‘alternating bit
protocol’” (see notes for references). O

We now give an example where some typical reasoning about ignorance,
and iterations of everybody’s knowledge, are at stake.

Example 2.4 (Consecutive numbers) Two agents, a (Anne) and b (Bill)
are facing each other. They see a number on each other’s head, and those
numbers are consecutive numbers n and n + 1 for a certain n € N. They both
know this, and they know that they know it, etc. However, they do not have
any other a priori knowledge about their own number. Let us assume we have
‘atoms’ a,, and b, for every n € N, expressing that the number on Anne’s
head equals n, and that on Bill’s head reads n, respectively.

Suppose that in fact a3 and by are true. Assuming that the agents only
see each other’s number and that it is common knowledge that the numbers
are consecutive, we now have the following (if you find it hard to see why
these statements are true, move on and collect some technical tools first, and
then try to do Exercise 2.10):

1. K,by
Anne can see b’s number.
For the same reason, we have Kpas.
2. Ka(al \Y ag)
expressing that Anne knows that her number is either 1 or 3.
Similarly, we of course have Kp(by V by).
3. KaKb(bo V by V b4)
This follows from the previous item.
Similarity induces that we also have K, K,(aq V a3z V as)
4. K, KpyK,(bg V by V by)
If you find it hard to see this, wait until we have explained a formal
semantics for this situation, in Section 2.2.2.
In a similar vein, we have Ky K, K(a1 V as V as)

The above sequence of truths for the real state characterised by (ag A ba)
has a number of intriguing consequences for iterated knowledge concerning
a and b. This is easier to see if we also enumerate a number of ‘epistemic
possibilities’ for the agents. Let us suppose that the aim of this scenario is,
for both Anne and Bill, to find out the number on their head. For this, we
introduce win, for “Anne knows the number on her head”, and similarly, winy,.

5. Kaal A Kaag
Anne considers it possible that her number is 1, but she also considers it
possible that she is wearing 3.
Similarly, we obtain K pba A Rab4
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6. Ko(—winy A —winp)
Note that only if one of the numbers is 0, can somebody know her or his
number: anyone who sees 0 knows to have 1. Anne considers two situations
possible: one in which a; A by holds, and another in which ag A by is true.
In neither of those situations is an agent wearing 0, so that Anne knows
there is no winner.
Similarly, we have Kj(—win, A —winp,)

7. Eapy—as A EiqpyEfapyas
Anne and Bill know that Anne does not have 5 (because Bill knows she
has a 3, and Anne knows she has either 1 or 3). However, not everybody
knows that everybody knows this, since we have K, K,as5: Bill thinks it
possible that the situation is such that Anne has 3 and Bill 4, in which
case Anne would see Bill’s 4, and considers it possible that she has 5!
Once again, clear semantics may help in verifying these properties: see
Section 2.2.2; especially Exercise 2.10.

8. E{a,b}(—'wina A —wing) A _‘E{a,b}E{a,b}(_‘Wina A —winp)
Although everybody knows that neither of the agents can win (this follows
from item 6), it is not the case that this very fact is known by everybody!
To see the latter, note that a thinks it possible that she wears 1 and b 2,
in which case b would consider it possible that a’s number is 1 and his 0,
in which case a would know her number: [A(af(b(al A Kqar). O

It is worthwhile to notice that, in Example 2.4 —~Ey, 51 E{, 5y as holds

in the state characterised by (as A b2) since f(bf(aas is true. We recall a
generalised version of this insight in the following exercise, since it will be
useful later on.

Exercise 2.5 Let B = {b1,...,b,} be a group of m agents. Argue that

E% o is false if and only if there is a sequence of agents names a',a?,...a"
(a* € B,i < n)such that K,1 K2 ... K4~ holds. Note that it is well possible
that n > m: some agents can reappear in the sequence. O

2.2.2 Semantics

Now let us move to a formal treatment of the logics of knowledge for individual
agents within a group. Crucial in the approach to epistemic logic is the use of
its semantics which uses a special case of Kripke models. In such a model, two
notions are of main importance: that of state and that of indistinguishability.
We explain these using a very simple example. We call it the GLO-scenario,
named after Groningen, Liverpool, and Otago. Suppose we have one agent,
say b, who lives in Groningen. For some reason, he builds a theory about the
weather conditions in both Groningen and Liverpool: in Groningen it is either
sunny (denoted by the atom g), or not (—g). Likewise for Liverpool: sunny (1)
or not (—1). If for the moment we identify a ‘state’ with a possible state of the
world, then, a priori, we have 4 such states: (g,l), in which it is both sunny
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Figure 2.1. Kripke model M, representing a GLO scenario.

in Groningen and in Liverpool, (g, =) in which the weather in Groningen is
again sunny but not in Liverpool, etc. Since b is situated in Groningen, we
can assume that he is aware of the weather in Groningen, but not of that
in Liverpool. In other words: he cannot distinguish state (g,1) from (g, ),
neither can he tell the difference between (—g, 1) and (—g, —i).

This situation is represented in the Kripke model M; of Figure 2.1, where
indistinguishability of agent b is represented by an arrow labelled with b. The
points in this model are called states, which are in this case indeed states of
the world. An arrow labelled with an agent b going from state s to ¢, is read
as: ‘given that the state is s, as far as b’s information goes, it might as well
be t’, or ‘in state s, agent b considers it possible that the state in fact is ¢’ or,
in the case of the models we will mostly consider, ‘agent b cannot distinguish
state s from state ¢’. The latter description refers to an equivalence relation
(cf. Definition 2.13): no agent is supposed to distinguish s from itself; if ¢ is
indistinguishable from s then so is s from ¢ and, finally, if s and ¢t are the same
for agent b, and so are ¢ and u, then b cannot tell the difference between s and
u. Note that the accessibility relation in model M; of Figure 2.1 is indeed an
equivalence relation.

Definition 2.6 Given a countable set of atomic propositions P and a finite
set of agents A, a Kripke model is a structure M = (S, R*, V') where

e Sis a set of states. The set S is also called the domain D(M) of M.

e R4 isa function, yielding for every a € A an accessibility relation R4 (a) C
S x S. We will often write R, rather than R (a) and freely mix a prefix
notation (R,st) with an infix notation (sR,t).

e VP :P — 2%is a valuation function that for every p € P yields the set
VP(p) C S of states in which p is true.



18 2 Epistemic Logic

We will often suppress explicit reference to the sets of P and A, and represent
a model as M = (S, R, V). In such a case, we may also write V,, rather than
V(p), for any atom p and the valuation V.

If we know that all the relations R, in M are equivalence relations, we
call M an epistemic model. In that case, we write ~, rather than R,, and we
represent the model as M = (S, ~, V). |

We will interpret formulas in states. Note that in M; of Figure 2.1, the
names of the states strongly suggest the valuation V; of M;: we for instance
have (g, l) € Vi(g) and (g, l) € Vi(l). As to the epistemic formulas, in M,
we want to be able to say that if the state of the world is (g,1), i.e., both
Groningen and Liverpool show sunny weather, then agent b knows it is sunny
in Groningen, (since all the states he considers possible, (g,1) and (g, —l) verify
this), but he does not know that it is sunny in Liverpool (since he cannot rule
out that the real state of the world is (g, —l), in which case it is not sunny
in Liverpool). In short, given the model M; and the state (g,1), we expect
Kpg N =Kl to hold in that state.

Definition 2.7 Epistemic formulas are interpreted on pairs (M, s) consisting
of a Kripke model M = (S, R, V) and a state s € S. Whenever we write (M, s),
we assume that s € D(M). Slightly abusing terminology, we will sometimes
also refer to (M, s) as a state. If M is an epistemic model (see Definition 2.6),
(M, s) is also called an epistemic state. We will often write M, s rather than
(M, s). Such a pair will often be referred to as a pointed model.

Now, given a model M = (S, R, V) we define that formula ¢ is true in
(M, s), also written as M, s |= ¢, as follows:

M,sEp iff s € V(p)

M,sE (pAY)iff M,s = ¢ and M,s E

M,s = -y iff not M,s = ¢

M,s = K,p  iff for all ¢ such that R,st, M,t = ¢

Instead of ‘not M, s = ¢’ we also write ‘M, s [~ ¢’. The clause for K|, is
also phrased as ‘K, is the necessity operator with respect to R,’. Note that
the dual K, obtains the following truth condition, for which it is also dubbed
‘a possibility operator with respect to R,

M, s = K, iff there is a t such that R,st and M,t = ¢ (2.1)

When M, s |= ¢ for all s € D(M), we write M = ¢ and say that ¢ is true
in M. If M | ¢ for all models M in a certain class X (like, for instance, all
epistemic models), we say that ¢ is valid in X’ and write X = ¢. If M | ¢
for all Kripke models M, we say that ¢ is valid, and write = ¢ or K [ ¢,
where K is the set of all Kripke models. We use [~ to deny any of such claims,
for instance M [~ ¢ says that ¢ is not true in M, meaning that there is some
state s € D(M) that falsifies it, i.e., for which M, s | —p.
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If for formula ¢ there is a state (M, s) such that (M, s) E ¢, we say that
@ is satisfied in (M, s), and, if M belongs to a class of models X', we then say
that ¢ is satisfiable in X. O

The keypoint in the truth definition is that an agent a is said to know
an assertion ¢ in a state (M,s) if and only if that assertion is true in all
the states he considers possible, given s. Going back to Figure 2.1, we have
My, (9,1} E Kpg AN—=Kpl A—Kp—l: agent b knows that it is sunny in Groningen,
but does not know whether it is sunny in Liverpool, he does not know that [,
nor that —l.

Kripke semantics makes our epistemic logic intensional, in the sense that
we give up the property of extensionality, which dictates that in any formula,
one can always substitute subformulas for different, but equivalent ones. To
see that we indeed got rid of extensionality, note that, in Figure 2.1 we have
My, {9,y E (g A1) A (Kpg A —Kpl) (saying that g and | have the same truth
value, but still one can know one without knowing the other).

A second feature of Kripke semantics to note at this point is that it gives us
a natural way to interpret arbitrary nested knowledge formulas. For instance,
not only does b not know in (g,1) that I (M, {g,1) &= —Kpl), he knows about
his ignorance! (i.e., My, (g,1) = Kp—Kpl.)

Exercise 2.8 M; is the model of Figure 2.1.

1. Formalise the following claims:

a) In state (g,l), agent b considers it possible that it is sunny in Gronin-
gen, and also that it is sunny in Liverpool, and also that it is not
sunny in Liverpool.

b) In state (—g,1), agent b knows it is not sunny in Groningen, although
he does not know it is sunny in Liverpool.

c¢) In state {g,l), agent b knows both that he knows that it is sunny in
Groningen and that he does not know that it is sunny in Liverpool.

d) In model M, it is true that agent b knows whether it is sunny in
Groningen, but he does not know whether it is sunny in Liverpool.

e) In any model, any agent knows that any fact or its negation holds.

f) It is not a validity that an agent always knows either a fact, or that
he knows its negation.

2. Verify the following: .
a) My, {g,l) E Kpg N Kpl N K-l

)
c) My, {g,l) E Ky(Kpg A ~Kpl)

dg My = (Kpg V Ky=g) A (~ Kyl A = Kp=l)
e

f)

KooV K, O

We already observed that M; of Figure 2.1 is in fact an epistemic model
M, = (S,~,V). Since such models will be so prominent in this book, we
economise on their representation in figures by representing the equivalence
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Figure 2.2. Two GLO scenarios.

relations by lines, rather than by arrows. Moreover, we will leave out all ref-
lexive arrows. See model M; of Figure 2.2, which is a more economical
representation of the model M; of Figure 2.1.

One of the ways to make the model M; of Figure 2.2 a real multi-agent
model is illustrated by the model M5 in that figure. It represents the situation
in which a second agent, w, is situated in Liverpool and knows about the
weather there. Note that now we have for instance

Ms,{g,1) = Kyg A ~Kpl AN ~Kyg N Kyl

Indeed, we even have My = (KpgV Kp—g) A (Kl V K,y—l): whatever the state
of the world is, agent b knows whether the sun shines in Groningen, and w
knows the weather condition in Liverpool.

But the model M> models much more than that: not only does b know the
weather conditions in Groningen, and w those in Liverpool, but, apparently,
this is also known by both of them! For instance, we can verify (2.2), which says
that, in Ms, (g,1), agent w does not know whether it is sunny in Groningen,
but w does know that b knows whether it is sunny there.

Ms, (g,1) |F ~Kywg A KgAKy (Kyg V Ky—g) (2.2)

This is verified as follows. First of all, we have Ms, (g,1) | —K,g, since,
in state (g,l), agent w considers (—g,l) to be the real world, in which g is
false, hence he does not know g. More formally, since (g,l)R,(—g,l) and
M, (—g,l) E —g, we have My, (g,l) E —K,g. Given (g,l), agent w also
considers (g, ) itself as a possibility, so not in all the states that w considers
possible, —g is true. Hence, My, (g,1) = —K,,—g. All the states that w con-
siders possible in (g, 1), are {(g,l) and (=g, ). In the first, we have Kpg, in the
second, Kp—g. So, in all the states that w considers possible given (g,1), we
have Kpg V Kp—g. In other words, Ma, (9,1) &= K. (Kpg V Kp—g).
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Exercise 2.9 summarises some multi-agent properties of model Ms: it is
important, for the reader to appreciate the remainder of this book, that he or
she is sure to be able to do that exercise!

Exercise 2.9 Let My be as above. Verify that:

1. M27 <g7 l> ): g A K’u)Kb"g
Although g is true in (Ag7 l), agent w considers it possible that b knows —g!
2. Ma, (g, 1) = (g AN D) AN KK (=g A D)
Although (g A1) is true at (g,l), agent b considers it possible that w
considers it possible that —g A -l
3. My ): Kw(g - Kbg)
Everywhere in the model, it holds that w knows that, whenever it is sunny
in Groningen, b knows it. U

We end the GLO story with two remarks regarding ‘states’ and valuations.
In the two models we have considered so far (M; and Ms), the notion of
epistemic state and valuation coincided. In general, this need not be the case.
First of all, not every possible valuation (a possible state of the world) needs
to be present in a(n) (epistemic) model. Suppose that we enrich our language
with an atom o, denoting whether it is sunny in Otago, New Zealand. Then,
obviously, the valuation that would denote the state in which gAlAo is true for
instance would not appear in any model, since a background theory, based on
geographical insights, ensures that o can never be true at the same time with
g or with [. Secondly, in general it is possible that one and the same valuation,
or one and the same possible world, can represent different epistemic states.

Let us, rather than enrich the set of propositions in our GLO example,
enrich the set of agents with an agent h who, as a matter of fact, happens
to live in Otago. Suppose the world is in such a state that g and [ are true.
Moreover, we make the same assumptions about b and w as we did earlier: b
knows about g, and w knows about [, and all this is known by each agent. See
model My of Figure 2.3, which is exactly the same epistemic model as My of
Figure 2.2.

(9, ) —— w (g, 1)

<gvﬂl> w _<_‘97 _‘l>

<<gvl>>_ w = <<ﬁgvl>>

-

(9,0) — w ———(=9,])
-
-~ -~ -~

w (=g, D) (g, 7)) —— w ——({{=g, 1))
MQ MB

\

(.97 ﬁl)

Figure 2.3. GLO scenarios, one with multiple occurrences of the same valuation.
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This book is about the dynamics of epistemics, of which a first example
will now be given. It is night-time in Otago, but since the three agents are
involved in writing a book, this fact does not stop h from calling his European
co-authors. He first calls w. They have some social talk (w tells h that the
sun is shining in Liverpool) and they discuss matters of the book. Then h
tells w truthfully what he is going to do next: call b and report what h and
w have discussed so far. The poor w does not have a clue whether this also
means that h will reveal the weather condition of Liverpool () to b. Hence, w
considers two epistemic states possible that have the same valuation: in one
of them, we have g Al A =Kl and in the other, g Al A Kpl. The first state
corresponds with the state ({g,{)) in model M3 of Figure 2.3, and which is
exactly at the position (g,{) of model M, the second with (g,l) ‘just above’
the previous one in the figure. In model M, every two states (z,y) and ({(x,y))
have the same valuation, although they are not the same states! Given the
fact that one in general has different states with the same valuation, it is not
a good idea to name a state after its valuation, as we have done in M; and
M;. As an aside, we have not modelled h’s knowledge in model Ms.

Note, in passing, that we applied another economic principle in represent-
ing epistemic models, in Mj of Figure 2.3: although, by transitivity of such
models, there should be a connecting line between (g, 1) and both occurrences
of (—g,l), we leave out one of them in our drawing, relying on the reader’s
ability to ‘complete the transitive closure’ of our representation.

What exactly does the epistemic state Ms, {{g, 1)) describe? Well, it is the
situation in which & did not tell b about [ (since b still considers a state possible
in which =), but in which both b and w know that h might have informed b
about the truth value of [. Note for instance that we have that b knows that
w does not know whether b knows [: we have

Ms, ({g, 1)) = 1A =Kyl A Ky(~ Ky Kyl A —K = Kyl) (2.3)

(2.3) expresses that, although [ holds, b does not know this, but b knows
that w neither knows that b knows that [, nor that b does not know that [.

Exercise 2.10 (Modelling consecutive numbers) Read again the descri-
ption of the Consecutive Numbers example, Example 2.4. Check the truth
definition for Ep at Definition 2.30.

1. Draw the appropriate model for it. Omit reflexive arrows. Call the model
M and denote the factual state as (3, 2).

2. Show that M, (1,0) = Kqa1 A win,

3. What are the states in which an agent can win the game? What is the
difference between them, in terms of epistemic properties, given that the
real state is (3,2)7?

4. Verify the statements 1-8 of Example 2.4 in state M, (3,2). O

How appropriate are Kripke models to represent knowledge? A possible
answer has it that they incorporate too strong properties. This is sometimes
referred to as logical omniscience; it is technically summarised in the following
proposition.
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Proposition 2.11 Let ¢, be formulas in Lk, and let K, be an epistemic
operator for a € A. Let K be the set of all Kripke models, and S5 the set
of Kripke models in which the accessibility relation is an equivalence (see
Definition 2.13). Then the following hold:

o KEKipAKy(p — ) — Ko LO1
e KEv=FK,.p LO2
o KEp—o=E Kip— Kap L03
o Kbpot =k Ko Ko LO4
o KE (KaphKath) — Ka(pAt) LO5
o KE K p— Ki(pV) LO6
o S5 E (K pNK,—p) LO7

O

The fact that the above properties hold in all Kripke models is referred
to as the problem of logical omniscience since they express that agents are
omniscient, perfect logical reasoners. For example, LO1 says that knowledge is
closed under consequences. LO2 expresses that agents know all (S5-)validities.
LO3-LO6 all assume that the agent is able to make logical deductions with
respect to his knowledge, and, on top of that, LO7 ensures that his knowledge
is internally consistent. The properties of Proposition 2.11 reflect idealised
notions of knowledge, that do not necessarily hold for human beings. For
example, many people do not know all tautologies of propositional logic, so
LO2 does not hold for them. We will see how, in many systems, the properties
of Proposition 2.11 are nevertheless acceptable. If the properties mentioned
here are unacceptable for a certain application, a possible world approach to
knowledge is probably not the best option: all listed properties are valid in
all Kripke models, except for LO7, which is only true on serial models (see
Definition 2.13).

The popularity of Kripke semantics reaches far further than the area of
epistemics. Depending on the intended interpretation of the modal opera-
tor, one can freely write, rather than K,, other symbols for these operators.
Interpretations that are very common (and hence are supposed to satisfy the
properties of Proposition 2.11) are ‘p is believed’ By, or ‘p is always the
case’ (Oy), ‘p is a desire’ (Dyp), ‘@ is obligatory’ (Og), ‘p is provable’ (Oyp),
or ‘p is a result of executing program =’ ([r]p).

All this does not mean that these notions have exactly the same logic,
or properties. Rather, opting to model a specific operator using the Kripke
semantics of Definition 2.7, Proposition 2.11 gives some minimal properties
of it. One of the main features of Kripke semantics is that one can, in a
modular fashion, put additional constraints on the accessibility relation, to
obtain some extra modal validities. As a simple example, if in the model
M the accessibility relation R, is reflexive (i.e., VsR,ss), then M satisfies
K,p — ¢ (see Exercise 2.12). Hence, if 7 is the class of all reflexive models,
ie, T={M = (S,R,V) | every R, is reflexive}, then 7 = K,p — ¢.
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Exercise 2.12 Show, that if M = (S, R, V) is such that R, is reflexive, then
M satisfies the truth axiom: M = K,p — ¢. d

We now define some classes of models that are of crucial importance in
epistemic logic.

Definition 2.13 Recall that R stands for a family of accessibility relations,
one R, for each a € A.

1. The class of all Kripke models is sometimes denoted K. Hence, K | ¢
coincides with = .

2. R, is said to be serial if for all s there is a t such that R,st
The class of serial Kripke models {M = (S, R, V) | every R, is serial} is
denoted by KD.

3. R, is said to be reflexive if for all s, R,ss
The class of reflexive Kripke models {M = (S, R, V) | every R, is reflex-
ive} is denoted by 7.

4. R, is transitive if for all s,t,u, if R,st and R,tu then R,su
The class of transitive Kripke models is denoted by K4.

The class of reflexive transitive models is denoted by S4.

5. R, is Fuclidean if for all s,t, and u, if R,st and R,su then R,tu
The class of transitive Euclidean models is denoted by K45.

The class of serial transitive Euclidean models is denoted by KD45.

6. R, is an equivalence relation if R, is reflexive, transitive, and symmetric
(for all s,t, if Ryst then R,ts). Equivalently, R, is an equivalence relation
if R, is reflexive, transitive and Euclidean.

The class of Kripke models with equivalence relations is denoted by §5.00

These classes of models will be motivated shortly, but, as said before, the
main emphasis in this book will be on S5.

How much can two epistemic states M, s and M’, s’ differ without affecting
the knowledge of any agent? In other words, how expressive is our epistemic
language Lk, to which granularity can it distinguish models from each other?
We address the issue of expressivity of several languages introduced in this
book in Chapter 8, but now present a basic underlying notion and result.

Definition 2.14 (Bisimulation) Let two models M = (S, R, V) and M’ =
(S',R', V') be given. A non-empty relation 8 C S x S’ is a bisimulation iff
for all s € S and s’ € ' with (s,s") € A:

atoms s € V(p) iff s € V/(p) for all p e P

forth for all a € A and all t € S, if (s,t) € R,, then there is a ¢’ € S’ such
that (s',¢') € R, and (¢,¢') € R

back for all a € A and all ¢/ € &, if (s/,t') € R., then there is a t € S such
that (s,t) € R, and (¢,t') € R

We write (M,s)<(M’,s"), iff there is a bisimulation between M and M’
linking s and s’. Then we call (M, s) and (M’, ") bisimilar. O
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Obviously, for M, s and M’', s’ to bisimulate each other, the atoms-clause
guarantees that there is agreement on objective formulas (not only between
s and s, but recursively in all states that can be reached), the forth-clause
preserves ignorance formulas going from M, s to M’,s’, and the back-clause
preserves knowledge. This is made more precise in the (proof of) the follow-
ing theorem, which says that the epistemic language L} cannot distinguish
bisimilar models. We write (M, s) =, (M’,s') if and only if (M,s) E ¢ iff
(M',s") = ¢ for all formulas ¢ € Lk.

Theorem 2.15 For all pointed models (M, s) and (M’, s'),if (M, s)<=(M’,s'),
then (M,s) =, (M',s). O

Proof We proceed by induction on ¢.

Base case Suppose (M,s)<(M',s'). By atoms, it must be the case that
(M,s) =pifand only if (M',s') E=pforallpe P
Induction hypothesis For all pointed models (M,s) and (M',s), if we
have that (M, s)<(M’,s"), then it follows that (M, s) &= ¢ if and only if
(M) |= .
Induction step
negation Suppose that (M, s) = —p. By the semantics this is the case if
and only if (M, s) & ¢. By the induction hypothesis this is equivalent
o (M',s") = ¢, which is the case if and only if (M’,s") = —e.
conjunction Suppose that (M,s) & o1 A @2, with, by the induction
hypothesis, the theorem proven for ¢; and ¢s. By the semantics the
conjunction @1 A @e is true in (M,s) if and only if (M,s) E ¢1
and (M, s) & 3. By the induction hypothesis this is equivalent to
(M',s") = 1 and (M’,s") |E 2. By the semantics this is the case if
and only if (M, s") E 1 A va.
individual epistemic operator Suppose (M, s) | K,p. Take an arbi-
trary ¢’ such that (s',¢') € R}. By back there is a t € S such that
(s,t) € R, and (t,t') € R. Therefore, by the induction hypothesis
(M,t) = ¢ if and only if (M’,#') = ¢. Since (M, s) = Ky, by the
semantics (M, t) = . Therefore (M’,t') = ¢. Given that ¢’ was arbi-
trary, (M',t") = ¢ for all ¢’ such that (s',¢') € R.,. Therefore by the
semantics (M',s") E K, p.
The other way around is analogous, but then forth is used. O

So, having a bisimulation is sufficient for two states to verify the same
formulas, and hence to represent the same knowledge. In Chapter 8 we will
see that it is not necessary, however. Note that the proof given above did not
depend on R or R’ being reflexive, transitive, or Euclidean. So indeed it also
holds for other modal logics than S5.

2.2.3 Axiomatisation

A logic is a set of formulas. One way to characterise them is semantically:
take a set of formulas that is valid in a class of models. An aziomatisation
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all instantiations of propositional tautologies

Koo — ) — (Kop — Kat) distribution of K, over —
From ¢ and ¢ — 1, infer ¢ modus ponens

From ¢, infer Kq¢ necessitation of Ky

Table 2.1. The basic modal system K.

is a syntactic way to specify a logic: it tries to give a core set of formulas
(the axioms) and inference rules, from which all other formulas in the logic
are derivable. The first axiomatisation K we present gives the axioms of a
minimal modal logic: it happens to capture the validities of the semantic class
K, i.e., the class of all Kripke models. We assume that the modal operators K,
that appear in any axiomatisation are ranging over a set of agents A, which
we will not always explicitly mention.

Definition 2.16 The basic epistemic logic K, where we have an operator K,
for every a € A, is comprised of all instances of propositional tautologies, the
K axiom, and the derivation rules Modus Ponens (M P) and Necessitation
(Nec), as given in Table 2.1. O

These axioms and rules define the weakest multi-modal logic K, for a set
of agents A. The distribution axiom is sometimes also called the axiom K. In
formal proofs, we will sometimes refer to the first axiom as Prop, and to the
two inference rules as M P and Nec, respectively. A modal operator satisfying
axiom K and inference rule necessitation is called a normal modal operator.
All systems that we study in this book will be extensions of K. Note that the
© in the first axiom about instantiations of propositional tautologies does not
have to be in the propositional language: examples of formulas that we obtain
by Prop are not only p V —p and p — (¢ — p) but also K Ky—qV —~K.Ky,—q
and K,p — (Ky(pV Kyp) — Kap). Also note that the necessitation rule
does not tell us that ¢ implies K,p: it merely states that for any theorem
@ that can be derived in this system, we get another one for free, i.e., K .
Admittedly, we have not yet made precise what it means to be a theorem of
an axiomatisation.

Definition 2.17 Let X be an arbitrary axiomatisation with axioms Axq,

Azg, ..., Az, and rules Ruq, Rus, ... Ruy, where each rule Ru;(j < k) is of

the form “From ¢1,...p;, . infer ¢;”. We call j,, the arity of the rule. Then, a

derivation for ¢ within X is a finite sequence 1, . .. @, of formulas such that:
1. om = p;

2. every (; in the sequence is
a) either an instance of one of the axioms Axy, Axs, ... Az,
b) or else the result of the application of one of the rules Ru,;(j < k) to
Jar formulas in the sequence that appear before ;.

If there is a derivation for ¢ in X we write Fx ¢, or, if the system X is clear
form the context, we just write - . We then also say that ¢ is a theorem of
X, or that X proves ¢. O
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In Table 2.1 and Definition 2.17 we sloppily used the terms azxiom and
formula interchangeably, or, more precisely, we use the same meta-variables
©,, ..., for both. Strictly speaking, a formula should not contain such vari-
ables. For instance, the formula K,(p — q) — (K.p — K,q) is an instance,
and hence, derivable in one step, from the axiom scheme K. This sloppiness
is almost always harmless. In fact, it makes it easy to for instance define that
two axioms A and B are equivalent with respect to an axiomatisation X. For
any system X and axiom ¢, let X+ ¢ denote the axiom system that has axiom
¢ added to those of X, and the same rules as X. Moreover, let X — ¢ denote
the axiom system X, but without the axiom ¢. Then, two axioms A and B
are equivalent with respect to X if Fx_ )45 4 and Fx_py+4 B.

The following exercise establishes two simple facts about this minimal
modal logic K:

Exercise 2.18 Let F ¢ stand for Fk ¢.

1. Show that the rule of Hypothetical Syllogism (HS) is derivable:
Fo—x.Fx—=v=Fp—oy
2. Show - — ¢ =+ Koo — Ky1.
3. Show that, given K, the distribution axiom is equivalent to
K' (Kop AN Ko — 1)) — Katp)
and also to
K" Ko(p A1) — (Kap N Ko?))
4. Show that F (Koo A K1) — Ka(o A ). O

The properties of logical omniscience LO1 — LO6 that we gave in Proposi-
tion 2.11 are also derivable in K. Although these properties indicate that the
notion of knowledge that we are formalising is quite strong and overidealised,
at the same time there appear to be other properties of knowledge that are
often desirable or natural, and which are not theorems in K, like K,p — ¢:
what is known, must be true. We will follow standard practice in computer
science and embrace (a number of) the additional axioms given in Table 2.2.

The truth-axiom will also be referred to as axiom T and expresses that
knowledge is veridical: whatever one claims to know, must be true. In other
words, it not only inconsistent to say ‘I know it is Tuesday, although in fact
it is Wednesday’, but this also applies when referring to knowledge of a third
person, i.e., it makes no sense to claim ‘although Bob knows that Ann holds
an Ace of spades, it is in fact a Queen of hearts’.

The other two axioms specify so-called introspective agents: an agent not
only knows what he knows (positive introspection), but also, he knows what
he does not know (negative introspection). These axioms will also be denoted

Kop— truth
Kop — KoKqp  positive introspection
—Kqop — K, Kqp negative introspection

Table 2.2. Axioms for knowledge.
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by axiom 4 and axiom 5, respectively. For human agents especially 5 seems
an unrealistically strong assumption, but for artificial agents, negative intro-
spection often makes sense. In particular, when in the underlying semantics
access for agents is interpreted as indistinguishability, both types of introspec-
tion come for free.

A special case of this is provided by the so-called interpreted systems,
one of the main paradigms for epistemic logic in computer science. Here, the
idea is that every agent, or processor, has a local view of the system, which is
characterised by the value of the local variables. A process a cannot distinguish
two global states s and ¢, if the assignment to a’s values are the same, in s and
t. One easily verifies that under this definition of access for agent a, knowledge
verifies all properties of Table 2.2.

We can now define some of the main axiomatic systems in this book. Recall
that X + ¢ denotes the axiom system that has axiom ¢ added to those of X,
and the same rules as X.

Definition 2.19 We define the following axiom systems: see Figure 2.4. O

Exercise 2.20 Consider the following axiom B: ¢ — Kaf(ago.
Show that axiom 5 and B are equivalent with respect to K+ T +4, i.e., show
that |_K+T+4+5 B and '_K+T+4+B 5. O

Although the focus in this book is on S5, we end this section by showing
a nice kind of ‘modularity’ in adding axioms to the minimal modal logic K.
Recall that a logic is a set of formulas, and we have now seen two ways to
characterise a logic: as a set of wvalidities of a class of models, and as a set
of derivables of an axiom system. The following theorem is folklore in modal
logic: for completeness of S5 see also Theorem 7.7 of Chapter 7.

Theorem 2.21

1. (Soundness and completeness)
Axiom system K is sound and complete with respect to the semantic class
K, i.e., for every formula ¢, we have Fk ¢ iff K | ¢.
The same holds for T w.r.t. 7, for S4 w.t.t. S4 and, finally, for S5 w.r.t.
S5.

2. (Finite models and decidability)
Each of the systems mentioned above has the finite model property: any
 is satisfiable in a class X if and only if it is satisfiable in a finite model
of that class.

T =K+T
S4=T+14
S5=S4+5

Figure 2.4. Some basic axiom systems.
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Moreover, all the systems mentioned are decidable: for any class X men-
tioned, there exists a decision procedure that determines, in a finite
amount of time, for any ¢, whether it is satisfiable in X" or not. O

We also define a notion of derivability from premises, which gives rise to
strong completeness.

Definition 2.22 Let O be an arbitrary modal operator. An inference rule
Ru is called a necessitation rule for O if it is of the form “From ¢, infer Op”.

Let again X be an arbitrary axiomatisation with axioms Az, Az, ..., Ax,
and rules Rug, Rus, ... Ruy, where each rule Ru;(j < k) is of the form “From
©1,. .- @j,, infer ¢;”. Define the closure under necessitation rules of X as the

smallest set Clyee(X) 2 {Axq,...,Ax,} such that for any ¢ € Cly.(X),
and necessitation rule for O, also Ot € Clye.(X). Let T'U {p} be a set of
formulas. A derivation for ¢ from T'is a finite sequence @1, . .. @, of formulas
such that:

L om = ¢;
2. every (; in the sequence is
a) either an instance of one of the schemes in Clye.(X)
b) or a member of T
c) or else the result of the application of one of the rules Ru;(j < k)
which is not a necessitation rules to j,, formulas in the sequence that
appear before ;.

If there is a derivation from I' for ¢ in X we write I Fx ¢, or, if the system
X is clear form the context, we just write I' - ¢. We then also say that ¢ is
derivable in X from the premises I'.

Given a class of models C, we say that X is strongly complete with respect
to X, if for any I' and ¢, we have

I'konlyif (foral M €C,s e M : M,s =T implies M, s = ¢)

If the ‘only if’ is replaced by ‘if’, we say that X is strongly sound with
respect to C. g

So, I' Fx ¢ holds, if there is a proof of ¢ using the premises in I', but with-
out applying necessitation to them. This constraint guarantees that premises
are ‘local’, or ‘private’, i.e., not necessarily known to everyone. For instance,
without this constraint, we would have {K,p, ~Kpp} Fgs L, since allowing
necessitation to the first premise would yield K, K,p (x). Then, a necessita-
tion step of axiom T gives K;(K,p — p), which, together with (%) and the
distribution of Kj over — gives Kpp, which is inconsistent with the second
premise.

Theorem 2.23 Axiom system K is strongly sound and strongly complete
with respect to the semantic class K. The same holds for T w.r.t. 7, for S4
w.t.t. S4 and, finally, for S5 w.r.t. §5. g
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2.3 Group Notions of Knowledge

The notion of ‘everybody knows’ (or, general knowledge, as it is sometimes
called) was already defined in the previous section (page 12). In this section, we
introduce some other notions of group knowledge for multiple agent systems.
The main emphasis will be on common knowledge, a notion that is important
throughout this book.

2.3.1 Language

If one adds the definition of general knowledge to S5, the prominent epistemic
logic, it is easy to see that this notion of everybody knowing inherits veridi-
cality from K, but, if there is more than one agent in A, the same is not true
for the introspection properties. And, indeed, lack of positive introspection for
the whole group makes sense: if the agents b and w both hear on the radio that
it is sunny in Otago (o), we have Ey;, .30, but not necessarily Ey, .} E{p,w}0:
agent b cannot just assume that w heard this announcement as well (see also
Example 2.4, item 7). For a similar reason, negative introspection does not
(and should not) automatically carry over to E-knowledge: if w missed out on
the radio programme announcing o, we have —FE, 30, but how could b infer
this? This would be needed to conclude Eq, .,y ~Ep,w}0-

Hence, although it is easy to prove in S5 that for every n > 1, K¢
is equivalent to K, ¢, for Ep-knowledge, all iterations EZ'¢ and E} are in
principle different (m # n). A limiting, and as we shall see, intriguing notion
here is Common Knowledge, which intuitively captures the infinite conjunction

oo
Cpy = /\ Egep

n=0

The logic of knowledge with common knowledge is denoted S5C. Common
knowledge is a very strong notion, and hence can in general only be obtained
for weak formulas ¢ (sometimes Cpp is dubbed ‘any fool knows ¢’). One
can intuitively grasp the fact that the number of iterations of the E-operator
makes a real difference in practice.

Example 2.24 (Saint Nicholas) Suppose that p stands for “Saint Nicholas
does not exist” (on December 5, according to tradition in several countries,
Saint Nicholas is supposed to visit homes and to bring presents. Children
generally start to disbelieve in his existence when they are around six years
old, but for various reasons many children like to pretend to believe in him a
little longer. Of course, nobody is supposed to reveal the secret on the family
evening itself).

Let F be the family gathering together on this evening, and let a,b and
c represent different members of F. Imagine how the family’s celebration of
Saint Nicholas’ Eve would look like if K,p A =Epp holds (in which case a will



2.3 Group Notions of Knowledge 31

absolutely not make any comment suggesting the visitor in his Saint’s dressing
and the white beard is in fact the family’s neighbour— note that = Erp implies
K,~FEpp, if knowledge is veridical).

Now compare this to the situation where Erpp A “ErEprp holds (again,
if =K, Kpp, family member a will not make any public comment upon Saint
Nicholas’ non-existence, even though everybody knows the saint does not
exist), or an evening in which ErEpp A -EpErEprp holds. In the latter case,
we might for instance have — K, K, K,p. In that case, a might without danger
reveal his disbelief: since a knows that everybody knows p already, he might
wish not to look childish by demonstrating to b that a indeed also belongs
to the group of adults ‘who know’. However, a might also opt to try and
exploit K al%'bf(a—\p, and challenge b not to reveal to a the wisdom that Saint
Nicholas does not exist. Similarly, in case that Ep Epp A =K, K K.p, member
a might try to resolve possible complications by informing b that K.p, however
a might instead choose to exploit the possible situation that IA(bIA(Cﬁp, and try
to bring b in a complex situation in which b has to make an effort not to reveal
the secret p to ¢. This would imply some possible entertainment for a (since
K, K p) which will in fact not occur (since K, K.p). O

Another way to grasp the notion of common knowledge is to realise in
which situations C'¢ does not hold for a group. This is the case as long as
someone, on the grounds of their knowledge, considers it a possibility that
someone considers it a possibility that someone ... that ¢ does not hold (see
also Exercise 2.37 and the remark above it). The following example illustrates
such a situation.

Example 2.25 (Alco at the conference) Alco is one of a group B of visi-
tors at a conference in Barcelona, where at a certain point during the afternoon
he becomes bored and decides, in fact as the only member of B, to lounge
in the hotel bar. While he is enjoying himself there, an important practi-
cal announcement ¢ is made in the lecture room. Of course at that moment
Cpe does not hold, nor even Epp. But now suppose that in the bar the an-
nouncement comes through by way of an intercom connected to the lecture
room. Then we do have Egy, but not C'gy; after all, the other visitors of the
conference do not know that Alco knows ¢.

After hearing ¢, Alco leaves the hotel for some sightseeing in the city. At
that moment someone in the lecture room worriedly asks whether Alco knows
¢, upon which the programme chair reassures her, and thereby anybody else
present in the conference room, that this is indeed the case, because of the
intercom. Of course at that moment, C'gyp still does not hold! O

Now we are ready to give the definition of the full language of epistemic
logic, including common knowledge.

Definition 2.26 (Language Lxc with common knowledge) Let P be
a set of atomic propositions, and A a set of agent-symbols. We use a, b, ¢, . ..
as variables over A, and B as a variable over coalitions of agents, i.e., subsets



32 2 Epistemic Logic

of A. The language Lx¢, the language for multi-agent epistemic logic with
common knowledge, is generated by the following BNF:

o = p| oo | (pAe) | Kap |Cpyp

For ‘small’ groups of agents B, we will sometimes write Cyp, Copp, Cape,
..., rather than Cya10, Cra 030, Clap,c}#s - - - - Similarly for general knowledge,
Epe. O

Thus, Lxc extends Lx with a notion of common knowledge, for every
group.

Example 2.27 (Byzantine generals) Imagine two allied generals, a and b,
standing on two mountain summits, with their enemy in the valley between
them®. It is generally known that a and b together can easily defeat the enemy,
but if only one of them attacks, he will certainly lose the battle.

General a sends a messenger to b with the message m (= “I propose
that we attack on the first day of the next month at 8 PM sharp”). It is
not guaranteed, however, that the messenger will arrive. Suppose that the
messenger does reach the other summit and delivers the message to b. Then
Kpym holds, and even K, K,m. Will it be a good idea to attack? Certainly
not, because a wants to know for certain that b will attack as well, and he
does not know that yet. Thus, b sends the messenger back with an ‘okay’
message. Suppose the messenger survives again. Then K, K, K,m holds. Will
the generals attack now? Definitely not, because b does not know whether his
‘okay’ has arrived, so K3 K,Kpym does not hold, and common knowledge of m
has not yet been established.

In general, for every n > 0, one can show the following by induction. Recall
that (K, K})™ is the obvious abbreviation for 2n knowledge operators K, and
K} in alternation, starting with K.

odd rounds After the messenger has safely brought 2n 4+ 1 such mes-
sages (mostly acknowledgements), Kj,(K,Kp)™"m is true, but (K, K;)" im
is not.

even rounds After the messenger has safely brought 2n + 2 such messages,
one can show the following: (K,K3)"1m is true, but Ky(K,Kp)" im
is not.

Thus, common knowledge will never be established in this way, using a
messenger. Moreover one can prove that in order to start a coordinated attack,
common knowledge of m is necessary. O

! Maybe this example from the theoretical computer scientists’ folklore is not
politically very correct, but one can imagine more peaceful variants in which
synchronisation is of vital importance, e.g., two robots that have to carry a heavy
container together.
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Before we move on to semantics, let us spend one paragraph on another
prominent notion of group knowledge, a notion that will not play an impor-
tant role in this book, though. Implicit or distributed knowledge also helps to
understand processes within a group of people or collaborating agents. Dis-
tributed knowledge is the knowledge that is implicitly present in a group,
and which could become explicit if someone would pull all their knowledge
together. For instance, it is possible that no agent knows the assertion v,
while at the same time the distributed knowledge D,,% may be derived from
Kq.p A Kp(p — 9). An example of distributed knowledge in a group is, for
instance, the fact whether two members of that group have the same birthday.
Distributed knowledge is a rather weak notion, but can be obtained of rather
strong facts. Distributed knowledge is sometimes referred to as ‘the wise man
knows’.

2.3.2 Semantics

The semantics for our modal language Lx ¢ can be obtained without adding
additional features to our epistemic models M = (S, ~, V) as defined in
Definition 2.6. Recall that Eg has been discussed in Section 2.2.1 and can
be defined within L. Let us also consider an operator D that models
distributed knowledge in the group B. The language Lxcp extends Lx with
this operator. The operators Eg, Dg and Cp are all necessity operators, and
the accessibility relation that we need for each of them can be defined in terms
of the relations R,(a € A).

Definition 2.28 Let S be a set, and Ry(b € B) be a set of relations on it.
Recall that a relation Ry is nothing but a set {(z,y) | Ryxy}-

Let REB = UbGB Rb.

Let Rpy = pep R

The transitive closure of a relation R is the smallest relation R such that:
1. RCR™;

2. for all x,y, and z, if (RToy&R1yz) then RTz2

If we moreover demand that for all z, RTzx, we obtain the reflezive tran-
sitive closure of R, which we denote with R*. O

Note that R*zy if y is reachable from x using only R-steps. More precisely,
we have the following;:

Remark

1. If R is reflexive, then Rt = R*.
2. Rty iff either x = y and Ry or else for some n > 1 there is a sequence
Z1,T2,...Ty such that 1 = z,2, =y and for all « < n, Rr;x;41. O

Definition 2.30 Let, given a set P of atoms and A of agents, M = (S, ~,
V) be an epistemic model, and B C A. The truth definition of (M, s) E ¢,
with ¢ € Lgop is an extension of Definition 2.7 with the following clauses:
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o (M,s) = Epypift forall t, Rg,st implies (M,t) = .
o (M,s) = Dpyiff forall t, Rp,st implies (M,1) = ¢.
o (M,s) | Cpyiff forall t, Ry, st implies (M, 1) = .

For Ry, we will also write R, or even Rp. Note that, if R, is an equivalence
relation, then R, = R;,. O

Thus, everybody in B knows ¢ in s, if every agent b € B only considers
states possible, from s, in which ¢ is true. Phrased negatively, Eg¢ does not
hold as long as there is one agent who considers a state possible in which ¢
is false. And, ¢ is distributed knowledge in s if ¢ is true in every state that
is considered a possible alternative to s by every agent in B. The idea being,
that if one agent considers t a possibility, given s, but another does not, the
latter could ‘inform’ the first that he need not consider ¢. Finally, ¢ is common
knowledge of B in s, if ¢ is true in every state that is reachable from s, using
any accessibility of any agent in B as a step. Again, put negatively, ¢ is not
commonly known by B in s, if some agent in B considers it possible that some
agent in B considers it possible that ...some agent in B considers it possible
that ¢ is false.

Concerning the relation between the types of knowledge presented, one
may observe that we have, if a € B:

Cpyp = Epp = Kop = Dpp = ¢

which makes precise that common knowledge is a strong notion (which is
easiest attained for weak ¢, like tautologies), and distributed knowledge is
weak (obtainable about strong statements, ‘closest to the true ones’).

Since the truth definition of Egp should follow from its syntactic definition
as given on page 12, and from now on we will rarely consider distributed
knowledge, we define S5C as the class of models in §5 for which we have a
truth definition for common knowledge:

Definition 2.31 The class of epistemic models S5C will be §5 with the truth
definition for Cpp, (B C A), as given in Definition 2.30. O

Example 2.32 (Common knowledge in consecutive numbers) Consi-
der the consecutive numbers example again (Example 2.4, the solution to
Exercise 2.10, and, specifically, the model M from Figure A.1). Given that the
actual numbers are (3,2), Bill obviously does not have a 4, although this is
not clear for everyone: M, (3,2) = —by A = E,,—by (since Kby holds here).
Also, although everybody knows that Anne does not have a 5, not everybody
knows that everybody knows this: M, (3,2) = Eu—as A " EupEqp—as (since
(3,2) ~p (3,4) and (3,4) ~, (5,4) and M, (5,4) | a5). We can continue and
observe that M, (3,2) = EupEap—bs A " EapEap Eqp—be.

The reader should be convinced now that, even though Anne sees a 2 on Bill’s
head, and Bill notices the 3 on Anne’s head, it is not common knowledge
between Anne and Bill that Anne’s number is not 1235! (Bill considers it



2.3 Group Notions of Knowledge 35

possible he has a 4 in which case Ann considers it possible she has a 5 in
which case Bill cannot rule out he has a 6 in which case ....) It is common
knowledge between them though, given (3,2), that Bill’s number is not 1235!
(Since both agents only consider worlds possible in which Bill’s number is
even.) As a validity:

M E (ag A b)) — (—Cap—ai235 A Cup—br2ss) O

We give one final example concerning the semantics of common knowledge,
in this chapter. It is a stronger version of the Byzantine generals, since its
assumptions are weaker.

Example 2.33 (Possible delay) Two parties, S and R, know that their
communication channel is trustworthy, but with one small catch: when a mes-
sage Msg is sent at time t, it either arrives immediately, or at time ¢ + e¢. This
catch is common knowledge between S and R. Now S sends a message to R
at time tg. When will it be common knowledge between S and R that Msg
has been delivered? Surprisingly, the answer is: “Never!”

Let us model this as follows. Write m for: Msg has been delivered, and let a
state (s;,d;) be the state in which Msg has been sent at time ¢;, and delivered
at time t;. So, it is commonly known that the difference between ¢ and j is
either 0 or e. Assume that in the ‘real’ state Msg was sent at i = 0. For any
time point to + k - € (k € N), let M}, be the epistemic model representing the
knowledge after k steps. Thus, My, (so,do) represents the epistemic state in
which there was no delay in delivery of Msg and in which k£ time steps have
passed, and My, (sg,d;) stands for the situation in which the message was
sent at tg, delivered after one delay €, and after which k steps of epsilon have
passed after ty. It is important to realise that

My, (si,d;) b miff § < k

If we assume that Msg is delivered immediately, and we investigate the
situation at tg, we get the model My of Figure 2.5, with the real state (sq, do).
In this state, m is true, even R knows it (since the states that R considers
possible, given (sg,do), are (so,dp) and (s_1,dp) (R knows Msg has been
delivered, but he holds it for possible that this took e delay, i.e., that it was
sent at s_1). In (so,dp), agent S does not know m: he considers it possible
that this takes a delay and that the real state is (sg, dy). So, we conclude that
Mo, <80, d0> ): ﬁCSRm.

All the states in which m is true are those in the upper oval, in Figure 2.5.
Note that we have not specified a beginning of time, in fact the ‘upper half’
can be finite, or even consist only of (sg, dp).

Let us now wait one €, and obtain model M; of Figure 2.6. Of course,
(80, do) is still a description of the actual state: we assumed that the message
was sent at time 0, and immediately delivered. The states (so,d;) and (s1,d;)
now also verify m: since we are at time 1, and delivery in those states is at 1,
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C <307d0>_‘ R —<$71,do>— S —<871,d71>— R —<$72,d71>— S — >
m-states

< (so,d1)— R — (s1,d1) — S — (s1,d2) — R — (s2,d2) — S — >
—m-states

Figure 2.5. No delay, M.

C (s1,d1)— R — (so,d1) — S —(s0,do) — R — (s_1,do) — S — >
m-states

< (s1,d2) — R —(s2,d2) — S — (s2,d3) — R — (s3,d3) — S —— )
—m-states

Figure 2.6. No delay, M;.

these two states get ‘promoted’ to the ‘upper oval’ of the model. See Figure 2.6.
We have M17<80,d0> ': EsrEspm, but M17<80,d0> ': -EsrEsrEsrm:
given (sg, dp), sender S holds it possible that Msg was sent at 0 and delivered
with delay ({sq,d1)), a state in which R holds it for possible that the message
arrived at time 1 without delay ((s1,d1)), a situation in which S should be
prepared to accept that the message is sent at time 1 with delay ({s1,ds)). All
in all, we conclude My, (sq,dy) E ~Csrm.

From all this, it should be clear that, no matter how many units k of
e we wait, we will get a model M in which the state (sq,dp) is ‘shifted’
k + 2 positions to the right, and the ‘first’ state down left the model Mj
would be (sg,dr11). In this state, at time k, delivery has not taken place,
i.e., m is false, and, since (si, dg4+1) is Rog,-accessible from (sg, dp), we have
Mk,<807d0> ):—‘CSRm O

Exercise 2.34 What consequences would it have if the above guarantee
would hold the way we send e-mail using the Internet? (]
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Ce(p — ¢) — (Cpyp — Cpy) distribution of Cp over —
Cpp — (p AN EgCpyp) mix

Cg(p — Epyp) — (p — Cpyp) induction of common knowledge
From ¢, infer Cgep necessitation of Cp

Table 2.3. Axioms of the epistemic system S5C.

2.3.3 Axiomatisation

The following definition establishes the axiomatisation of S5C.

Definition 2.35 Let A be a given set of agents, and let B be an arbitrary
subset of it. Then the axiom system S5C consists of all the axioms and rules
of S5, plus the axioms and derivation rule of Table 2.3. O

Axiom ‘mix’ implies that common knowledge is veridical. It also ensures
all finite restrictions of the ‘definition’ of common knowledge given on page 31:
one can show that this axiom and the definition of Ep ensure that, for every
k € N, we have - Cgp — E%p. The distribution axiom and the necessitation
rule ensure that C'p is a normal modal operator. The induction axiom explains
how one can derive that ¢ is common knowledge: by deriving ¢ itself together
with common knowledge about ¢ — Ep. We think that proving its soundness
may help in understanding it.

Example 2.36 We show that the induction axiom is valid in the class of
S5C-models. So, let M be an arbitrary S5C model, then we have to prove
that in any s, (M,s) E Cg(e — Epp) — (p — Cpyp). To do so, assume
that (M, s) E Cp(¢ — Epy) (1). This means that (M,t) = ¢ — Epe for
all ¢ for which R,_st (2). In order to prove the consequent of the induction
axiom, suppose (M,s) E ¢ (3). Our task is now to show (M,s) = Cpo,
which by Remark 2.29 is equivalent to saying: (4) for all n such that R} _st,
we have (M,t) = ¢. And, indeed, the latter is done with induction over n.
The basic case (n = 0) requires us to establish that for all ¢ for which R}, st,
i.e., for t = s, that (M,t) = ¢, which is immediate from (3). So, now suppose
claim (4) is true for n. Take any ¢ that is n + 1 Rg,-steps away from s,
i.e. for which R%;lst. Then there must be a state u for which Rf_su and
Rp ut. The induction hypothesis guarantees that (M, u) |= ¢, and from (1)
we derive (M, u) = ¢ — Epp. This implies that (M,u) | Epyp, and hence,
since R}EB ut, also (M, t) = ¢, which completes the proof. O

The following exercise asks for some derivations in S5C. The first item
establishes positive introspection of common knowledge, the second negative
introspection. The third and fourth items demonstrate that an agent in B can
never have any uncertainty about the common knowledge of B: Cpy holds
if and only if some agent in B knows that it holds. Item 5 of Exercise 2.37
demonstrates that any depth of mutual knowledge of members in B about
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¢ follows from ¢ being common knowledge within B. Note that, by using
contraposition, as soon as we have, for some chain of agents a1, as,...,a, € B
we can establish that XGIKQZ e Kanﬂcp, then ¢ cannot be common knowledge
in B. Finally the last item of Exercise 2.37 guarantees that common knowledge
is preserved under subgroups.

Exercise 2.37 Let a € B C A. Show that the following are derivable, in
S5C:

Cpp < CpCpy

~Cpp — Cp=Cpy

CBQO e KLLCB<)0

~Cpy < K,~Cpyp

Cpp — Ko K, ... Ka, 0, where every a; € B(i <n)
Cpp — Cpro iff BPCB

AN e

Theorem 2.38 (Soundness and completeness) Compare. Theorem 7.19
For all ¢ € Lk, we have Fgsc ¢ iff S5C | . O

2.4 Logics for Belief

Although there are many different logics for belief, it is generally well accepted
that the main difference between knowledge and belief is that the latter does
not comply with axiom T": whereas it does not make sense to say ‘John knows
today it is Tuesday, although it is Wednesday’, it seems perfectly reasonable
to remark ‘John believes today is Tuesday, although in fact it is Wednesday’.
So for beliefs (which we refer to using B, ) the property T', B, — ¢, may fail.

Conversely, given a doxastic notion (i.e., belief) one may wonder what
needs to be added to make it epistemic (i.e., knowledge). Obviously, for belief
to become knowledge, it has to be true, but it is widely acknowledged that
some additional criterion has to be met (suppose two supporters of opposite
sport teams both believe that ‘their’ team will win the final; it would be not
immediately clear that we should coin one of these attitudes ‘knowledge’).
In Plato’s dialogue Theaetetus, Socrates discusses several theories of what
knowledge is, one being that knowledge is true belief ‘that has been given
an account of’. Although in the end rejected by Socrates, philosophers have
embraced for a long time the related claim that ‘knowledge is true, justified
belief’. A paper by Gettier, Is Justified True Belief Knowledge?, marked an
end to this widely accepted definition of belief and sparked a lively and in-
teresting discussion in the philosophical literature. Here, we will refrain from
such deliberations.

From a technical point of view, to recover some kind of reasoning abilities
of agents, it is often assumed that, although believed sentences need not be
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all instantiations of propositional tautologies

Kao(p — ) — (Kap — Kat) distribution of K, over —
-B, 1 consistent beliefs

Bap — BoBayp positive introspection
—Bap — Ba—Bap negative introspection
From ¢ and ¢ — 9 infer 1 modus ponens

From ¢ infer B,y necessitation of belief

Table 2.4. Axioms for the belief system KD45.

true, they should at least be internally consistent. In other words, for belief,
T is replaced by the weaker axiom D: =B, 1. This is the same as adding an
axiom D' :  Bgp — B,y (see Exercise 2.39): for any ¢ that the agent
accepts to believe, he cannot also believe its opposite —p at the same time.
For the other axioms, it is not so straightforward to pick a most obvious or
even most popular choice, although belief systems with positive and negative
introspection are quite common. Let us summarise the axioms of the belief
system KD45, obtained in this way, in Table 2.4.

Exercise 2.39 Given that the axiom D’ is By — —Bg—¢, show that indeed
axiom D and D’ are equivalent with respect to K. O

The next two exercises show that, firstly, the system for belief is indeed
weaker than that of knowledge, and secondly, how one can derive Moore’s
principle (2.4) in it. Moore’s principle states that a rational agent (say, one
whose beliefs are consistent), will not believe, at the same time, for any ¢,
that it is true while he does not believe it. This principle will play a main role
in the next chapter’s attempt to relate belief revision to dynamic epistemic
logic, and it will also be a source of many paradoxical situations in both fields,
as will become clear in the next chapters.

=By L — =By(p ABgp) (2.4)

Exercise 2.40 Show that, indeed, T is stronger than the axiom D. That is,
show that, k7 D, but not Fxi+p 7. For the latter, use that Fxp ¢ iff
KD = ¢, where KD is the set of all serial Kripke models. O

Exercise 2.41 Show that Moore’s principle (2.4) is derivable in K D45, by
showing that even =B, (¢ A 7By) has a derivation. O

We mention the following result.

Theorem 2.42 Axiom system KD45 is sound and complete with respect
to the semantic class kD45, i.e., for every formula ¢, we have Fxpgs ¢ iff
KD45 = . O

Of course, it may be interesting to study frameworks in which both know-
ledge and belief occur. Although K,p — B,y is an accepted principle relating
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the two (fuelled by the claim ‘knowledge is justified, true belief’), it is not im-
mediately clear which other interaction properties to accept, like for instance
Kop — ByKgp. Also, one can, as with knowledge, define group notions of
belief, where in the case of belief common belief is usually interpreted with
respect to the transitive closure (note: not the reflexive transitive closure) of
the union of the individual accessibility relations.

2.5 Notes

Hintikka, most notably through [99], is broadly acknowledged as the father
of modern epistemic logic, although Hintikka himself thinks that von Wright
deserves this credit.2 Modern epistemic logic started to flourish after modal
logic (with its roots in Aristotle) was formalised and given a possible world
semantics. It is hard to track down the exact origins of this semantics, but it
is widely known as Kripke semantics, after Kripke, who devoted a number of
early papers to the semantics of modal logic (see [120]). A contemporary and
thorough standard work in modal logic is the monograph [29] by Blackburn,
de Rijke and Venema, to which we refer the reader for a deeper analysis and
for further references on this subject.

From the late 1970s, epistemic logic in the sense it is treated in this chapter
became subject of study or applied in the areas of artificial intelligence (wit-
nessed by Moore’s early work [152] on reasoning about actions and knowledge),
philosophy (see Hintikka’s [100]), and game theory. Regarding the latter, Au-
mann is one of the most prominent to mention. His [5] gives one of the first
formalisations of common knowledge, a notion that was already informally
discussed in 1969 by Lewis in [128]. And in Aumann’s survey paper [6] on
interactive epistemology the reader will immediately recognise the system &5.
Together with Brandenburger, Aumann argued in [7] that knowledge is crucial
for game theoretic solutions. For a contemporary and modal logical treatment
of the latter, see also de Bruin’s thesis [33].

In the 1980s, computer scientists became interested in epistemic logic.
In fact, the field matured a lot by a large stream of publications around
Fagin, Halpern, Moses, and Vardi. Their important textbook Reasoning about
Knowledge [62] which appeared in 1995, is in fact a survey of many papers
co-authored by (subsets of) them over a period of more than ten years. We
refer to [62] for more references. Their emphasis on interpreted systems as an
underlying model for their framework makes the S5 axioms easy to digest, and
this semantics also facilitates reasoning about knowledge during computation

2 Hintikka referred to von Wright as the founder of modern epistemic logic in his
invited talk at the PhiLog conference Dimensions in Epistemic Logic, Roskilde,
Denmark, May 2002. In the volume [96] dedicated to this event Hintikka [101]
refers to von Wright’s [195] as the thrust of epistemic logic (which was prac-
ticed already in the Middle Ages, see [30]) ‘to the awareness of contemporary
philosophers’.
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runs in a natural way. Their work also generated lots of (complexity) results
on knowledge and time, we also mention the work of van der Meyden (e.g.,
[143]) in this respect. The textbook [148] on epistemic logic by Meyer and
van der Hoek also appeared in 1995. There, the emphasis is more on ‘classical
Kripke-world semantics’, and the book discusses various notions of belief, and
non-classical reasoning. All the theorems mentioned and the proofs omitted
in this chapter can be found in [62, 148].

In the 1990s, the paradigm of agents re-enforced the computer science
community’s interest in modal logical approaches to notions like knowledge
and belief. We here only mention the influential BDI (‘Belief, Desires, and
Intentions’) framework, as developed by Rao and Georgeff [172]. For a more
extensive survey on modal logics for rational agents, see van der Hoek and
Wooldridge’s [105] and the references therein. Recently, we see a growing
interest in epistemic knowledge by researchers in computer science, agent the-
ory and games. Such a multi-disciplinary stance was much influenced by the
TARK [188] and LOFT [136] conferences: we refer to their proceedings for
further references.

Regarding Example 2.3, the proof that knowledge of depth four is sufficient
and necessary to comply with the protocol can be found in Halpern and
Zuck’s [91], which gives a thorough knowledge-based analyses of the so-called
sequence-transmission problem. Meyer and van der Hoek [148] give a detailed
description of how to transfer the solution given here into the ‘alternating bit
protocol’, in which all explicit references to knowledge have been removed. The
aim of this example is to show how a knowledge-based specification can help to
find a solution: the alternating bit protocol itself was known before epistemic
logicians thought about this kind of problems (see Bartlett, Scantlebury, and
Wilkinson’s analyses [13] of 1969). For a simulation of the protocol, the reader
be referred to http://www.ai.rug.nl/mas/protocol/.

Although [148] gives a rather ad-hoc procedure to eliminate the epistemic
operators from the specification, there is a stream of research in knowledge-
based programs (first defined by Kurki-Suonio [122]) that tries to systemat-
ically determine which kind of program can ‘count as’ a knowledge-based
program: see the work by Halpern [84], Vardi [190], or their joint work with
Fagin and Moses [63]. Example 2.3 in fact analyses a Knowledge-based proto-
col, a term that was introduced in 1989 by Halpern and Fagin [86], and which
is still popular in analysing for instance protocols for the Internet (see Stulp
and Verbrugge’s [187] for an example).

Our running example of consecutive numbers is one of the many and pop-
ular puzzles trying to explain common knowledge, like the muddy children
puzzle (see Chapter 4). The original source of the consecutive number exam-
ple is not known to us, but the earliest reference we found to a variant of
this puzzle is in Littlewood’s [135] from 1953. A recent analysis of the prob-
lem using Interactive Discovery Systems can be found in Parikh’s [162], with
references to Littlewood and to van Emde Boas, Groenendijk, and Stokhof’s
[60]. Littlewood’s version presented in [31], which is an extended rewriting of
[135], reads as follows:
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The following will probably not stand up to close analysis, but given
a little goodwill is entertaining.

There is an indefinite supply of cards marked 1 and 2 on opposite
sides, and of card marked 2 and 3, 3 and 4, and so on. A card is
drawn at random by a referee and held between the players A, B so
that each sees one side only. Either player may veto the round, but if
it is played the player seeing the higher number wins. The point now
is that every round is vetoed. If A sees a 1 the other side is 2 and he
must veto. If he sees a 2 the other side is 1 or 3: if 1 then B must veto;
if he does not veto then A must. And so on by induction.

The notion of bisimulation is a focal point in expressivity results of modal
logic, and was independently discovered in areas as diverse as computer sci-
ence, philosophical logic, and set theory. In computer science it plays a fun-
damental role in the analysis of when two automata ‘behave the same’. In
this context, the notion of bisimulation was developed through a number of
co-inspired papers by Park [165] and Milner [150]. Van Benthem introduced
[18] p-morphisms (essentially bisimulations) in his correspondence theory for
modal logic, and finally, Forti and Honsell developed their notion of bisimu-
lation for their work [65] on non-well founded sets. A nice and short overview
of the origins of bisimulation is given in Sangiorgi’s [180].

The issue of logical omniscience was already mentioned in [99] and quite
extensively discussed in the monographs [62] and [148], with several solutions
mentioned. Further references are found there.

Completeness proofs for the logics presented here can be found in many
textbooks. A standard reference for techniques in modal logic is Blackburn,
de Rijke, and Venema’s [29]. Strong completeness and the role of applying
necessitation to the premises is discussed in papers by van der Hoek and
Meyer [106] and by Parikh [163]

The problem of the Byzantine generals was formalised already in 1980
by Pease, Shostak, and Lamport [166]. A survey of this problem is provided
by Fischer’s [64]. The formalisation of the ‘possible delay’ problem, (Exam-
ple 2.33), is taken from [62], although their treatment is in the setting of
interpreted systems. Our semantic analysis is inspired by van der Hoek and
Verbrugge [104].

The famous paper ‘Is Justified True Belief Knowledge?’ by Gettier [78] is a
good example of a clear challenge of one definition of belief, and has many suc-
cessors in the philosophical literature. Kraus and Lehmann [119] were among
the first who looked at logics that combined knowledge and belief defined in
a possible worlds framework. Van der Hoek [102] gives a semantic analysis of
‘how many’ interaction axioms (like the mentioned K,p — B, K,p) one can
assume without the two notions of knowledge and belief collapsing to one and
the same thing.
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Belief Revision

3.1 Introduction

Now that we have presented a theory of multi-agent knowledge in Chapter 2,
a natural next step is to study how an agent’s epistemic attitude can change
over time. We have in fact already seen that such changes are important: for
instance in the Consecutive Numbers puzzle (Example 2.4), the information
state of each agent changes as a result of an announcement by any of the agents
(note that even the first announcement of a (“I don’t know the numbers” = ¢)
changes his information state: after uttering ¢, we have that a knows that b
knows that ¢ (K, Kpp: in fact we even have K, K, K,Kpp, etc.)).

Modelling such kinds of information change is exactly what this book is
about! Before plunging in the full intricacies of changes of mutual knowledge
in a multi-agent setting, in this chapter we will first lay out how one of the first
theories regarding the change of beliefs formalises intuitions for changing one’s
information. This chapter differs from other chapters in the sense that, to make
the connection with the existing literature on information change as seamless
as possible, the main informational attitude that we mention is that of belief.
This is because the mainstream of research in formal information change has
been coined belief revision. The reader should keep in mind though that if
we use the term ‘belief’ in this chapter, it might either refer to a technical
KD45-like notion, or to a less well-defined doxastic or even an epistemic
attitude.

There are many dimensions and parameters along which one can relate
approaches to belief revision. For instance, does the agent only update his
beliefs or knowledge about a world, or can the world itself also change? The
setting in which only the information about the world is allowed to change
is often dubbed belief revision, whereas, if we reason about new information
about a changing world, this is often called update. In this chapter our main
emphasis is on belief revision, which models the change of information during
for instance communication.

43
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Another important parameter to classify approaches to belief revision is
the choice of the object language. In the ‘classical’ approach, the object lan-
guage is purely propositional, and the changes of information or beliefs are
presented on a meta-level. Obviously, when one wants to represent the change
of knowledge in a multi-agent scenario (like that of the consecutive numbers
as introduced in Example 2.4) one needs a richer object language, which gives
an account of what certain agents know or believe (of other agents). Making
the object language contain the full epistemic language of, say, Section 2.2.1,
will be our concern in the following chapters of this book.

This chapter is organised as follows. Section 3.2 gives an overview of a
standard account to information change, to wit the AGM-approach to belief
revision. We will briefly discuss the AGM-postulates for the types of belief
change called expansion, contraction, and revision. In Section 3.3 we discuss
a possible worlds approach to deal with this paradigm. Section 3.4 can be
conceived of as a motivation of the remainder of this book: it shows why an
extension of the AGM-paradigm to the cases where we allow for higher order
beliefs, possibly of more than one agent, are not straightforward. Readers
familiar with ‘classical belief revision theory’ may prefer to immediately jump
to Section 3.4.

3.2 The AGM-approach

It is commonly accepted that the current interest in the dynamics of beliefs
is very much influenced by a contribution of C.E. Alchourrén, P. Gardenfors,
and D. Makinson. It lead to a now prominent paradigm in belief revision,
called after the authors, i.e., AGM. Where Alchourrén’s original motivation
concerned the revision of norms, Géardenfors’ interest was to model theory
revision, the idea being that a (scientific) theory in general has a tendency to
only make the smallest necessary changes when it has to explain phenomena
that were not yet accounted for. So an underlying principle here is that of
minimal change (of the theory).

Moving to the area of belief revision (where a belief set K is a set of
propositional formulas), AGM distinguishes three kinds of change, given a
belief set I and some new information ¢. In an ezpansion of K with ¢, the
resulting belief set I @ ¢ is one that accepts ¢: the evidence is added to
the beliefs, possibly yielding inconsistency. It is important to notice that the
deliberation about the status of ¢ is not part of this process: in an expansion,
the assumption is that ¢ has passed the test of acceptance. A contraction of IC
with ¢, denoted by I © ¢, yields a set of beliefs from which ¢ is removed, or,
more precisely, from which ¢ does not follow. Finally, a revision of IC with ¢,
denoted K ® ¢, is the result of incorporating new information ¢, which in the
most interesting case is contradictory with /C, into a new, consistent belief set
that contains ¢ and for the rest is ‘similar’ to K. Using what is known as the
Levi-identity, revision can be expressed in terms of the other two operations:
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Kep=(Ko-p)®¢p (3.1)

In other words, in order to revise a belief set with new (contradictory) infor-
mation ¢, one first makes space for ¢ by deleting everything that contradicts
it (that is, —p), after which one can safely add ¢.

Let us agree on a language for the AGM-setting.

Definition 3.1 We define £( to be the set of propositional formulas, gener-
ated by some set of atoms P, and the classical connectives. Let Cn(-) be the
classical consequence operator, i.e., Cn(X) = {o € Lo | T F o}. A belief set
K is a set of propositional formulas closed under Cn(+), i.e., Cn(K) = K. We
denote the unique inconsistent belief set, consisting of all propositional formu-
las, by &) . Moreover, unless stated otherwise, ¢, ¢ and x denote propositional
formulas in this chapter, representing new information. O

Having fixed the language of beliefs to be purely propositional, reasoning
about change is done on a meta-level, describing the behaviour of each type of
change by means of some postulates. Such postulates play the role of desirable
properties for the operators at hand, inspired by general intuition about theory
change or information change. As we will see, by means of representation
theorems, one then tries to characterise sets of postulates by choosing an
appropriate underlying mathematical model for the operators.

Coming up with a set of postulates in the case of expansion might seem
a bit as an overkill, since expansion has a unique and simple characterisation
(Theorem 3.2). However, we include them in order to have a uniform approach
for all the operators, and, moreover, the postulates for expansion still make
some interesting properties of belief expansion explicit.

3.2.1 Expansion

Recall that & models expansion: the idea of K@ ¢ being that it is the resulting
belief set once we accept ¢ as new information in the situation that our current
belief set is K. The behaviour of expansion is assumed to be in accordance
with the postulates of Table 3.1.

Postulate (I @ 1) guarantees that the result of an expansion is a belief
set: this facilitates performing repeated expansions, and, as we will require
this constraint of all operations, it also enables us to write down requirements
like the Levi identity (3.1) or commutativity of @& (see below). The second
postulate for &, success, expresses what expansion is all about: once we have
decided to accept ¢ as new information, it should be incorporated in our
beliefs.

The other postulates all refer to some kind of minimal change, or informa-
tional economy, or rationality. To be more precise, (X @ 3) says that, when
one decides to add information to one’s beliefs, one need not throw away any
beliefs, but keep all from the old belief set (this could be considered a min-
imal type of change — don’t remove anything unnecessarily). One can show
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(K @ 1) K@ g is a belief set type

Ko2)peKoy success

Ke3)KCKay expansion

Ko UpeKthnK=Kdop minimal action

(K@b)Forall H, f CCHthen KO CHD monotony

(K @ 6) K@ ¢ is the smallest set minimal change
satisfying (KX & 1) — (K @ 5)

Table 3.1. The Postulates for Expansion.

(Exercise 3.4) that (K & 1), (K @ 2) and (K @ 3) guarantee minimality ‘from
below’: nothing should be given up when expanding. In other words, postu-
lates (K & 1), (K @ 2) and (K @ 3) guarantee

Cn(KU{p)) CK @y (3.2)

The postulate minimal action, i.e. (K @ 4), minimizes the circumstances
under which to change the belief set L when we accept information ¢: namely
only if ¢ is not already there (in I, that is). Postulate (K @& 6) is obviously
about minimal change: once we have accepted that an expansion corresponds
to addition (K @ 3), we should not add more than absolutely necessary. One
easily shows (Exercise 3.5), that under the assumption of all the other postu-
lates, (K @ 6) is equivalent to

K& e CCn(KU{p}) (3.3)

Finally, we give (K @ 5) for historical reasons, it is, similar to (K @ 4),
derivable from the others, though (see Exercise 3.8).

Accepting the postulates for expansion, a natural question now is whether
there exist operations that satisfy them.

Theorem 3.2 A function & satisfies (K @ 1) — (K @ 6) if Cd o = Cn(KU
{v}) O

Theorem 3.2 is a representation theorem for expansion: the postulates
allow for an explicit definition of @. Moreover, this definition happens to
uniquely define . We will shortly see that this is not the case for contraction
and revision.

Using Theorem 3.2, we can immediately derive a number of properties of
expansion (see Table 3.2), some even involving connectives (although none of
the postulates explicitly refers to them).

Exercise 3.3 Prove the properties of Table 3.2 O

Exercise 3.4 Let & satisfy (K & 1) — (K & 3).
Show: Cn(KU{¢}) CK @ . O
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If ey then COp=Kdy extensionality
Kop)@yp =K (A1) congunction
Kop)oyp=(Koeyp)dep commutativity
KNH)@p=Kde)N(HDp) distributivity

Table 3.2. Some derived properties of expansion.

Exercise 3.5 Let @ satisfy (K & 1) — (K & 5).
Show: K @ ¢ C Cn(K U {p}) iff @ satisfies (K @ 6). O

Formally, if an operator @ satisfies (K @ 6), it also, by definition, satisfies
(K @ 1) — (K @ 5). In order to be able to compare the postulates in an
interesting way, let us therefore define a relativised version of (K & 6).

Definition 3.6 Given a set of postulates (K @ i1),...,(K @ i), we define
a minimal change postulate (K @ min){i-i} as follows

(K & min)l7} K @ ¢ is the smallest setsatisfying (K @ 41),...,(K & ix)
0

We now can formulate a dependency between some postulates for expansion:
the proof of the next theorem is left as an exercise.

Theorem 3.7

1. Let @ satisfy (K @ 1),(K @ 2),(K @ 3) and (K ® min){H23},
Then @ also satisfies (K @ 4).
2. Let @ satisfy (K @ 1) — (K @ 3) and (K & min){m’?’},
Then @ also satisfies (X & 5). O

Proof See Exercise 3.8

Exercise 3.8 Prove Theorem 3.7.

3.2.2 Contraction

We will write IC © ¢ for the belief set that results when ¢ is given up as
a belief. This is not as straightforward as an expansion: Suppose an agent’s
belief set is K = Cn({p,q,7}). Also, suppose this agent wants to contract p
from K. Note that removing p and then closing off under consequence does
not give the desired result, since Cn(KC \ {p}) = K! (To see this, note that
(r — p) € Cn(K) \ {p}.) Furthermore, suppose, given K, that the agent
needs to contract p A q. Obviously, there seems no reason to give up r, but
regarding p and ¢ it is sufficient (and under the regime of minimality it even
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(K © 1) Ko g is a belief set type
Ke2)kepCK contraction
Ko3)lfpgKthen K=K6 ¢ minimal action
Ko4)If Fothenp g KOp success
Kos)IfpeKthen CC (KO p)Dep recovery
Ko6)lf Fp—ypthenKop=Koy extensionality
Ken((Kee)n(Key) CKe(pAY) min-conjunction
(Keg)lfpdKo(pn)

then Ko (pAY) CK S @ maz-conjunction

Table 3.3. The Postulates for Contraction.

seems favourable) to only give up one of those atoms, but it is not clear which
one. Here is where the notion of entrenchment enters the picture: the more an
agent is entrenched to a fact, the less willing he is to give it up. So, apart from
representing the agent’s beliefs, we also need to keep track of the reasons for
his specific beliefs.

The underlying assumptions for the postulates of © (see Table 3.3) are,
that the result of a contraction is unique (so that indeed, in the example of
contracting with p A ¢, a choice has to be made), and that we remain faithful
to the principle of informational economy.

The postulates (X © 1) — (K © 6) form a basic system for contraction, and
can be motivated in a similar way as the postulates for expansion: (K & 1)
determines the type of ©: the result is a belief set (rather than for instance an
empty set, or ‘error’, or a set of belief sets). Postulate (K © 2) specifies that,
when contracting, nothing should be added to the belief set; (K & 3) is similar
to (K @ 4) and stipulates that nothing should be done if the desired aim is
already fulfilled, and (X & 6) says that the result of a contraction should
not depend on the syntactic presentation of the sentence we want to contract
with. Finally, recovery, or (X © 5), gives a connection between expansion and
contraction: Suppose you believe ¢, and also . Then, if you give up the belief
¢, it might be that you are forced to give up ¢ as well, but (by the principle
of minimal change) only if necessary. This implies that, as soon you decide
to add ¢ again, 1 should be accepted as well! As the solution to Exercise 3.9
shows, from (K @ 3),(K © 3) and (K © 5) we derive

(Kebd): KC(Key) dy (3.4)
Exercise 3.9 Let © satisfy (K © 1) — (K © 5), and let @ satisty (K @ 3).
Show:
KC(Keyp)oep. O

Of course, by (K © 1), one cannot contract successfully with a tautology,
since ‘the smallest’ belief set is Cn (), the set of all classical tautologies, which



3.2 The AGM-approach 49

is not the empty set: an agent cannot believe nothing. Therefore, it might have
been more appropriate to have coined (K © 4) conditional success. Minimality
then suggests that X © T = K, which, assuming the postulates for expansion,
indeed is the case, as demonstrated by Exercise 3.10.

Exercise 3.10 Show that the postulates for contraction and expansion guar-
antee that £ © T = K. How many (and which) postulates are needed? O

The postulates (K & 7) and (K © 8) give constraints on the behaviour of ©
when contracting with a conjunction. A first property that needs investigation
is whether, when contracting with ¢ A1), we might as well contract with both
independently, and then retain only what is in both results: should the equality
Ko (pny) =Ko enK oy (x) hold? By minimality, C should not hold in
general: if one has to give up ¢ A1, it is not clear that one should always give
up both ¢ and 1: If T believe that (a weak) student John passed a particular
exam (¢), and also that (a good) student Peter passed that exam (v), and
then I find out that they did not both pass, I might be inclined to only give
up .

Note that the D-direction of (x) is in fact (K © 7): It gives a minimal
criterion on the contents of & (pA1)), namely that everything that is retained
after giving up ¢ and after giving up % should also stay in K & (p A ). This
is again motivated by a minimality principle: Suppose a particular belief x
survives, no matter whether I contract IC with ¢ or with ). Then y should
also survive if I ‘only’ contract with the stronger formula ¢ A1), the idea being
that it is ‘easier’ to give up a logically strong formula than it is to give up a
weak one.

The latter does not mean however that we have - ¢ — 9 = K&y C KS¢,
in fact in general we do not even have K& ¢ C K& (A1) (xx). As a witness,
suppose I believe that student Peter is slightly better than student John.
Also, T believe that both pass the exam (¢ for Peter, and ¢ for John). Now
suppose further I have to give up ¢. It is well possible that I stick to my
belief that 1, which, would we have (xx), gives ¥ € K & (¢ A ), which is
absurd: if I have to admit that not all students passed, I start eliminating the
weakest.

Finally, (K & 8) gives a maximum criterion on the contents of K& (@ A1)).
This postulate is best motivated as follows. First, one might expect that we
have: If ¢ € K& (p A1) then K S (p Ap) = K © . For, if ¢ is already given
up when giving up ¢ A 9, postulate success is fulfilled and there is no need
to remove more, or less, to obtain I © (¢ A ¢). In the case of the previous
example, if I believe that Peter is a better student than John, then giving up
the belief that both Peter and John passed the exam is the same as giving
up the belief that John passed it. However, I might instead have a firm belief
that Peter and John are equally good students, in which case we would not
have L & (¢ A1) = K & . The following ‘factorisation’ gives our motivation
for (K © 7) and (K & 8):
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Theorem 3.11 Let © satisfy (K © 1) — (K © 6). Then © satisfies (X © 7)
and (K © 8) iff we have, for any ¢ and v, either (i), (i4) or (4ii):

(i) Ke(phy) =Koy
(i) Ko(eny) =Koy
(i5) Ko (pAY)=KoenKoy O

Proof See Exercise 3.12. O

A result like Theorem 3.11 is usually explained using the notion of
entrenchment: the agent either is more entrenched to ¢ than to ¢ (in which
case item (7) of the theorem applies), or the other way around (case (ii)) or
he is equally entrenched to both (7).

Exercise 3.12 Prove Theorem 3.11. Hint: see also Section 3.6. O

3.2.3 Revision

The most studied form of belief change is that of revision. The idea of a
revision K ® ¢ is that the agent, having accepted ¢ to be incorporated in his
beliefs, wants to sensibly change his beliefs in such a way that (1) his beliefs
remain consistent (if ¢ and IC are), (2) that as a result he believes ¢, and
(3) that he keeps believing ‘as much as possible’ as he already did, and (4)
adopts as ‘few as possible’ new beliefs. The postulates for revision are given in
Table 3.4: recall that I, is the inconsistent belief set, i.e., the whole language.

Just like the postulates (K © 1) — (K © 6) make up a basic system for
contraction, the first six postulates (K ® 1) — (K ® 6) yield a basic system for
revision. Postulates (K ®@ 1) and ( ® 2) have a motivation analogous to the
type and success postulates for the other operators, and the same holds for
extensionality. Postulate (X ® 3) guarantees that when revising with ¢, we do
not add anything more than when we would expand with ¢ (the latter already

(K ® 1) K® p is a belief set type
(IC ®2peKkdyp success
K@®3)Kep Koy upper bound
(IC @I Lthen KB CK® g lower bound
(/C ®EK®p=K, iff F-p triviality
K®6)If Fp—oypthan K®p=K®¢ ezxtensionality
(’C @NK®(pAY) S (K@) DY iterated(K ® 3)
Ke8) I yv¢gKk®y

then (K@ ) @9 CK @ (p A1) iterated(K ® 4)

Table 3.4. The Postulates for Revision.
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being a ‘minimal way’ to add ¢). According to (K ® 4) and (K ® 3), if ¢ is
consistent with /C, revision and expansion with ¢ are the same. Although it
does not look like it in the first instance, (K ® 4) is again related to minimality:
it says we should not throw away formulas from K unnecessarily, when revising
with ¢. Without it the naive revision function of Definition 3.14 would qualify
as a revision operator, in the sense that it would satisfy the remaining basic
postulates. Postulate (IC ® 5) guarantees that we only are forced to accept an
inconsistent belief set if the new information is inconsistent. (Note that the
‘if” direction follows from the first two postulates.)

If the new information ¢ is consistent with what is believed, revision causes
no problem at all: Suppose ® satisfies all the basic postulates (K ® 1)— (K & 6).
Then: if =¢p € K, then K ® ¢ = K & ¢. This is immediate, since we have
K& @ C K@y as postulate (K ® 3), whereas the other direction is (K ® 4).

One can now also prove the following preservation principle for revision,
which says that, if you initially do not believe the opposite of the new informa-
tion, there is no need to give up anything, when adopting the new information:

ifpgdKthen CCK®¢ (3.5)

(K ® 7)and (K ® 8) are meant to generalise (X ® 3) and (K ® 4) in the
case of iterated revision. Together they imply the following: if ¥ € K ® ¢, then
revising with ¢ A 1 is the same as first revising with ¢, and then expanding
with ¢. Indeed, (K ® 3) and (K ® 4) follow from (K & 7) and (K ® 8), if we
make a natural and weak assumption about K ® T, namely that L ® T = K.
For the exact formulation, we refer to Exercise 3.13.

Exercise 3.13 Suppose that ® satisfies (K ® 1), (K ® 2) and (K ® 5) -
(K ® 8).

1. Show that, if ® moreover satisfies (X ® 3) and (K ® 4), it also satisfies
K®T =K for any K # K.

2. Suppose that ® satisfies, on top of the 6 given postulates, also K& T = I,
for any K # K. Show that it then satisfies (X ® 3) and (K & 4). O

In Section 3.2.4 we will see examples of belief revision functions. Here,
we give a partial example. The following operator ®, models a ‘revision’
which decides to forget everything that is already believed, once information
is encountered that is not in line with the current beliefs.

Definition 3.14 Let the naive revision function ®,, be defined as follows:
K ifoek

Cn(p) else -

K@)n@_{

Exercise 3.15 Determine which of the postulates for revision hold for &,
and which do not. g

Recall from (3.1) how the Levi identity K@y = (KS—¢)P¢ defines revision
with new information as the process of first contracting with its negation, and
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then expanding with it. One might wonder whether, if Tables 3.3 and 3.1
give minimality conditions for contraction and expansion, respectively, the
Levi identity yields a revision function that adheres to the principles given
in Table 3.4. The answer appears to be positive, both for the basic sets of
postulates, and for the ones concerning iteration and conjunction:

Theorem 3.16 Suppose we have a contraction function © that satisfies (K ©
1) = (K © 4) and (K © 6), and an expansion function @ that satisfies (C @
1) = (K @ 6). Then:

1. If ® is defined as in (3.1), it satisfies (KX ® 1) — (K ® 6)
2. a) If © moreover satisfies (X © 7), then ® satisfies (X ® 7)
b) If © moreover satisfies (K © 8), then ® satisfies (X ® 8) O

3.2.4 Characterisation Results

Theorem 3.2 gives a characterisation result for expansion: it offers in fact
a unique description of the procedure to expand a belief set in a way that
complies with the postulates for expansion. We know from Theorem 3.16,
that if we also understand what a contraction function should look like, we
are done, since revision can be defined in terms of expansion and contraction.

So, suppose that ¢ € K and the agent wants to contract with ¢ (the case
in which ¢ ¢ K is trivial, due to (K & 3)). Let us also suppose that ¢ is not
a tautology (if it is, by Exercise 3.10, we are again in a trivial case). For a
contraction K & ¢ then, we are interested in subsets K’ of I that no longer
contain ¢, but which are such that they are the result of removing as little as
possible from I as needed. The latter can be rephrased as: if, in going from
K to K’ we remove any formula 1), it is because otherwise ¢ would still be
entailed. The following definition tries to capture this kind of K':

Definition 3.17 A belief set K’ is a maximal belief set of K that fails to
imply ¢ iff the following holds:

1. K'CK

2. K't o

3. Ifyp e Kbut ¢ € K/, then ¢ — p € K'.

The set of all maximal belief sets that fail to imply ¢ is denoted by K L ¢.
Moreover, M(K) = |J{K L ¢ | ¢ € Lo} is the set of all maximal belief sets of
K that fail to imply some formula . d

Example 3.18 Suppose we only have three atoms p,q and r, and X =
Cn({p,q,7}). Then K L (p A q) is given by

KL (png)={Cn({p,7}), Cn({g,7}),
Cn({p,q < r}), Cn({g,p < r}),

Cn({p < ¢,q <= 1}), Cn({p < ¢, r})} (3.6)
0
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Good candidates for K & ¢ can be found among K L ¢ if the latter set is
non-empty (note that X L ¢ = () iff F ¢): by definition, they are belief sets
(hence, satisfy (I © 1)), by clause 1 of Definition 3.17 they satisfy (K © 2),
while clause 2 guarantees success (K © 4)). The postulates (K © 3) and
(K © 5) are also satisfied (see Exercise 3.22). Regarding (K © 6), we have
to be careful to choose the same elements from ‘the same’ sets K L ¢ and
K L @ if ¢ and 1 are equivalent. Therefore, we will base any contraction &
on a fixed selection function S, which, given a set IC L ¢, selects a subset of
it when K L ¢ # 0, otherwise S(K L ¢) = {K}.

Definition 3.19 Let S be a selection function as described above. A partial
meet contraction function ©py, is defined as:

NS(K L ¢) whenever K L ¢ #0

K otherwise -

IC epm SO - {

So a partial meet contraction function selects some sets that just do not
entail ¢, and intersects them. In case K L ¢ is empty, the contraction yields
KC, and in case ¢ € K, we indeed get K © ¢ = K. These cases are dealt with
in Exercise 3.20.

Exercise 3.20 Show the following, for any ¢ and K:

1L.KLe=0iffFo

2. KLo={K}iff p ¢ K

3. ifFpe—ythen K L o=K L.

Now let © be a partial meet contraction. Show that the items above guarantee
that:

1. IfFp, then Kop =K
2. If p € K, then K © ¢ = K (postulate (K © 3)).
3. ifFp—ythen COp =K. O

We will now briefly discuss two extreme cases of partial meet contraction.
First, S could be such that it picks exactly one element (if possible). This
is called a maxichoice contraction, and here denoted by ©,,.. In the scenario
of Example 3.18, where KX = Cn({p,q,r}), each contraction K S,,c (p A q)
would give a ‘maximal result’: adding anything that is in Cn({p,q,r}) but
not in the belief set selected from K L (p A q), to that belief set, would give
(pAq) € K Ome (pAq) again.

Proposition 3.21 The maxichoice contraction function &, satisfies the ba-

sic postulates for contraction, i.e., (K & 1) — (K & 6). O
Proof See Exercise 3.22. g
Exercise 3.22 Prove Proposition 3.21. 0

The maxichoice contraction function might be considered to be (too) ar-
bitrary: in the case of Example 3.18, (K = Cn({p,q,r})), we would have that
K & p A q would pick some arbitrary element from K L (p A q). If the agent
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is more entrenched to p, he might pick Cn({p,r}), if he is most entrenched
to ¢, the new belief set is Cn({¢,r}) (we have not introduced the notion of
entrenchment formally, it is supposed to indicate which beliefs the agent is
more ‘attached to’ than others. In fact, one could use the above criterion as
a working definition: an agent is more entrenched to ¢ than to % if, when
having to contract with ¢ A 1, he would give up 1 easier than ).

But what if, in the example, his most entrenched belief is p <> ¢? We would
expect him to give up p as well as ¢, when he has to contract with p A q.

The full meet contraction function Sy, predicts that, indeed, in this
example both p and ¢ will be given up: it is based on the selection func-
tion that uses all sets from K L ¢, i.e., S(K L ¢) = (K L ) (if this set is
non-empty). This is the second example of a partial meet contraction. How-
ever, whereas the maxichoice contraction made too arbitrary choices, and left
the resulting belief set too big, full meet contraction does the opposite, and
chooses a smallest result (both p and ¢ are given up). Indeed, one can show
that the revision defined by the Levi-identity would yield the naive revision
function of Definition 3.14!

Proposition 3.23 Let Oy, be the full meet contraction, and define revision
using the Levi identity: K ® ¢ = (K ©fm —¢) @ ¢. Show that @ is the naive

revision ®,, of Definition 3.14. O
Proof See Exercise 3.24. O
Exercise 3.24 Prove Proposition 3.23. g

What is the relevance of partial meet contractions? If we accept the basic
postulates for contraction, they are all we have!

Theorem 3.25 A contraction function © satisfies the postulates (X © 1) —
(K © 6) iff it can be generated by a partial meet contraction function. O

Theorem 3.25 gives a nice and precise characterisation of general contrac-
tions: they should be based on some selection of the maximal subsets of the
belief that do not imply the fact to be contracted. However, in a specific con-
text (like in our example) it still does not tell us how to make that selection.
Let us go back to Example 3.18. Suppose our agent decides for a contrac-
tion function & for which X &' p = Cn({q,r}) and K &' ¢ = Cn({p,r}). It
indicates that he is less entrenched to p < ¢ than to either p or to ¢. So
we would expect that at least one of the two atoms survives in K &' (p A q).
But this is not guaranteed by partial meet contractions (i.e., it is well possible
that £ &' (p A q) = Cn({r})), in fact we did not specify anything in terms of
entrenchments yet.

If we want to discriminate between members of I L ¢, we need a relation
< on M(K) (this means that the order does not depend on the particular
formula we contract with). Let us now say that a selection function S is a
marking-off identity for <, (or, for short, S marks off <) if it ‘marks off’
exactly the <-best elements:
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SIK Lp)={K' e (K Ly):K"<K' forall K" € (K L ¢)} (3.7)

One can show that if the contraction ©’ mentioned above indeed satisfies
Ko (pAq)=Cn({r}), it cannot be generated by a selection function that
marks off some relation. To see this, first note that ©" does not satisfy (K & 7):
we have that (pVgq) € (K& p)N(K&' q), but pVqg & K& (pAq). But we also
have the following general fact: any contraction generated by a marking-off
selection function satisfies (KX © 7), see Exercise 3.26.

Exercise 3.26 Let © be a contraction that is based on a selection function
S that marks off some binary relation < on M (K). Show: & satisfies (K & 7).
Hint: show first that, for any ¢ and ¢, we have K_L(oAy) C (KLp)U(KLy).O

Before we state the final characterisation result of this section, note that
thus far, we have not assumed any property of < that would make it look like
a preference relation. The most common property of preference relations is
transitivity.

Theorem 3.27 A contraction function is based on a selection function that
is a marking-off identity of a transitive relation iff the contraction function
satisfies (K & 1) — (K & 8). O

3.3 Possible Worlds Semantics for Information Change

Since we give a possible worlds interpretation of belief, it is appropriate, in
this book, to give a semantic treatment of belief revision in terms of possible
worlds. A truth definition of belief (cf. Definition 2.7) reads as follows:

M,w | B;p iff Vo(R;wv = M,v | ¢) (3.8)

Now, the guiding principle behind a possible worlds semantics for belief
revision is, that the more worlds an agent considers possible, the less he
believes, and vice versa. Extreme cases in the context of belief would be that:
(i) the agent considers no world possible, which models the fact that he believes
everything, including all literals p and —p; (i) the agent considers one world
possible, in which case he is omniscient with respect to this world: he believes
everything there is to say about that world (in particular, he either believes
@ or else —p, for every ¢); and (iii) the agent does not rule out any world,
i.e., considers all worlds possible, in which case he believes nothing, except for
tautologies, like ¢ V —¢. Note that in our current setting, the extreme cases
are indeed (¢) and (4i%), since belief sets can be inconsistent.

In the case where ‘only’ propositional formulas are believed, we can assume
that a possible world coincides with a valuation, and syntactically represent
such a world as a maximal consistent set of propositional formulas. Let us,
given a world w, write wq for its corresponding maximal consistent set: wg =
{p € Lo | w E ¢} We will call wy the (propositional) theory of w, and,
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conversely, say that the valuation w is the (unique) model for wo. With [¢]o
we will denote ¢’s propositional extension: [¢]o = {w | w = ¢}. The extension
of a belief set K is [Ko = N, exc[#]o- Finally, we denote the set of all possible
valuations by V.

A belief set I, of an agent, given a Kripke model M and state w, can
then be thought of as

Kw={p€Lo| Mwl Bp}= (v (3.9)
Rwwv

Conversely, given an agent’s beliefs IC,, at w, we can construct the set of
worlds R(w) that he apparently considers possible in w:

Rw)c = {veV|vE Ky} (3.10)

Now, given Theorem 3.2 it is obvious what an expansion should semanti-
cally look like: since K @ ¢ is simply an addition of ¢, yielding Cn(K U @),
semantically this means we have to restrict the set of possible worlds (this
process is often called relativisation):

Definition 3.28 Given a Kripke model M, world w and accessibility relation
R, the relativisation of R to [¢]o yields a model M’ world w’ = w, and access
R’, where R’ = RN (W x [¢]o). We also write (M, w) @ [¢]o for (M',w").O

The following lemma justifies Definition 3.28: it says that adding informa-
tion ¢ to an agent’s beliefs semantically boils down to relativising the worlds
he considers possible to those satisfying ¢:

Lemma 3.29 Let K, be an agent’s belief set at w. Then:
Y€Ky @ iff (M,w) & [¢]o F By 0

How about contraction? Extending the analogous of Lemma 3.29, we
expect that an agent that wants to contract with ¢ should add some worlds
to those he considers possible, to wit, some worlds in which ¢ is false.
The question, of course is, which worlds? The semantical counterpart of an
entrenchment relation (see also (3.7)) is often referred to as a system of
spheres, which models so-called fall-back theories relative to the agent’s current
theories.

To capture this, a system of spheres for R(w) in a model M with domain
W is a set Sphe(R(w)) of spheres Sp O R(w) that are linearly ordered by
D, and contains the maximum W and the minimum R(w), and, for all ¢,
if some S € Sphe(R(w)) intersects with [¢]o, then there is a C-smallest
S’ € Sphe(R(w)) that intersects with [¢]o. See Figure 3.1. Intuitively, the
spheres S that are ‘closest’ to those worlds R(w) that the agents currently
thinks possible, represent the sets of worlds he would ‘fall back’ upon, were
he to give up some of his beliefs.
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Figure 3.1. A system of spheres around R(w). In both figures, R(w) is the inner
sphere, and [-¢]o and [¢]o are separated by a vertical line. In the figure on the
left, the shaded area denotes the worlds that correspond to a contraction with [—¢]o
(‘close’ to R(w), but allowing some —p-worlds), in the figure on the right, the shaded
area covers the worlds that correspond with a revision with = (‘close’ to R(w), but
only —¢-worlds).

Contraction can now easily be defined: given the current set R(w) of
alternatives for our agent, if he wants to give up believing ¢ this means that
R(w) N [~¢]o should not be empty: if it is, the agent falls back, i.e., enlarges
his set of accessible worlds to the first sphere Sp O R(w) that has a non-empty
intersection with [-¢]o. See Figure 3.1, where in the left model, the shaded
area consists of the worlds that form the expanded set of R(w), so that ¢ is
not believed anymore.

Definition 3.30 Given a Kripke model M, world w and accessibility relation
R, and a system of spheres Sphe(R(w)) around R(w), the semantic contrac-
tion (M, w) & [¢]o is defined as M’ ,w’, with w' = w, and M’ = (W, R'),
where R'(w) = S, with S = min{S’" € Sphe(R(w)) | ' N [~¢]o # 0}, and for
all v # w, R'(v) = R(v). O

If we agree on this, the semantic counterpart of revision is dictated by
the Levi identity: an agent that wants to revise with ¢ first ‘goes to’ the
first sphere S that intersects with [-¢]o, and then ‘throws away’ from that S
all those worlds that still satisfy . Again, see Figure 3.1, where the marked
area in the right model gives those worlds that are considered possible after
a revision with —¢.

For completeness reasons, we also provide a semantic definition for ®:

Definition 3.31 Given a Kripke model M, world w and accessibility relation
R, and a system of spheres Sphe(R(w)) around R(w), let © be given as in
Definition 3.30. Then (M, w)®[¢]o is defined as (W, R”), w’, where R"(w") =
R'(w") N [plo and (M, w) © [-¢]o = (W, R'),w" and w"’ = w'. O
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3.4 Paradoxes of Introspective Belief Change

When applying the ideas of belief revision to the epistemic logic setting of
Chapter 2, the main idea, in the semantics, is the following. Uncertainty of
an agent at state s ‘corresponds’ to the agent considering a lot of alternative
states possible: ignorance of agent a is represented by the operator B,: the
more different states a considers possible in s, the more Bago formulas will
hold in s, the less B,y formulas will be true in s. This principle suggests that
gaining new beliefs should semantically correspond with eliminating access to
worlds, while giving up beliefs in s should allow the agent to consider worlds
possible that were inaccessible before.

Example 3.32 Consider a simple example, depicted in Figure 3.2. In the
model M to the left, we have an S5-agent a who is not sure whether p is true
or not (assume p is only true in 1). In principle, we can associate two belief
sets with the agent, Ky and Ky, where K; = {p € Lo | M,i = By} (i =0,1).
If p is the only atom in the language, then the agent’s only possible belief set
in Figure 3.2 is Ko = K1 = {¢ € Lo | S5 F ¢}. In other words, the agent is
fully ignorant.

Suppose p is true (i.e., 1 is our real state). Then, a revision with p leads
us to the state 1 in the model on the right hand side of Figure 3.2, and as
a result, the agent indeed believes p. A revision with p would have given the
same result.

It is important to realise again that all the information that is explicitly
formalised in the approach so far, is objective information, i.e., there is no
reference to the agent’s beliefs, other than in a meta-language, when we refer
to his belief set. In this section, we will consider how to lift that restriction, i.e.,
we look at richer logical systems. These enrichments can present themselves
in a variety of ways:

1. update with factual information ¢, but allow the agent to have introspec-
tive capabilities (in K);

2. allow both the information and the beliefs of the agent to refer to his
beliefs;

3. have a multi-agent language where one agent can reason about beliefs held
by another agent

4. revise in a fully fledged, multi-agent language, including the notion of
common knowledge, and on top of that, in the object language, operators
that refer to different kinds of belief change.

M N
VR v\ VR N\
a 0 e——a——>1 a a 0 1 a
N N N N

Figure 3.2. Revision: agent a changes his mind.
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No matter whether we deal with knowledge or beliefs, representing them
somehow in the object language for information change enforces us to rethink
the whole program of belief revision, since now we are dealing with introspec-
tive agents (see Section 3.6 for a reference of the following quote):

When an introspective agent learns more about the world (and him-
self) then the reality that he holds beliefs about undergoes change.
But then his introspective (higher-order) beliefs have to be adjusted
accordingly.

We will now give some examples that show what kind of problems one
encounters when trying to propose a belief revision framework for introspec-
tive agents.

Static Belief Sets

This argument is placed in variety 1, mentioned above: we only need to have
higher order beliefs in the belief set. So let us suppose we have one agent,
whose belief adheres to the system KD45. We point out, that for such an
agent, although it might be possible to change his mind, it is impossible to
only gain beliefs, or, conversely, to only give up some of his beliefs. To see
this, recall that a belief set now is closed under KD45-consequences: think
of it as a set K,y as in (3.9), but now in a richer language, with more allowed
inferences, and with the constraint that w is a world in a KXD45-model.

Now suppose we have two of such belief sets K7 and Ky, and suppose that
one is strictly included in the other, say K1 C K3. Then there is some ¢ in
Ko, that is not in ;. By positive introspection, we have By € Ko, and, by
negative introspection, =By € K;. Since K1 C K3, we also have =By € ICs.
Belief sets are still closed under propositional consequence, so that we conclude
1 € K3, which contradicts the fact that the beliefs satisfy axiom D, which
says that beliefs are consistent!

Paradox of Serious Possibility

Here is a belief revision consequence of the previous insight. Let us again
assume that beliefs can be about KD45-beliefs, although we do not need
such an assumption about the new information, so suppose ¢ € L. Let us also
assume t/ =, so that, by the triviality postulate (X & 5), we have that K ® ¢
is consistent. Suppose the agent has no opinion about : he neither believes
@ nor —p. By negative introspection, we hence have both =By, ~B-p € K.

Now we can see what happens if the agent were to learn ¢. By the success
postulate (K ® 2) and positive introspection, we have By € K ® ¢. By preser-
vation (3.5), we have that =B persists in K in this revision, giving again an
inconsistent belief set.
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Moore’s Principle

Let us move on to an example in which the agent both has higher order
beliefs in his belief set, and in which he also can revise with belief formulas.
Recall that Moore’s principle (2.4) is a higher order property of beliefs: it
is derivable in KD45, and says that you cannot at the same time believe
both a formula and it being disbelieved, given that your beliefs are consistent:
—-B1l — =B(p A =By). In fact, since KD45 does not allow for beliefs to be
inconsistent, we know from Exercise 2.41 that we even have =B(¢ A ~Byp) as
a KD45-validity.

Now let ¢ be a (KD45-)consistent formula, that is not (D45-)valid. It is
easy to see that then ¢ A =By is satisfiable: no agent is forced to believe any
contingent formula. So suppose ¢ A =By holds, and that our agent discovers
that, although ¢ is not believed by him, it turns out to be true. Since we know
by Moore’s principle that the agent moreover does not believe p A =By, we
can apply preservation (3.5) and accept that the revision of K with ¢ A =By
is just an expansion: K @ (¢ A —Byp). By success for @, the formula (¢ A ~By)
should as a result of this expansion be believed: B(¢ A =Byp). We have now
obtained an inconsistent set (since ~B(p A —Byp) is derivable in KD45), only
by revising a consistent belief set with a consistent formula!

Effect on Third Parties

Let us move to scenario 3, where we have multiple agents. Let us also assume
that the belief set of each agent incorporates beliefs of the other agents. Add
a second agent b to Example 3.32 (see Figure 3.3). If we assume that p is
true, then initially (that is, in 1), neither a nor b do believe p, and this is
common belief between the two agents. Suppose again that a revises with
p, transforming M,1 into M’,1. But note that in M’,1 also b has learnt
something, i.e., that a believes whether p!

We are not saying that this is absurd (for instance, it might well be that
agent b notices that a finds out whether p, without b getting to know infor-
mation about p), but it is suspicious that b does change his beliefs if we only
specified a belief change for a! (It might for instance be the case that a revises
with p because, while b is not aware of this, a remembers some events from
which undoubtedly p follows.)

It is clear that, in order to properly reason about this kind of scenarios,
we need a language enabling reasoning about each other’s information, and

= ) =

T YT=1  ay ba O0——b——1 ayp

T T\ O/ \—/

AN
ba 0

Figure 3.3. Revision: agent a changes his mind. What does b notice?
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also a language that can explicitly state what kind of event it is that makes
a change his mind, thereby making precise what b notices about this. And,
indeed, this is exactly the enterprise that this book is going to undertake in
subsequent chapters.

The Importance of Ignorance

Imagine the following scenario:

Two agents a and b both are ignorant about a fact p. They meet and
b asks a: ‘do you know whether p?’ To which the first agent answers,
truthfully: ‘yes, p’.

Does this make sense? Yes, but obviously in order to explain it, we need
to address higher order information about p. Here is a less abstract version of
the story:

Professor a is programme chair of a conference on Changing Beliefs.
It is not allowed to submit more than one paper to this conference,
a rule all authors of papers did abide to (although the belief that
this rule makes sense is gradually changing, but this is besides the
point here). Our programme chair a likes to have all decisions about
submitted papers out of the way before the weekend, since on Saturday
he is due to travel to attend a workshop on Applying Belief Change.
Fortunately, although there appears not to be enough time to notify all
authors, just before he leaves for the workshop, his reliable secretary
assures him that she has informed all authors of rejected papers, by
personally giving them a call and informing them about the sad news
concerning their paper. Freed from this burden, Professor a is just in
time for the opening reception of the workshop, where he meets the
brilliant Dr. b. The programme chair remembers that b submitted a
paper to Changing Beliefs, but to his own embarrassment he must
admit that he honestly cannot remember whether it was accepted
or not. Fortunately, he does not have to demonstrate his ignorance
to b, because b’s question ‘Do you know whether my paper has been
accepted?’ does make a reason as follows: a is sure that would b’s paper
have been rejected, b would have had that information, in which case
b had not shown his ignorance to a. So, instantaneously, a updates his
belief with the fact that b’s paper is accepted, and he now can answer
truthfully with respect to this new revised belief set.

Rather than giving a semantic account, let us try to formalise this scenario
in the AGM paradigm, generalised to multi-agents, where information can be
higher-order (we are in variety 3 above). Agent a has initially a belief set
K® in which p (b’s paper is accepted) is not present, but instead, apart from
—B,p and —B,—p, we have -Byp € K% (nobody has been notified about
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acceptance, yet) and (—p < Bp—p) € K¢ (if the paper would have been
rejected, b would have been informed, and vice versa). Now, we can interpret
b’s question as new information; =Byp A —Bp—p (= «). This is consistent with
K% so K*® a = K% @ «, in particular, =B,—p € K* ® «, from which a can,
using (—p < Bp—p) € K and hence (—p < By—p) € K* ® a, conclude p.

Unsuccessful Revision

Here is an example of, we think, an intriguing phenomenon. We assume mul-
tiple agents, and belief sets with full mutual beliefs, and also doxastic infor-
mation to revise with (variety 3). Recall the Consecutive Numbers scenario
from Example 2.4. (Recall that we do not draw any of the reflexive arrows,
moreover, to be consistent with the examples in this chapter, we will refer to
the agents’ information as belief, but one might also call it knowledge.) Two
agents, a and b, both have a number on their head, the difference between
them exactly 1. No agent can see his own number, and this all is common be-
lief. Now let us suppose the numbers are 2 for a, and 1 for b. In other words,
we are in state (2,1) of the first model of Figure 3.4.

Let us use ¢ for the fact that both a and b do not believe their own numbers
correctly: ¢ = = Bgas A—Byb;. Note that we have M, (2,1) | ¢, and, since M
is in fact an S5-model, —p & IC‘(IQ,U: agent a considers ¢ perfectly compatible
with his beliefs. Now suppose somebody would mention ¢ to both agents.
This would mean that a now can rule out that (0,1) is the real situation,
because that is the world in which Byb; holds. Semantically, we would ‘move
to’ state (2/,1’) in Figure 3.4. But then, a would conclude that -, since the
only world in which b has a 1 without believing that, is when a has a 2 and b
a 1. In other words: M’,(2/,1') = By—p.

Summarising, we are in a situation with a consistent belief set IC‘(IQ’I), in
which our agent a has to revise with a formula ¢, true in (2,1), with the
requirement that —p € K?Zl) ® . Obviously, a cannot stick to the success
postulate (K ® 2)! This is already a problem for expansion, since by the fact
that —p ¢ ’C?Z,l)’ we would expect IC‘(‘QJ) ®p= IC’(IQJ) @ . This implies that
our agent a should ‘expand’ in such a way that = € /C?Q)l) @ ¢, which seems
a hard action to perform.

We have as yet not given a scenario in variety 4 yet, where apart from
doxastic or epistemic operators in the object language, there is also a way to

0,1 2,1 b 2,3 a——>4 3 e——p—— 4 f e m————— -

Figure 3.4. Revision with a true Statement.
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represent the change itself in that language. We do this in the next section: it
can be seen as a connection between the areas of belief revision, and that of
dynamic epistemic logic.

3.5 Dynamic Doxastic Logic

Consider the Consecutive Number scenario again (introduced in Example 2.4
and also discussed in Section 3.4). If agent b would hear that after a revises
with ¢, denoting that a knows the two numbers, then b would also know them!
However, to represent this in b’s beliefs, we have to directly refer to (the effect)
of certain revisions.

Dynamic logic is a suitable formalism to reason about actions, and it has
also been (and will be, in this book) put to work to reasoning about doxastic
or epistemic actions, like the belief change actions discussed in this chapter.

The atomic actions in dynamic doxastic logic are &, © and ®. So let us
add operators [®-],[©-] and [®-] to the language, with the intended reading
of for instance [Py]y that after expansion with ¢, 1 holds. Then, one can
already neatly express general properties of belief change operators. Let ©®
be an arbitrary operator for belief change (say ® is one of &,5,®). Then
the laws depicted in Table 3.5 all hold for the belief change operators of
Section 3.2. Which is not say that they always should: in fact there have been
several proposals to make revision relational and give up partial functionality.
Furthermore, objective persistence is not true in actions like ‘watching’ and
arguably an activity like learning does not necessarily abide to ¢dempotence.
The point here is that we now can at least express such properties in one and
the same object language.

) — (O Y € Lo objective persistence
(O@)) — [Op]Y partial functionality
[O¢] = [O¢][@e]Y idempotence

Table 3.5. Some laws for belief change.

It becomes even more interesting if we can refer to beliefs in the language,
so that we can directly express all the postulates discussed so far. Such a
language is indeed the object of study in dynamic doxastic logic.

o == plowleAp]| Bup|[a]e
Q= @a50|@a90|®a90

A postulate like success for revision becomes now simply [®,¢]¢, and
Moore’s principle (2.4) is =B, L — —B,(p A 7B,p). Note that in a multi-
agent setting we can also express interesting properties like B;((¢ < ¥) A
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[®;9]Bx N [®;¢]-B;x) expressing that, although ¢ believes that ¢ and
are equivalent, he does not believe that j revision with either of them has
the same effect. To express, in the Consecutive Number scenario, that agent
b would notice that after a revises with ¢, a knows the two numbers, then b
would also know them, we could write [®p[®q ] Ba—¢] By .

If we want to stay close to the AGM-postulates, then we should restrict
our dynamic doxastic language:

Definition 3.33 We define the language Lpp, with typical element ¢, in
terms of the propositional language Ly, with typical element g, as follows:

Yo = p| o | oo
o = o | 2@ |pAp|Beol [@pole | [Spo]e O

Example 3.34 We briefly discuss some properties and axioms of a possible
basic system for dynamic doxastic logic, DDL, they are summarised in Fig-
ure 3.6. (We will not give a full definition, but refer the reader to Section 3.6
for further reference.)

Since we can define ® by using the Levi-identity, we only give the axioms
for @ and © and define [®@¢]y — [©-y][®¢]y. To focus on the AGM postu-
lates for contraction, the basic DDL-system does not assume any properties
for the belief-operator B, other than it being a normal modal operator. More-
over, in light of the discussion in the previous section, the basic system is
defined only over a limited language Lpj.

First of all, in the basic system DDL we assume that all the modal
operators B, [®v], and [©v] are normal modal operators, in the sense that
they satisfy Necessitation and Modus Ponens. We also assume the properties
of objective persistence, functionality, and idempotence, for & and . Further,
for the belief change operators @ and © the modal counterpart of extension-
ality is called congruence. For expansion, in Table 3.6 we furthermore give
the modal counterpart modal(}C @ 4) of the success postulate, and what we
call a Ramsey axiom for expansion, saying that 1 is believed after expansion
with ¢, if and only if ¢ — ¥ is already believed initially. We have listed the
contraction axiom in Table 3.6 as the modal version of (K © 2). g

Of course, the aim of having a language for DDL is not just to mimic
the AGM postulates. In fact, not even every postulate can directly be

F ooy =k [0p]x < [0Y]x congruence, ® € {®, S}
By — (x < [®9]x) modal (K @ 4)

[©¢]|BY < B(p — ) Ramsey (expansion)
[©¢]Bx — Bx modal (K & 2)

By — (Bx — [©¢][®¢]x) modal recovery

Table 3.6. Some properties of a basic modal logic DDL for AGM-style belief
change.



3.6 Notes 65

‘axiomatised’, like for instance monotony for expansion or success for contrac-
tion. To cope with the latter, one might adapt the system, and for instance
say that a contraction is only possible for formulas that are not a tautology.
This would also effect postulate type for &, but, since we argued that belief
sets should be richer than classically closed sets anyway, we will not pursue
that route here, but instead look at generalisations from the next chapter on.

One final motivation for even richer languages is in place here. Recall that
the ‘Effect on Third Parties’ scenario of page 60. Here the new information
is p, but this is only revealed to agent a. But this means that we in fact
need a richer structure in the action descriptions themselves: a structure that
gives epistemic information about who exactly is aware of what in the change
described by the action. The transition of Figure 3.3 would be best described
by something like

Bep ‘and’ Bqp (Bep'or’ Gq —p)

expressing that a expands with p, and both agents ‘commonly’ expand with
the fact that a either expands with p or with —p. This granularity is not
available in DDL: Chapter 5 is devoted to precisely describe this kind of
actions.

3.6 Notes

As with many topics of this book, belief revision grew out from research
interests in both computer science and philosophy. In the late 1970’s, com-
puter scientists developped more and more sophisticated databases, and ways
to update them. Doyle’s truth maintenance systems [54] were very influential.
Around the same time, but more in a philosophical context, a number of pub-
lications by Levi [127] and by Harper [94] posed issues and a basic framework
for rational belief change. . The pioneering work that put belief revision firmly
on the logical agenda is that of Alchourrén, Gérdenfors, and Makinson [3],
using postulates to characterise belief revision and contraction. Our treatment
in Section 3.2 is mainly based upon [3], but also on Gérdenfors’ [71], where
postulates for expansion are added. One direction for Exercise 3.12 is can be
found in [3, Observation 6.5], the other direction is in [71, Appendix A].

The system of spheres that semantically gives an account of contraction
and revision (Section 3.3) is accredited to Grove [83]. It is inspired by the
sphere semantics that Lewis gave for counterfactuals [129]. Although Grove
presents a sphere semantics for revision only, our corresponding semantics for
contraction can be directly ‘read off’ from it.

The quote in Section 3.4 is taken from a paper by Lindstrom and
Rabinowicz [132], two authors who have published also several papers on
dynamic doxastic logic. The publications on the latter topic more or less
started off with van Benthem’s contribution to the Proceedings of the 1987
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Logic Colloquium [19, pp. 366-370], and the proceedings of a workshop organ-
ised by Fuhrmann and Morreau on ‘the Logic of Change’ in 1989 [68], and are
since then influenced heavily by a paper of de Rijke [176] and several papers
by Segerberg [183, 182] (see also our short discussion on page 4). Segerberg
generalized the system of spheres to what he calls ‘hypertheories’ to give a
semantic account of DDL. Section 3.5 above is loosely based on [182].

Belief revision is still an active area of research. Some important issues are
for instance the difference between belief revision and updates. Katsuno and
Mendelzon [112] were among the first to point out the difference; a convine-
ing modal account of it is given in Ryan, Schobbens, and Rodrigues’s [178].
Darwiche and Pearl [40] address iterated belief revision, the paper realizes that
to cater for iterations, a revising agent should not only adapt his beliefs, but
also his entrenchments. Van der Hoek and de Rijke [103] studied contractions
in a multi-agent context. Readers who are interested to learn more about
belief revision, are advised to visit www.beliefrevision.org.
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Public Announcements

4.1 Introduction

If I truthfully say ‘a kowhai tree has yellow flowers’ to a group of friends, that
fact is then commonly known among them. This indeed works for propositions
about facts, such as in the example, but it is a mistaken intuition that whatever
you announce is thereafter commonly known: it does not hold for certain
epistemic propositions.

Example 4.1 (Buy or sell?) Consider two stockbrokers Anne and Bill,
having a little break in a Wall Street bar. A messenger comes in and delivers a
letter to Anne. On the envelope is written “urgently requested data on United
Agents”. Anne opens and reads the letter, which informs her of the fact that
United Agents is doing well, such that she intends to buy a portfolio of stocks
of that company, immediately. Anne now says to Bill: “Guess you don’t know
it yet, but United Agents is doing well.” O

Even if we assume that Anne only speaks the truth, and that her conjecture
about Bill is correct, Anne is in fact saying two things, namely both “it is true
that United Agents is doing well” and “it is true that Bill does not know that
United Agents is doing well”. As a consequence of the first, Bill now knows
that United Agents is doing well. He is therefore no longer ignorant of that
fact. Therefore, “Bill does not know that United Agents is doing well” is
now false. In other words: Anne has announced something which becomes
false because of the announcement. This is called an unsuccessful update.
Apparently, announcements are like footsteps in a flowing river of information.
They merely refer to a specific moment in time, to a specific information state,
and the information state may change because of the the announcement that
makes an observation about it.

What is a convenient logical language to describe knowledge and
announcements? The phenomenon of unsuccessful updates rules out an
appealing straightforward option of a ‘static’ nature. Namely, if announce-
ments always became common knowledge, one could have modelled them

67
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‘indirectly’ by referring to their pre- and postcondition: the precondition is
the announcement formula, and the postcondition common knowledge of that
formula. But, as we have seen, sometimes announced formulas become false,
and in general something other than the announcement may become common
knowledge. The relation between the announcement and its postcondition is
not straightforward. Therefore, the ‘meaning’ of an announcement is hard to
grasp in a static way. An operator in the language that expresses the ‘act’
of announcing is to be preferred; and we can conveniently grasp its meaning
in a dynamic way. By ‘dynamic’ we mean, that the statement is not given
meaning relative to a (static) information state, but relative to a (dynamic)
transformation of one information state into another information state. Such
a binary relation between information states can be captured by a dynamic
modal operator. To our basic multi-agent logical language we add such dy-
namic modal operators for announcements. This chapter deals with the thus
obtained public announcement logic.

We start with looking at our warming-up example in more detail. The
Sections ‘Syntax’, ‘Semantics’, and ‘Axiomatisation’ present the logic. The
completeness proof is deferred to Chapter 7. ‘Muddy Children’, ‘Sum and
Product’, and ‘Russian Cards’ present logical puzzles.

4.2 Examples

‘Buy or sell?’ continued Let us reconsider Example 4.1 where Anne (a)
and Bill (b) ponder the big company’s performance, but now in more detail.
Let p stand for ‘United Agents is doing well’. The information state after
Anne has opened the letter can be described as follows: United Agents is doing
well, Anne knows this, and Anne and Bill commonly know that Anne knows
whether United Agents is doing well. This information state is represented by
the epistemic state below, and to be explicit once more, we draw all access
between states.

In the figure, 0 is the name of the state where p is false, and 1 is the name of
the state where p is true. All relations are equivalence relations. We therefore
prefer the visualisation where reflexivity and symmetry are assumed, so that
states that are the same for an agent need to be linked only. Transitivity
is also assumed. A link between states can also have more than one label.
See Chapter 2 where these conventions were introduced. In this case, we get
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We assume that Anne only makes truthful announcements, and only public
announcements. Because the announcement is truthful, the formula of the
announcement must be true on the moment of utterance, in the actual state.
That the announcement is public, means that Bill can hear what Anne is
saying, that Anne knows that Bill can hear her, etc., ad infinitum. We can
also say that it is common knowledge (for Anne and Bill) that Anne is making
the announcement. From ‘truthful” and ‘public’ together it follows that states
where the announcement formula is false are excluded from the public eye as
a result of the announcement. It is now commonly known that these states
are no longer possible. Among the remaining states, that include the actual
state, there is no reason to make any further epistemic distinctions that were
not already there.

It follows that the result of a public announcement is the restriction of the
epistemic state to those states where the announcement is true, and that all
access is kept between these remaining states. The formula of the announce-
ment in Example 4.1 is p A = Kpp. The formula p A = K;p only holds in state 1
where p holds and not in state 0 where p does not hold. Applied to the current
epistemic state, the restriction therefore results in the epistemic state

AN\

1 a b

N/

In this state it is common knowledge that p. In our preferred visualisation
we get

[=

In the epistemic state before the announcement, = K,p was true, and after
the announcement Kp is true, which follows from the truth of Cgp. In the
epistemic state before the announcement, the announced formula p A = Kp
was of course true. After its announcement, its negation has become true.
Note that —(p A = K}p) is equivalent to —p V Kpp which follows by weakening
from Kpp.
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/ pA~Kip /

b

P A ‘!Kbp
Figure 4.1. Buy or Sell?

Figure 4.1 contains an overview of the visualisations and transitions in this
example. Before the formal introduction of the language and its semantics, we
first continue with other examples of announcements, in a different setting.

Example 4.2 (Three player card game) Anne, Bill, and Cath have each
drawn one card from a stack of three cards 0, 1, and 2. This is all commonly
known. In fact, Anne has drawn card 0, Bill card 1, and Cath card 2. Anne
now says “I do not have card 1”. O

Write 012 for the deal of cards where Anne holds 0, Bill holds card 1, and
Cath holds card 2. The deck of cards is commonly known. Players can only
see their own card, and that other players also hold one card. They therefore
know their own card and that the cards of the other players must be different
from their own. In other words: deals 012 and 021 are the same for Anne,
whereas deals 012 and 210 are the same for Bill, etc. There are, in total, six
different deals of cards over agents. Together with the induced equivalence
relation by knowing your own card, and the actual deal of cards, we get the
epistemic state (Heza, 012):

o

12— a —021

\

c b

>

102/— — a —\120
\ N/

N/ \/

201 — a —210

Facts are described by atoms such as 0, for ‘Anne holds card 0’. Let
us have a look at some epistemic formulas too. In this epistemic state, it
holds that ‘Anne knows that Bill doesn’t know her card’ which is formally
K,~(Kp0, V Kpl, V K2,). Tt also holds that ‘Anne considers it possible that
Bill holds card 2 whereas actually Bill holds card 1’ which is formally 1yAK o2y
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We also have that ‘It is commonly known that each player holds (at most)
one card’ described by Cupc((0g — (=14 A—24)) A ... ). Anne’s announcement
“I do not have card 1”7 corresponds to the formula —1,. This announcement
restricts the model to those states in which the formula is true, i.e., to the
four states 012, 021, 201, and 210 where she does not hold card 1. As said,
the new accessibility relations are the old ones restricted to the new domain.

]

12— a —021

\

c b

/N

201 — a —210

In this epistemic state, it holds that Cath knows that Anne holds 0—
described by K.0,—even though Anne does not know that Cath knows
that—described by ~ K, K .0,—whereas Bill still does not know Anne’s card—
described by —(K3,0, V Kpl, V Kp2,). More specifically, Bill does not know
that Anne holds card 0: =K;0,. Yet other informative announcements can be
made in this epistemic state:

Example 4.3 (Bill does not know Anne’s card) In the epistemic state
resulting from Anne’s announcement “I do not have card 17, Bill says “I still
do not know your card”. O

The announcement formula —( K0,V K1,V Kp2,) only holds in b-equivalence
classes where Bill has an alternative card for Anne to consider, so, in this case,
in the class {012,210}. The announcement therefore results in the epistemic
state

12

210

We can see that the announcement was informative for Anne, as she now
knows Bill’s card. Still, Bill does not know hers. If Anne were proudly to
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(==}

012 — a —021 12— a —021

/ \b
102/—\— a —\120 %h)
\ N/ \

N/ N/ C

201 — a —210 201 — a —210

_\(Kboa V Kplg V KbQH)

04 A1y A2e

210

Figure 4.2. The result of three subsequent announcements of card players. The top
left figure visualises Anne, Bill, and Cath holding cards 0, 1, and 2, respectively.

announce that she now knows Bill’s card, that would not make a difference,
as K,0,V K 1,V K42 holds in both 012 and 210: this was already commonly
known to all players. In other words, the same epistemic state results from
this announcement. If instead she announces that she now knows that the
card deal is 012, no further informative public announcements can be made.

012

An overview of the information changes in this ‘cards’ example is found in
Figure 4.2. We now formally introduce the language and its semantics.

4.3 Syntax

Definition 4.4 (Logical languages Lk (A, P) and Lkcp(A, P))
Given are a finite set of agents A and a countable set of atoms P. The
language Lx (A, P) (or, when the set of agents and atoms are clear or not
relevant, L), is inductively defined by the BNF
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o u= plop|(eAe) | Kap | Cpe | ple

where @ € A, B C A, and p € P. Without common knowledge, we get the
logical language Lk (A, P), or Lk Its BNF is

o = plop|(eAe) ]| Koo | [@lp O

The new construct in the language is [p]t)—note that, as usual, in the BNF
form [p]¢ we only express the type of the formulas, which is the same for the
announcement formula and the one following it, whereas the more common
mathematical way to express this is as an inductive construct [p]i) that is
formed from two arbitrary and possibly different formulas ¢ and 1. Formula
[¢]1 stands for ‘after announcement of ¢, it holds that ¢’. Alternatively, we
may sometimes say ‘after update with , it holds that ¢y’—mnote that ‘update’ is
a more general term also used for other dynamic phenomena. For ‘announce-
ment’, always read ‘public and truthful announcement’. Strictly speaking, as
[] is a O-type modal operator, formula [¢]i) means ‘after every announcement
of ¢, it holds that ¢’, but because announcements are partial functions, this is
the same as ‘after announcement of ¢, it holds that ¢’. The dual of [¢] is ().
Formula (@)1 therefore stands for ‘after some truthful public announcement
of ¢, it holds that ¢’. Unlike the O-form, this formulation assumes that ¢ can
indeed be truthfully announced—but here we are anticipating the semantics
of announcements.

Example 4.5 Anne’s announcement ‘(United Agents is doing well and) You
don’t know that United Agents is doing well” in Example 4.1 was formalised as
pA—Kpp. That it is an unsuccessful update, or in other words, that it becomes
false when it is announced, can be described as (p A = Kpp)—(p A = Kpp). This
description uses the diamond-form of the announcement to express that an
unsuccessful update can indeed be truthfully announced. O

Example 4.6 In the ‘three cards’ Example 4.2, Anne’s announcement ‘I do
not have card 1’ was described by —1,. Bill’s subsequent announcement ‘I do
not know your card’ was described by —(K,0,V K1,V Kp2,), and Anne’s sub-
sequent announcement ‘The card deal is 012’ was described by 0,A1,A2.. After
this sequence of three announcements, Bill finally gets to know Anne’s card:
K0,V K1,V Kp2,. See also Figure 4.2. This sequence of three announcements
plus postcondition is described by

[ﬁla}[—'(Kboa VvV Kpl, V Kb2a)][0a A1y A 2C](Kb0a VvV Kpl, Vv Kan)

If the third announcement had instead been Anne saying ‘I now know your
card’ (described by K,0, V K1, V K,2p), Bill would not have learnt Anne’s
card:

[ﬂla}[—\(KbOa V Kpl, V Kb2a)][Ka0b VK, 1,V KaZb]—\(Kboa VvV Kpl, Vv Kb2a)
[l
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For theoretical reasons—related to expressive power, and completeness—
the language Lk, without common knowledge operators, is of special interest.
Otherwise, we tend to think of the logic for the language Lx ¢y as the ‘public
announcement logic’, in other words, public announcement logic is the logic
with common knowledge operators.

4.4 Semantics

The effect of the public announcement of ¢ is the restriction of the epistemic
state to all (factual) states where ¢ holds, including access between states.
So, ‘announce ¢’ can be seen as an epistemic state transformer, with a cor-
responding dynamic modal operator [¢]. We need to add a clause for the
interpretation of such dynamic operators to the semantics. We remind the
reader that we write V,, for V(p), ~, for ~(a), ~p for (U,cp ~a)*, and [o]
for {s e D(M) | M, s = ¢}.

Definition 4.7 (Semantics of the logic of announcements) Given is
an epistemic model M = (S, ~, V) for agents A and atoms P.

M,skE=p iff seV,

M,s = —p iff M,st-ep

M,sEoAy iff M,sEgpand M,sE1

M,sEKy,p iff forall teS:sn~,timplies M,tE ¢
M,sE=Cpgp iff forall t€S:s~ptimplies M,tE¢
M,s kel iff M,sE ¢ implies M|p,s =1

where M| = (S’,~', V') is defined as follows:

S = lelm
~o = ~a N ([elm x [¢lm)
Vo =Venlelu 0

The dual of [¢] is (¢):

M,sE(p)y it M,skEgand Mlp,sEy

The set of all valid public announcement principles in the language L,
without common knowledge is denoted PA, whereas the set of validities in the
full language Lk ¢y is denoted PAC.

Some knowledge changes that are induced by Anne’s announcement in the
‘three cards’ Example 4.2 that she does not have card 1, see also Figure 4.2,
are computed in detail below, to give an example of the interpretation of an-
nouncements. For a different and more visual example, see Figure 4.3, wherein
we picture the result of Bill’s subsequent announcement ‘I do not know Anne’s
card’.
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Example 4.8 Let (Heza,012) be the epistemic state for card deal 012. In
that epistemic state it is true that, after Anne says that she does not have
card 1, Cath knows that Anne holds card 0; formally Heza, 012 |= [-1,] K 0q:

We have that Heza,012 | [-1,]K.0, iff ( Hexza,012 | -1, implies
Heza|-1,,012 E K.0, ). Concerning the antecedent, Hexa,012 = —1, iff

p-states announcement p-states

P
—p-states|

>

(K04 V Kpla V Kp24)

210 —f- a — 201

S = {012,021, 201, 210} s" = {012,210}
~p = {(012,012), (012,210), ... }||~h= ~ N{012,210}% = .. .,
=~ =... ~ =~ =
012,021}, Vg, = Vo, N {012,210} = {012},

Vo. =1
Vi, =0,... Vi =W, N{012,210} =0,...

Figure 4.3. Visualisation of the semantics of an announcement. From top to bot-
tom: the abstract semantics of an announcement, the effect of Bill announcing ‘I
do not know your card, Anne’, and the formal representation of the two corre-
sponding epistemic states. The middle left figure pictures the same epistemic state
(Heza|—14,012) as ‘the one with crossed legs’ top right in Figure 4.2. We have
merely flipped 210—a—201 in the current visualisation, for our convenience.
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Heza,012 = 1,. This is the case iff 012 ¢ V(= {102,120}), and the latter
is true.

It remains to show that Hexa|-1,,012 = K.0,. This is equivalent to ‘for
all s € D(Heza|-1,): 012 ~, s implies Hexa|—1,,s = 0,. Only state 012 itself
is c-accessible from 012 in {012, 021, 210, 201 }. Therefore, the condition is
fulfilled if Hexa|-1,,012 |= 0,. This is so, because 012 € Vp, = {012,021}.

In epistemic state (Heza, 012) it is also true that, after Anne says that she
does not have card 1, Bill does not know that Anne holds card 0; formally
Hexa, 012 = [-1,]-K0,:

We have that Heza,012 | [-1,]-K3p0, iff ( Hexa,012 = —1, implies
Heza|-1,,012 |= = K30, ). The premiss is satisfied as before. For the con-
clusion, Heza|—1,4,012 = - K0, iff Hexa|—1,4,012 = K30, iff there is a state
s such that 012 ~;, s and Heza|-1,,s = 0,. State 210 = s satisfies that:
012 ~ 210 and Hezal~1,,210 j£ 0,, because 210 ¢ Vo, = {012,021}. 0

Exercise 4.9 After Anne has said that she does not have card 1, she considers
it possible that Bill now knows her card: [ﬂla]IA(aKl,Oa. If Bill has 2 and learns
that Anne does not have 1, Bill knows that Anne has 0. But, of course, Bill
has 1, and ‘does not learn very much.” Also, after Anne has said that she
does not have card 1, Cath—who has 2-—knows that Bill has 1 and that Bill
therefore is still uncertain about Anne’s card: [-1,]K.—K}0,. Finally, when
Anne says that she does not have card 1, and then Bill says that he does
not know Anne’s card, and then Anne says that the card deal is 012, it has
become common knowledge what the card deal is. Make these observations
precise by showing all of the following:

o Hexa,012 = [-1,] K, K30,
e Hexa, 012 | [-1,] K.~ K0,
e Hexa, 012 ’: [_‘]—a] [_‘(Kboa vV Kpl, Vv Kb2a)][0a Alp A 2C]Cabc(0a Alp A QC)D

Revelation So far, all announcements were made by an agent that was also
modelled in the system. We can also imagine an announcement as a ‘public
event’ that does not involve an agent. Such an event publicly ‘reveals’ the
truth of the announced formula. Therefore, announcements have also been
called ‘revelations’—announcements by the divine agent, that are obviously
true without questioning. In fact, when modelling announcements made by
agents occurring in the model, we have overlooked one important aspect: when
agent a announces ¢, it actually announces K,p—I know that ¢, and in a
given epistemic state K,p may be more informative than ¢. For example,
consider the four-state epistemic model in the top-right corner of Figure 4.2.
In state 021 of this model, there is a difference between Bill saying “Anne
has card 0” and a ‘revelation’ in the above sense of “Anne has card 0”. The
former—given that Bill is speaking the truth—is an announcement of K30,
which only holds in state 021 of the model, so it results in the singleton model
021 where all agents have full knowledge of the card deal. Note that in state
012 of the model 0, is true but Bill does not know that, so K;0, is false.
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But a revelation “Anne has card 0”7 is indeed ‘only’ the announcement of 0,
which holds in states 012 and 021 of the model, and results in epistemic state
012 a 021 where Anne still does not know the card deal.

In multi-agent systems the divine agent can be modelled as the ‘insider’
agent whose access on the domain is the identity, in which case we have that
¢ > Kinsiderp is valid (on 85). Otherwise, when an agent says ¢, this is an
announcement of K,p, and we do not have that K,p < ¢. See Section 4.12

on the Russian Cards problem for such matters.

4.5 Principles of Public Announcement Logic

This section presents various principles of public announcement logic, more
precisely, ways in which the logical structure of pre- and postconditions inter-
acts with an announcement.

If an announcement can be executed, there is only one way to do it. Also,
it cannot always be executed. In other words, announcements are partial
functions.

Proposition 4.10 (Announcements are functional) It is valid that

(o) — [l O

Proof Let M and s be arbitrary. We then have that M, s = (o) iff ( M, s |
¢ and M|p,s =1 ). The last (propositionally) implies ( M, s = ¢ implies
M|y, s =1 ) which is by definition M, s = [p]i. O

Proposition 4.11 (Announcements are partial) Schema (p)T is in-
valid. O

Proof In an epistemic state where ¢ is false, (p)T is false as well. (In other
words: truthful public announcements can only be made if they are indeed
true.) O

The setting in Proposition 4.11 is not the only way in which the partiality
of announcements comes to the fore. This will also show from the interac-
tion between announcement and negation, and from the interaction between
announcement and knowledge.

Proposition 4.12 (Public announcement and negation)
()b = (p — —[@]e) is valid. .

In other words: [p]—% can be true for two reasons; the first reason is that ¢
cannot be announced. The other reason is that, after the announcement was
truthfully made, 1) is false (note that =[] is equivalent to (¢)—1)). The proof
is left as an exercise to the reader. The various ways in which announcement
and knowledge interact will be addressed separately, later.
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Proposition 4.13 All of the following are equivalent:

o p—[plY
o ©— (o)
e [ply O

Proof As an example, we show that ¢ — [p]y) is equivalent to [¢]y. Let M
and s be an arbitrary model and state, respectively. Then—in great detail:

M,s =@ — [plt
=

M,s = ¢ implies M, s = [p]y)
-

M, s = ¢ implies ( M, s |= ¢ implies M|p, s =1 )
=

(M,slEgpand M,s ¢ ) implies M|p,s =
<~

M, s |= ¢ implies M|p, s =
=

M, s |= [gly O
Proposition 4.14 All of the following are equivalent:

()
o oA (p)Y
o wA[plY O

The proof of Proposition 4.14 is left as an exercise.

Exercise 4.15 Show that the converse of Proposition 4.10 does not hold.
(Hint: choose an announcement formula ¢ that is false in a given epistemic
state.) O

Exercise 4.16 Prove the other equivalences of Proposition 4.13, and prove
the equivalences of Proposition 4.14. (The proof above shows more detail than
is normally required.) a

Instead of first saying ‘@’ and then saying ‘@)’ you may as well have said
for the first time ‘@ and after that ¢’. This is expressed in the following
proposition.

Proposition 4.17 (Public announcement composition)
[ A @]l is equivalent to [][u]x. O

Proof For arbitrary M, s:

s € M|(p A [ply)
=

M,s =@ Apl
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-~

M,s=pand ( M,s | ¢ implies M|p,s =)

4

s € Mlp and Mlp,s k=1

54

s € (M)l u

This property turns out to be a useful feature for analysing announcements
that are made with specific intentions: those intentions tend to be postcondi-
tions ¢ that supposedly hold after the announcement. So if an agent a says
© with the intention of achieving 1, this corresponds to the announcement
Koo N [Kqp)Ka1. Section 4.12 will give more concrete examples. The validity
[0 A [e]]x < [][¥]x is in the axiomatisation. It is the only way to reduce
the number of announcements in a formula, and therefore an essential step
when deriving theorems involving two or more announcements.

How does knowledge change as the result of an announcement? The relation
between announcements and individual knowledge is still fairly simple. Let us
start by showing that an announcement does make a difference: [¢] K, is not
equivalent to K, [p]y. This is because the epistemic state transformation that
interprets an announcement is a partial function. A simple counterexample of
(0] Katp — K|l is the following. First note that in (Heza,012) it is true
that after every announcement of ‘Anne holds card 1’, Cath knows that Anne
holds card 0. This is because that announcement cannot take place in that
epistemic state. In other words, we have that

Heza,012 = [1,]K.0,

On the other hand, it is false that Cath knows that after the announcement
of Anne that she holds card 1 (which she can imagine to take place), Cath
knows that Anne holds card 0. Instead, Cath then knows that Anne holds
card 1! So we have

Hezxa, 012 = K.[1,]0,

We now have shown that

e (o] Kot < K[l

An equivalence holds if we make [p] K, conditional to the executability of
the announcement, thus expressing partiality.

Proposition 4.18 (Public announcement and knowledge)
[0] Kat is equivalent to ¢ — K, [p]. O

Proof

M,s = ¢ — Kq|plt
=

M, s | o implies M, s = K[
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-~

M, s |= ¢ implies (forallt € M : s ~, t implies M,t = [p]) )

=

M,s |E ¢ implies (forallt € M : s ~, t implies ( M, t = ¢ implies
Mgt 1))

54

M,s = ¢ implies (forallt € M : M,t |= ¢ and s ~, t implies M|p,t |=
¥)

=

M, s |= ¢ implies ( for all t € M|p, s ~, t implies M|p,t =1 )

=

M, s = ¢ implies M|p,s = K¢

4

M,s = o] Kot O

The interaction between announcement and knowledge can be formulated
in various other ways. Their equivalence can be shown by using the equivalence
of ¢ — []Y to []w, see Proposition 4.13. One or the other may appeal most
to the intuitions of the reader.

Proposition 4.19 All valid are:

o [p|K. ¢ < (p — Kulel¥) (Proposition 4.18)

o (p)Kath = (o N EKalp — (9)¥))

o (p)Kop < (p A Ko(p)) [
For an example, we prove the third by use of the first.

Proof R

M, s = (o) Kat)

& duality of modal operators

M, s = —[p] Ko=)

< by Proposition 4.18

M,s = =(¢ — Kale] )

= propositional

M,s = @ A —~Kalp]~¢

& duality

M,s = o A Kq(o)y

Therefore, M,s = (p)Kq.0p — (¢ /\AIA(G<QD>1/J). As this was for an arbitrary
model and state, it follows that (p)K,1 < (p A Ky {p)®) is valid. O

Exercise 4.20 Show the second equivalence in Proposition 4.19. g

Exercise 4.21 Investigate whether it is true in the two-state epistemic state
of Example 4.1 that (p A = Kpp) Ko Kp—p. O

For all operators except common knowledge we find equivalences similar
to the ones we have already seen. Together they are
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Proposition 4.22

[elp < (p—p)

[Pl Ax) < ([lY Alplx)

[P](¥ — x) = ([plY — [w]x)

[p] = (o — —[elY)

[W}Kaw = (50 - Ka[LPW’)

[e][¥]x — [o A [plY]x O

Simple proofs are left to the reader. Note the surprising equivalence for the
case —. Together, these validities conveniently provide us with a ‘rewrite
system’ that allows us to eliminate announcements, one by one, from a for-
mula in the language L, resulting in an equivalent formula in the language
L, without announcements. In other words, in the logic PA ‘announce-
ments are not really necessary’, in a theoretical sense. This will also be useful
towards proving completeness. Chapters 7 and 8 present these matters in
detail.

In a practical sense, having announcements is of course quite useful: it
may be counterintuitive to specify dynamic phenomena in a language without
announcements, and the descriptions may become rather lengthy. Remember
your average first course in logic: a propositional logical formula is equivalent
to a formula that only uses the ‘Sheffer Stroke’ (or NAND). But from the
perspective of readability it is usually considered a bad idea to have formulas
only using that single connective.

When we add common knowledge to the language, life becomes harder.
The relation between announcement and common knowledge, that will be
addressed in a separate section, cannot be expressed in an equivalence, but
only in a rule. In particular—as we already emphasised—announcing ¢ does
not make it common knowledge.

Exercise 4.23 Prove the validities in Proposition 4.22. O

Exercise 4.24 Given that — is defined from — and A in our inductively
defined language, what is [¢](¢) — Xx) equivalent to, and how does this outcome
relate to the validity [p](v — x) < ([¢] — [¢]x) that was established in
Proposition 4.227 What principle would one ‘normally’ expect for a ‘necessity’-
type modal operator? a

Exercise 4.25 Show that (@)= < (@ A = {p))) is valid. O

4.6 Announcement and Common Knowledge

A straightforward generalisation of [p]|K,0 < (¢ — K,[p]®), the principle
relating announcement and individual knowledge, is [p]|Caty < (¢ —
Calpltp), but this formula scheme is invalid. Consider the instance
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1l—a—01—1>b—10 E 11 10

Figure 4.4. After the announcement of p, ¢ is common knowledge. But it is not
common knowledge that after announcing p, ¢ is true.

[PICabg < (p — Cuplplq) of the supposed principle. We show that the
left side of this equivalence is true, and the right side false, in state 11 of the
model M on the left in Figure 4.4. In this model, let 01 the name for the
state where p is false and ¢ is true, etc.

We have that M, 11 |= [p]Capq because M|p,11 = Cupq. The model M|p is
pictured on the right in Figure 4.4. It consists of two disconnected states.
Obviously, M|p,11 = Cuq, because M|p,11 = ¢ and 11 is now the only
reachable state from 11. On the other hand, we have that M,11 }£ p —
Cublplg, because M, 11 = p but M, 11 j= Cyp[plg. The last is, because 11 ~gp
10 in M (because 11 ~, 01 and 01 ~;, 10), and M, 10 [~ [p]g. When evaluating
q in M|p, we are now in its other disconnected part, where ¢ is false: M|p,

10 F£ q.

Fortunately there is a way to get common knowledge after an announcement.
The principle for announcement and common knowledge will also be a deriva-
tion rule in the axiomatisation to be presented later.

Proposition 4.26 (Public announcement and common knowledge)
If x — [¢]Y and (x A ¢) — Epx are valid, then x — [p]Cp) is valid. O

Proof Let M and s be arbitrary and suppose that M,s | x. We have to
prove that M, s |= [¢]Cpt. Therefore, suppose M, s |= ¢, and let ¢ be in the
domain of M|y such that s ~p ¢, i.e., we have a path from s to ¢ for agents
in B, of arbitrary finite length. We now have to prove that M|y, t = 1. We
prove this by induction on the length of that path.

If the length of the path is 0, then s = ¢, and M|y, s = 9 follows from the
assumption M, s = y and the validity of x — [¢]i). Now suppose the length of
the path is n+1 for some n € N, with—for a € B and u € M|p—s ~, u ~p t.
From M, s = x and M, s = ¢, from the validity of (x A ¢) — Epx, and from
s ~q u (we were given that u € M|y, therefore u is also in the domain of
M), it follows that M,u = x. Because u is in the domain of M|y, we have
M,u = ¢. We now apply the induction hypothesis on the length n path such
that u ~p t. Therefore M|p,t = 1. O

The soundness of the principle of announcement and common knowledge
is depicted in Figure 4.5. The following informal explanation also drawing on
that visual information may help to grasp the intuition behind it.

First, note that x — [¢]v is equivalent to x — (¢ — [¢]¥) which is equiv-
alent to (x A ¢) — [p]e. This first premiss of ‘announcement and common
knowledge’ therefore says that, given an arbitrary state in the domain where
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Figure 4.5. Visualisation of the principle relating common knowledge and an-
nouncement.

x and ¢ hold, if we restrict the domain to the ¢-states—in other words, if we
do a -step, then 1 holds in the resulting epistemic state. The second premiss
of ‘announcement and common knowledge’ says that, given an arbitrary state
in the domain where x and ¢ hold, if we do an arbitrary a-step in the domain,
then we always reach an epistemic state where x holds. For the conclusion,
note that xy — [¢]Cpv is equivalent to (x A ¢) — [¢]Cp1. The conclusion
of ‘common knowledge and announcement’ therefore says that, given an arbi-
trary state in the domain where x and ¢ hold, if we do a (-step followed by a
B-path, we always reach a 1-state. The induction uses, that if we do a y-step
followed by an a-step, the diagram ‘can be completed’, because the premisses
ensure that we can reach a state so that we can, instead, do the a-step first,
followed by the @-step.

Corollary 4.27 Let the premisses for the ‘announcement and common know-
ledge’ rule be satisfied. Then every B-path in the model M|p runs along
1p-states. O

In other words: every B-path in M that runs along ¢-states (i.e., such that
in every state along that path ¢ is satisfied) also runs along [p]i-states. In
view of such observations, in Chapter 7 we call such paths Bp-paths .

The following Corollary will be useful in Section 4.7.

Corollary 4.28 [p]1 is valid iff [p]Cpe) is valid. O

Proof From right to left is obvious. From left to right follows when taking
x = T in Proposition 4.26. (]

Exercise 4.29 An alternative formulation of ‘announcement and common
knowledge’ is:

If (x A @) — [p] A Egy is valid, then (x A ¢) — [¢]Cp is valid.

Show that this is equivalent to ‘announcement and common knowledge’. (Hint:
use the validity [¢']¢” < (¢ — [¢']¥")). O
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Exercise 4.30 If x — [y is valid, then x — [p]Cp® may not be valid.
Give an example. O

4.7 Unsuccessful Updates

Let us recapitulate once more our deceptive communicative expectations. If
an agent truthfully announces ¢ to a group of agents, it appears on first
sight to be the case that he ‘makes ¢ common knowledge’. In other words, if
© holds, then after announcing that, C'a¢ holds, i.e.: ¢ — [p]Cap is valid.
As we have already seen at the beginning of this chapter, this expectation
is unwarranted, because the truth of epistemic parts of the formula may be
influenced by its announcement. But sometimes the expectation s warranted:
formulas that always become common knowledge after being announced, will
be called successful. Let us see what the possibilities are.

After announcing ¢, ¢ sometimes remains true and sometimes becomes
false, and this depends both on the formula and on the epistemic state.
We illustrate this by announcements in the epistemic state of introductory
Example 4.1, where from two agents Anne and Bill, Anne knows the truth
about p but Bill does not. This epistemic state can be formally defined as
(L,1), where model L has domain {0, 1}, accessibility relation for agent a is
~a = {(0,0),(1,1)} or the identity on the domain, accessibility relation for
agent b is ~, = {(0,0),(1,1),(0,1),(1,0)} or the universal relation on the
domain, and valuation V, = {1}.

If in this epistemic state (L, 1) Anne says, truthfully: “I know that United
Agents is doing well”, then after this announcement K,p, it remains true that
K.p:

L1 [Kop|Kap

This is, because in L the formula K,p is true in state 1 only, so that the model
L|K,p consists of the singleton state 1, with reflexive access for a and b. It
also becomes common knowledge that Anne knows p: we have

L,1 ): [Kap]cabKap

and a fortiori
La 1 ': Kap - [Kap]cabKap

Indeed, this formula can easily be shown to be valid
): Kap - [Kap]cabKap

Instead, in epistemic state (L,1) Anne could have said to Bill, just as in
Example 4.1: “You don’t know that United Agents is doing well”. Using the
conversational implicature that that fact is true, this is an announcement of
Ku.(p AN —Kpp). (This time we express explicitly that Anne knows what she
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Ka(p A —Kyp)

Figure 4.6. A simple unsuccessful update: Anne says to Bill “(p is true and) you
don’t know that p.”

says—the result is the same as for p A =Kp.) It also only succeeds in state 1.
After it, Bill knows that p, from Kpp follows —p V Kp, which is equivalent to
=(p A = Kpp), therefore K,(p A ~Kpp) is no longer true

L, 1| [Ka(p A =Kpp)]=Ka(p A 2 Kpp)
and so it is certainly not commonly known, so that
= Ko(p A —Kpp) — [Ka(p A ~Kpp)|Cap Ko(p A ~Kypp)

The epistemic state transition induced by this update is visualised (once more)
in Figure 4.6.

Incidentally, [K,(p A ~Kpp)|—Ka(p A ~Kpp) is even valid, but that seems
to be less essential than that we have found an epistemic state (L, 1) wherein
the formula K,(p A = Kpp) is true and becomes false after its announcement.

Definition 4.31 (Successful and unsuccessful formulas and updates)
Given a formula ¢ € Licq and an epistemic state (M, s) with M € S5.

v is a successful formula iff [p]e is valid.

@ is an unsuccessful formula iff it is not successful.

@ is a successful update in (M, s) if M,s = (o)

@ is an unsuccessful update in (M, s) iff M, s = (@)—p

In the definitions, the switch between the ‘box’ and the ‘diamond’ versions
of announcement may puzzle the reader. In the definition of a successful for-
mula we really need the ‘box’-form: clearly (¢)¢p is invalid for all ¢ except
tautologies. But in the definition of a successful update we really need the
‘diamond’-form: clearly, whenever the announcement formula is false in an
epistemic state, [¢]-¢ would therefore be true. That would not capture the
intuitive meaning of an unsuccessful update, because that is formally repre-
sented as a feature of an epistemic state transition. We must therefore assume
that the announcement formula can indeed be truthfully announced.
Updates with true successful formulas are always successful, but sometimes
updates with unsuccessful formulas are successful. By ‘always’ (‘sometimes’)
we mean ‘in all (some) epistemic states’. The truth of the first will be obvious:
if a successful formula ¢ is true in an epistemic state (M, s), then pA[p]p which
is equivalent to {p)y is also true in that state, so it is also a successful update.
One can actually distinguish different degrees of ‘success’, that also nicely
match somewhat tentative distinctions made in the literature. For example,
one can say that ¢ is individually unsuccessful in (M, s) ifft M, s = (@) K,—.
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The following Proposition states that at least for validities such distinctions
do not matter. It is an instance of Corollary 4.28 for B = A and ¢ = .

Proposition 4.32 Let ¢ € Licp. Then [¢]p is valid if and only if [¢]Ca¢
is valid. 0

However, note that [¢]p is not logically equivalent to [p]Ca¢. Using Proposi-
tion 4.13 that states the logical equivalence of [p]¢) and ¢ — [¢]y we further
obtain that.

Proposition 4.33 [p]p is valid if and only if ¢ — [¢p]Ca¢ is valid. O

This makes precise that the successful formulas ‘do what we want them to
do’: if true, they become common knowledge when announced.

It is not clear what fragment of the logical language consists of the suc-
cessful formulas. There is no obvious inductive definition. When ¢ and 1 are
successful, =, © A, ¢ — 1, or [p]1) may be unsuccessful.

Example 4.34 Formula p A =K ,p is unsuccessful, but both p and —K,p are
successful. This can be shown as follows:

For p it is trivial. For —=K,p it is not. Let M, s be arbitrary. We have to
prove that M, s = [-K,p]-K.p, in other words, that M,s | —K,p implies
M|-Kap,s |E ~Kyp. Let M,s = - K,p. Then there must be a t ~, s such
that M,t = —p, and therefore also M, ¢ = —~K,p, and therefore t € M|-K,p.
From s ~, t in M|=K,p and M|-K,p,t = —p follows M|-K,p, s E —~K,p.O

Exercise 4.35 Give a formula ¢ such that ¢ is successful but —¢ is not
successful. Give formulas ¢, 1 such that ¢ and 1 are successful but ¢ — 1 is
not successful. Give formulas @, such that ¢ and ¢ are successful but [p]y
is not successful. O

There are some results concerning successful fragments. First, public know-
ledge formulas are successful:

Proposition 4.36 (Public knowledge updates are successful) Let
¢ € Lxcp(A, P). Then [Cap]Cap is valid. O

Proof Let M = (S,~,V) and s € S be arbitrary. The set [s]., denotes the
~ g-equivalence class of s—below, we write M|[s]. , for the model restriction
of M to [$]~,-

We first show that, for arbitrary ¢: M, s = ¢ iff M|[s]~,,s E ¥ (1). We
then show that, if M, s = Caep, then [s]., C [Cag]a (2). Together, it follows
that M, s |= Cap iff M|[s]~,,s = Cap, and that M|[s]~,,s = Cap implies
M|Cap,s = Cap. By definition, “M,s = Cap implies M|Cap,s = Cap”
equals M, s = [Cap]Cap.

(1) Observe that M is bisimilar to M]|[s]~., via the bisimulation relation
R C [s]o, xS defined as (t,t) € R for all t € [s].,. Subject to this bisim-
ulation, we have that (M, s)< (M|[s]~,,s). This is merely a special case of
invariance under generated submodel constructions.
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(2) Assume that M,s = Cap. Let s ~4 t. Using the validity Cap —
CaCyp, we also have M,t = Cap. In other words: [s]~, C [Cap]ar- O

Although [Cap]Ca¢ is valid, this is not the case for arbitrary B C A.
Consider the standard example (L, 1) where Anne can distinguish between p
and —p but Bill cannot. We then have that [Cpp|Cpyp is false in this model
for B = {a} and ¢ = p A = Kyp.

By announcing a public knowledge formula, no accessible states are deleted
from the model. Obviously the truth of formulas can only change by an
announcement if their truth value depends on states that are deleted by the
announcement. We will now show that formulas from the following fragment
E%CH (A, P) (of the logical language Lx (A, P)) of the preserved formulas,
with inductive definition

pu=p|lploAp Ve | Ky | Cpy | [-¢lp

are truth preserving under ‘deleting states’. From this, it then follows that
the fragment is successful. Instead of ‘deleting states’, we say that we restrict
ourselves to a submodel : a restriction of a model to a subset of the domain,
with the obvious restriction of access and valuation to that subset.

Proposition 4.37 (Preservation) Fragment E?{C[](A’ P) is preserved
under submodels. O

Proof By induction on E?{C[} (A, P). The case for propositional variables,
conjunction, and disjunction is straightforward.

Let M = (S,~,V) be given and let M’ = (S’,~', V') be a submodel of
it. Suppose s € S’. Suppose M,s = Kyp. Let s € S’ and s ~, s’. Then
M,s" = . Therefore, by the induction hypothesis, M’ s’ = ¢. Therefore
M’,s = K,p. The case for Cpyp is analogous.

Suppose M, s = [~]ip. Suppose, towards a contradiction, that M’ s =
[—¢]t. Therefore, by the semantics, M, s = = and M'|—p, s = 1. Therefore,
by using the contrapositive of the induction hypothesis, also M,s | —p.
Moreover M'|—y is a submodel of M|—yp, because a state t € S” only survives
if M’ t | -, therefore by the induction hypothesis M, t = —¢. So [-~¢]ar C
[—¢]ar- But from M, s = [~y (which we assumed) and M, s = —¢p follows
M|—=p, s |= 1, therefore by the induction hypothesis also M’|—p, s = 1. This
contradicts our earlier assumption. Therefore M’, s = [—¢]i). O

Corollary 4.38 Let ¢ € 5(;(0[] (A,P) and ¥ € Lgcp(A, P). Then ¢ — [{]p
is valid. 0

This follows immediately from Proposition 4.37, because restriction to -
states is a restriction to a submodel.

Corollary 4.39 Let ¢ € E(}{CH (A, P). Then ¢ — [¢p]y is valid. O

In particular, restriction to the (p-states themselves is a restriction to a sub-
model.
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Corollary 4.40 (Preserved formulas are successful)
Let ¢ € ‘C(I)(C[] (A, P). Then [p]yp is valid. O

This follows from Corollary 4.39 and Proposition 4.13.

Some successful formulas are not preserved, such as = K,p, see above.
There are more successful than preserved formulas, because the entailed
requirement that ¢ — [¥]p is valid for arbitrary v is much stronger than
the requirement that ¢ — [p]e is valid. In the last case we are only looking at
the very specific submodel resulting from the announcement of that formula,
not at arbitrary submodels.

A last ‘partial’ result states the obvious that

Proposition 4.41 Inconsistent formulas are successful. O

Exercise 4.42 In (Heza,012), Anne says to Bill: “(I hold card 0 and) You
don’t know that I hold card 0”. Show that this is an unsuccessful update.
In the resulting epistemic state Bill says to Anne: “But (I hold card 1 and)
you don’t know that I hold card 1”. Show that that is also an unsuccessful
update. O

Exercise 4.43 In (Heza,012), an outsider says to the players: “It is general
but not common knowledge that neither 201 nor 120 is the actual deal.” Show
that this is an unsuccessful update. O

4.8 Axiomatisation

We present both a Hilbert-style axiomatisation PA for the logic PA of pub-
lic announcements without common knowledge operators, and an extension
PAC of that axiomatisation for the logic PAC of public announcements (with
common knowledge operators). For the basic definitions and an introduction
in axiomatisations, see Chapter 2.

4.8.1 Public Announcement Logic without Common Knowledge

Definition 4.44 (Axiomatisation PA)

Given are a set of agents A and a set of atoms P, as usual. Table 4.1 presents
the axiomatisation PA (or PA(A, P), over the language Lk (A, P)); a € A
and p € P. O

Example 4.45 We show in PA that F [p]K,p. By the justification ‘proposi-
tional’ we mean that the step requires (one or more) tautologies and applica-
tions of modus ponens—and that we therefore refrain from showing that in
cumbersome detail.
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all instantiations of propositional tautologies

Ko(o — ) — (Kop — Ko1)) distribution of K, over —
Kop— truth

Kop — KoKqp positive introspection

—Kop — KoK negative introspection

[¢lp < (¢ — p) atomic permanence

[l < (v — =[ply) announcement and negation
[](¥ A x) < ([l A lplx) announcement and conjunction
[p] Kot < (¢ — Ka[p]¥) announcement and knowledge
[el[¥]x < [@ A lel]x announcement composition
From ¢ and ¢ — 9, infer ¢ modus ponens

From ¢, infer K,p necessitation of K,

O NS Otk W=

Table 4.1. The axiomatisation PA.

p—p tautology
[plp < (p — p) atomic permanence
[plp 1,2, propositional
Kalplp 3, necessitation
p — Kaplp 4, propositional
[p|Kup < (p — Kalplp) announcement and knowledge
[P|Kap 5,6, propositional

The following proposition lists some desirable properties of the axiomati-
sation—the proofs are left as an exercise to the reader.

Proposition 4.46 Some properties of PA are:

1.

Substitution of equals
If 4 < x, then - o(p/¥) < ¢(p/X).

. Partial functionality

F (o = [pl) < [l

. Public announcement and implication

F el — x) < (el — [elx) O

Exercise 4.47 Prove that the schema ()10 — [p]t) is derivable in PA. (This
is easy.) O

Exercise 4.48 Prove Proposition 4.46.1. (Use induction on the formula ¢.)O

Exercise 4.49 Prove Proposition 4.46.2. (Use induction on the formula 1. It
requires frequent applications of Proposition 4.46.1.) O

Exercise 4.50 Prove Proposition 4.46.3. (Use the equivalence ‘by definition’

of

o — b and =(p A ).) O
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Theorem 4.51 The axiomatisation PA (A, P) is sound and complete. O

To prove soundness and completeness of the axiomatisation PA for the
logic PA, we need to show that for arbitrary formulas ¢ € Lg: = ¢ iff F .
The soundness of all axioms involving announcements was already established
in previous sections. The soundness of the derivation rule ‘necessitation of
announcement’ is left as an exercise to the reader. The completeness of this
axiomatisation is shown in Chapter 7.

Exercise 4.52 Prove that the derivation rule ‘necessitation of announce-
ment’, “from ¢ follows [¢]¢”, is sound. d

4.8.2 Public Announcement Logic

The axiomatisation for public announcement logic PAC with common know-
ledge is more complex than that for public announcement logic PA without
common knowledge. The axiomatisation PAC (over the language Lxcyy) con-
sists of PA plus additional axioms and rules involving common knowledge. For
the convenience of the reader, we present the axiomatisation in its entirety.
The additional rules and axioms are at the end. In these rules and axioms,
B C A.

Definition 4.53 (Axiomatisation PAC)

The axiomatisation PAC (or PAC(A, P)) is defined in Table 4.2. O
all instantiations of propositional tautologies
Ko(p — ) — (Ko — Katp) distribution of K, over —
K.p— ¢ truth
Koo — K. Kqp positive introspection
—Kop — Ko Kap negative introspection
[elp (go — p) atomic permanence
[p]= < (¢ — —[p]Y) announcement and negation
(] (dz /\ X) ()Y A [e]x) announcement and conjunction
[p] Kot < (¢ — Kalpt) announcement and knowledge
[p][¥ }X = [0 A [el¥]x announcement composition
Ce(p — ¢) — (Cpp — Cp) distribution of Cg over —
Cpp — (0 NECpyp) mix of common knowledge
Cs(p — Egp) — (p — Ciyp) induction of common knowledge
From ¢ and ¢ — 9, infer ¢ modus ponens
From ¢, infer Kqp necessitation of K,
From ¢, infer Cpyp necessitation of Cp
From ¢, infer [¢]e necessitation of [1]
From x — [p]Y and x A ¢ — EBX, announcement and
infer x — [¢]CBY common knowledge

Table 4.2. The axiomatisation PAC.
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The induction axiom was already part of the axiomatisation S5C for the
logic S5C. Induction is derivable from PAC minus that axiom (see Exercise
4.55), but because we prefer to see PAC as an extension of S5C, we have
retained it in PAC. We continue with an example derivation in PAC.

Example 4.54 After the announcement that some atomic proposition is
false, this is commonly known. Formally: F [-p]C 4 —p.

L. =p— =(=p — p) tautology
2. [=plp < (=p — p) atomic permanence
3. —p — —[-plp 1,2, propositional
4. [=pl=p < (=p — =[-plp) announcement and negation
5. [-p]-p 3, 4, propositional
6. T — [-p|]-p 5, propositional (weakening)
T tautology
8. K,T 7, necessitation
9. TA—-p— KT 8, propositional (weakening)
10. TA-p— EaT 9 for all @ € A, propositional
11. T — [-p]Ca—p 10, 6, announcement and common knowledge
12. [=p]Ca—p 11, propositional O

Exercise 4.55 Show that ‘induction’; Cg(¢ — Epp) — ¢ — Cpyp, is deri-
vable in PAC without induction. g

Exercise 4.56 Show that [C4¢]Cay is derivable in PAC. (Use induction
on p.) O

Proposition 4.46 also holds for PAC. This requires one more inductive
case in the proofs of items 1 and 2, respectively, of the Proposition. We leave
it as an exercise.

Exercise 4.57 Prove the generalisations of Proposition 4.46. 0
Exercise 4.58 Show that F [¢]y iff F [¢]Cp. O
Theorem 4.59 The axiomatisation PAC(A, P) is sound and complete. [

For soundness it only remains to show that rule ‘announcement and com-
mon knowledge’ is validity preserving. This was already done in Proposition
4.26. A detailed completeness proof for PAC is found in Chapter 7.

4.9 Knowledge and Belief

There are alternative semantics for announcements if they may be not truthful
or not public. The treatment of private and other non-public announcements
is complex and will also receive attention in the coming chapters. For now,
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Figure 4.7. A weaker form of announcement.

suppose announcements are not necessarily truthful, but merely that they are
believed (to be true) by all agents. From an observer’s or meta-perspective
we then have no reason to remove any states from the domain where the
announcement is false. But your average gullible agent ‘of course’ accepts
the announcement as the truth: whatever the state of the world, after the
announcement the agent should believe that it was true. This can be achieved
if we generalise our perspective from that of models where all accessibility
relations are equivalence relations to that of arbitrary accessibility relations.
As in previous chapters whenever we had a more general modal perspective, we
therefore write R(s,t) instead of s ~ t. The result of an announcement is now,
unlike above, that the domain of the epistemic state remains unchanged, and
that for every state and for every agent, any state where the announcement is
true and that is accessible from that state for that agent, remains accessible.
Technically—let R’ be access in the resulting epistemic state:

R'(s,t) iff ( R(s,t)and M,tE @)

In Example 4.1, where Anne tells Bill the result of the United Agents stocks,
this would lead to the transition in Figure 4.7.

Note that in this case, where the actual state is 1, both agents still end up
commonly believing that p. If 0 had been the actual state, we would have to
assume that Anne was falsely informed in the letter that she received, and that
she did not even consider that possibility (nor Bill). Or, alternatively, that the
announcement was not by Anne to Bill (“You do not know that United Agents
is doing well”) but by an outsider to both: “Bill does not know that United
Agents is doing well”. This semantics for public announcement is suitable for
the introspective agents introduced in Chapter 2. The corresponding reduction
axiom for ‘introspective announcement’ is—it is of course more proper to write
B, instead of K, here

[¢]Bat) < Ba(ip — []h)
Now compare this with the reduction axiom for truthful announcement

[Pl Kot < (0 — Kalo]th)

of Section 4.5! Note that the latter can not be seen as a special case of the for-
mer, namely for knowledge, because the semantics of truthful announcement
is different from the semantics of introspective announcement.

The remaining sections present logical puzzles in detail.
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4.10 Muddy Children

Example 4.60 (Muddy Children) A group of children has been playing
outside and are called back into the house by their father. The children gather
round him. As one may imagine, some of them have become dirty from the
play and in particular: they may have mud on their forehead. Children can
only see whether other children are muddy, and not if there is any mud on their
own forehead. All this is commonly known, and the children are, obviously,
perfect logicians. Father now says: “At least one of you has mud on his or her
forehead.” And then: “Will those who know whether they are muddy please
step forward.” If nobody steps forward, father keeps repeating the request.
Prove that, if m of n children are muddy, the muddy children will step forward
after father has made his request m times. O

The Muddy Children puzzle is a classic example of unsuccessful updates:
from the ‘announcement’ that nobody knows whether he or she is muddy,
the muddy children may learn that they are muddy. Of course, ‘not stepping
forward’ is not a public announcement in the sense of an utterance. It is
more a ‘public truthful event’. That merely reveals the true nature of the
dynamic objects we are considering: information changing actions. Father’s
request to step forward—that is an utterance but not an information changing
announcement—should be seen as the facilitator of that event, or as a signal
synchronising the information change.

To give the general idea of the analysis using public announcement logic, we
look at the special case of three children Anne, Bill, and Cath (a, b, and ¢).
Suppose that Anne and Bill are muddy, and that Cath is not muddy. After
two requests from Father the muddy children know that they are muddy and
will step forward. Informally their knowledge can be explained as follows.

Suppose you are Anne. Then you see that Bill is muddy and Cath is not.
Now Father says that at least one child is muddy. Now if you were not muddy,
Bill cannot see anyone who is muddy, and therefore he would infer that he is
muddy. Father now asks those children who know whether they are muddy to
step forward, and none step forward. You conclude that Bill did not know that
he was muddy. Therefore, the tentative hypothesis that you are not muddy is
incorrect, and as there are only two possibilities, you must therefore be muddy
yourself. Therefore, the next time the father asks you to step forward if you
know whether you are muddy, you step forward.

The situation is the same for Bill. Therefore he steps forward too after the
second request.

We can represent the initial situation of the (three) muddy children prob-
lem with a cube. Each of the three children can be muddy or not. For this
we introduce three atomic propositions mg, myg, m.. Therefore there are eight
possible states. We call the model for three children Cube. See the top-left
corner of Figure 4.8. The states are labelled xyz, where z,y, z € {0, 1}, where



94 4 Public Announcements

111 011

111

/ /
010 ———a 110 o0Zz— 1 4

110

001 a —[——101 001 a ——|———101

000

100 100

—(Kama V Ko—ma) A =(KympV

Ky—mp) A —(Keme V Kemme)

011

(Kama V Ka=ma)A b

(Kymp V Kp—my)

101

Figure 4.8. The top-left corner depicts the epistemic state where Anne and Bill are
muddy, and Cath is not. The first transition depicts the effect of the announcement
that at least one child is muddy. The second transition depicts the effect of no child
stepping forward, i.e., an announcement that nobody knows whether (s)he is muddy.
This is an unsuccessful update. The last transition depicts the result of Anne and
Bill stepping forward, because they both know whether (that) they are muddy.

x = 1 means that Anne is muddy, and y = 0 means that Bill is not muddy,
etc. In state 110, for instance, a and b are muddy, but ¢ is not. Let us assume
that 110 is the actual state. Although it is the case in 110 that everybody
knows there is at least one muddy child this is not common knowledge. For
example, a considers it possible that b considers it possible that no child
is muddy. Formally, we have that Cube,110 = E.p.(m1 V ma V mg3), but
that Cube, 110 = —Cgape(my V mg V mg), because 110 ~, 010 ~; 000 and
C’U,b(i, 000 ': _|(7TL1 V meo V mg).

Father’s announcement that at least one of the children is muddy is an
announcement of the formula mg, V my V m.. Let us abbreviate this formula
with muddy:

muddy = mq1 V ms V mg
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The formula muddy is false in the state 000, therefore by the semantics of pub-
lic announcements we get a new model where this state has been eliminated,
and the accessibility relations are adapted accordingly. See the top-right cor-
ner of Figure 4.8. One can simply check that Cube|muddy, 110 = Cyp.muddy.
Therefore this is a successful update in (Cube, 110). After the announcement
that at least one child is muddy, at least one child is muddy.

The epistemic state we have thus acquired, has a special feature. When
one focuses on the states where exactly one child is muddy, one sees that
each of these states is indistinguishable from another state for only two of the
children. That means that one child knows what the actual state would be if
there were only one muddy child. In particular, the child who knows what the
actual state would be, knows it is muddy. For instance:

Cube|muddy, 100 = K,m,

Now the father asks those children who know whether they are muddy to step
forward. When no one steps forward, this means that no child knows whether it
is muddy. The formula that expresses that at least one child knows whether
it is muddy, is knowmuddy (unlike ‘knowing that ¢’, K¢, ‘knowing whether ¢’
is described by K¢ V K—y).

knowmuddy = (K,m, V Ko—mg) V (Kymp V Kp—my) V (Keme V K.omy)

When none of the children step forward, this corresponds to the ‘announce-
ment’ of —knowmuddy. Consequently, those states where exactly one child is
muddy are eliminated by this announcement. We get the bottom-right epis-
temic state shown in Figure 4.8.

The announcement that none of the children know whether they are muddy
yields a situation where Anne and Bill know that they are muddy. Before the
announcement, Anne knows that if she is not muddy, then Bill learns that he
is muddy, and Bill knows that if he is not muddy, then Anne learns that she is
muddy. By observing that none of the children know, Anne and Bill can infer
that they must be muddy themselves. From Kpm, follows Kymy V Kp—my,
from which follows knowmuddy. Therefore —knowmuddy is false, therefore
—knowmuddy is an unsuccessful update in (Cube|muddy, 110). :

Cube|muddy, 110 |= (—knowmuddy)knowmuddy

In the epistemic state (Cube|muddy|—knowmuddy, 110) it is not merely the case
that knowmuddy is true (at least one of Anne, Bill, and Cath know whether
they are muddy), but Anne and Bill both know whether they are muddy
(because they both know that they are muddy). The transition induced by
this ‘announcement’ of (K,m, V K,—m,) A (Kpymp V Kp—my) results in the
model in the bottom-left corner of Figure 4.8. In this singleton epistemic state
there is full knowledge of the state of the world.

If all three children had been muddy, —knowmuddy would have been a
successful update in epistemic state (Cube|muddy, 111):

Cube|muddy, 111 = (—=knowmuddy)—knowmuddy



96 4 Public Announcements

This is because in that state of the model, even at the bottom-right of Figure
4.8, every child still considers it possible that it is not muddy. Of course, in
that case father’s third request reveals an unsuccessful update:

Cube|muddy|—knowmuddy, 111 |= (—=knowmuddy)knowmuddy

Exercise 4.61 Prove that for the general situation of n children of which
m are muddy, after m requests of father asking the muddy children to step
forward, the muddy children will step forward. O

Exercise 4.62 Suppose Father’s first utterance was not ‘At least one of you
is muddy’ but ‘Anne is muddy’. What will now happen after Father’s request,
and after his repeated request? O

4.11 Sum and Product

Example 4.63 (Sum and Product) A says to S and P: “I have chosen
two natural numbers x and y such that 1 < z < y and =z +y < 100. I am now
going to announce their sum s = x + y to S only, and their product p =2 -y
to P only. The content of these announcements remains a secret.” He acts
accordingly. The following conversation between S and P then takes place:

1. P says: “I don’t know the numbers.”
2. S: “I knew that.”

3. P: “Now I know the numbers.”

4. S: “Now I know them too.”

Determine the numbers = and y. g

Without giving away the solution, we will make some remarks about the
problem from a semantic epistemic viewpoint. It is clear that the puzzle can
be solved by starting with an epistemic model consisting of points (x,y) with
2 <z <y < 98. The two accessibility relations are quite obvious as well:

(z,y) ~s5 (',y) iff z+y=a"+y
(z,y) ~p (o'y) iff z-y=2"-y

Now, according to the first statement by P, we may remove all points
that are only ~p-accessible to themselves; and the answer by S allows us
to remove all points—in the original model—that are ~g-accessible to such
points that are only ~ p-accessible to themselves. Continuing like this, the one
possible answer is derived.

Interestingly enough, if the lower and/or upper bounds of the numbers
x and y are relaxed, it may not be the case anymore that there is a single
possible answer. It is even so, that other pairs (z,y) with 2 < z <y < 98
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may then give rise to the first two lines in the conversation above. Worse than
that, for some other bounds on these numbers there is again a unique solution
in the 2-98 range—so the same conversation may take place—but one that is
different from the solution when it is known at the outset that 2 < z < y < 98.

For a modelling in public announcement logic, let x and y stay as well for
the atomic propositions ‘the first number is z” and ‘the second number is gy’
respectively. We then have that ‘S knows the numbers’ is described by the
formula Ay, o, <os((z Ay) — Ks(z Ay)), and ‘P knows the numbers’ by

/\2§x<y§98(($ ANy) — Kp(z Ay)).

Another interesting consideration is to determine which points are reach-
able ({S, P}-accessible) from each other for the epistemic models modelling
the stages in the conversation. This allows one to compute the common know-
ledge among S and P at any stage. For the first moment described in the
puzzle, just before the conversation starts, all points (z,y) with z +y > 7
are reachable from each other. As there are no solutions for z +y < 7 (try
it!), this means that at the starting point of the problem, even if the two
agents have quite strong distributed knowledge, only one thing is common
knowledge, namely that z +y > 7.

Exercise 4.64 Determine the unique solution of the ‘Sum and Product’-
problem, for the given bounds. O

Exercise 4.65 Describe all four announcements in public announcement
logic. O

Exercise 4.66 Show that announcement 2 is an unsuccessful update. Show
that the sequence of all four announcements, when seen as a single announce-
ment by using composition, is an unsuccessful update. O

4.12 Russian Cards

Example 4.67 From a pack of seven known cards 0,1,2,3,4,5,6 Anne and
Bill each draw three cards and Cath gets the remaining card. How can Anne
and Bill openly inform each other about their cards, without Cath learning
for any of their cards who holds it?

Without loss of generality, suppose that Anne draws {0,1,2}, that
Bill draws {3,4,5}, and Cath 6. Any sequence of public announcements
is allowed. O

All announcements must be public and truthful. First, consider what Anne
may and may not say. Suppose she says “I have 0 or 5”. Anne cannot distin-
guish that announcement from “I have 0 or 6”. From that, Cath would learn
that Anne has 0. Lost. So Anne is not likely to say that.
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Suppose, instead, Anne says “I have 0 or 1 or 5”. Cath can have at most
one of these three cards. Therefore she remains uncertain about the ownership
of the other two. But how to continue? And can we explore such statements
systematically? Because she might as well have said something like “I have 0
or 1 or two out of 2, 3, 4, and if I hold 6 then Bill holds 4 or 5, unless ...”

First, a word on the structures underlying our reasoning about this prob-
lem. Given a stack of known cards and some players, the players blindly draw
some cards from the stack. In a state where cards are dealt in that way,
but where no game actions of whatever kind have been done, it is commonly
known what the cards are, that they are all different, how many cards each
player holds, and that players only know their own cards. From the last it
follows that two deals are the same for an agent, if he holds the same cards in
both, and if all players hold the same number of cards in both. This induces
an equivalence relation on deals. In model Hexa from Example 4.2 each player
gets a single card. Now, two players have three cards instead.

The general perspective is a card deal d that we see as a function that
assigns cards Q to players (agents) A. The size fd of a deal of cards d lists
for each player how many cards he holds. Two deals d,e € (Q — A) are
indistinguishable (‘the same’) for a player a € A if fd = fe and d~!(a) =
e 1(a). For the deal where Anne holds 0,1,2, Bill holds 3,4,5, and Cath
holds 6, we informally write 012.345.6, etc.

For a given deal d, an epistemic state represents the knowledge that players
have about each other, specifically, that the players only know their own cards.
Its domain consists of all deals where the players hold the same number of
cards as in d, i.e., all deals of size fid. The accessibility relations for the players
are of course precisely those induced by the indistinguishability between deals
given above. Facts about card ownership are written as g, for ‘card ¢ is held
by player a’. The valuation of a state in the domain corresponds to the card
deal that the state stands for, d € V,_ iff player a holds card ¢ in deal d.

The specific epistemic model for the deal 012.345.6 that we investigate
we call Russian, so that epistemic state (Russian, 012.345.6) formally encodes
the knowledge of the players Anne, Bill and Cath (a, b, ¢) in this card deal. It
consists of (7) (4) (}) = 140 deals. The description 6% of card deal d sums up

3/\3
the valuation, e.g.,

§012:3456 — 0 A1y A 20 A =34 A oo A=0p A oo A =B A 6,

The description §¢ of the hand of player a is the restriction of the description
of the deal to all atoms ‘about that player’, e.g., Anne’s hand {0,1,2} is
described by

6212.345.6 — Oa A la A 2@ A _‘3(1 N _'4(L A _\5(1 AN _\6a

For §912:345-6 we also write 012,, etc. Some typical formulas satisfied in the
epistemic state (Russian, 012.345.6) are: K,0, for: ‘Anne knows that she holds
card 0’; Kp—K,3, for: ‘Bill knows that Anne doesn’t know that he holds
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card 3’; and Clpe vdED(Russian) K,0¢ for: ‘it is common knowledge that Anne
knows her own hand of cards’.

After a sequence of announcements that is a solution of the Russian Cards
problem, it should hold that Anne knows Bill’s cards, Bill knows Anne’s cards,
and Cath does not know any of Anne’s or Bill’s cards. So, at first sight, the
following postconditions are sufficient:

Definition 4.68 Given a card deal d, in the epistemic state (D, d) where the
problem is solved it must hold that:

aknowsbs = A cp(py (65 — Kady)
bknowsas = A cpp) (6 — Kpdg)
cignorant = A o A,—op 7EKecn O

We will now consider whether and how some specific protocols satisfy these
conditions. First consider:

Example 4.69 Anne says: “I have {0, 1,2}, or Bill has {0,1,2},” and Bill
says: “I have {3,4,5}, or Anne has {3,4,5}.” O

Update of (Russian,012.345.6) with 012, V 012, results in an epistemic state
that consists of eight card deals (see Figure 4.9), and where cignorant holds
but not common knowledge of it. Subsequent update with 345, V 345, results
in an epistemic state consisting of the two deals 012.345.6 and 345.012.6,
that are the same for Cath and different for Anne and Bill, so that common
knowledge of cignorant, aknowsbs and bknowsas holds. However, this is not a
fair treatment of the information:

012.345.6 — ¢ — 345.012.6

a b
140 |
012.346.5 — ¢ — 346.012.5
0124 V 012,
013.456.2 -
a b
012.345.6 |
012.356.4 — ¢ — 356.012.4
234.016.5
. )

|
012.456.3 — ¢ —456.012.3

Figure 4.9. After Anne says: “I have 012 or Bill has 012”7, it may appear that the
eight-deal epistemic state on the right results. But actually, that would be the result
of an ‘insider’ revealing that “Anne has 012 or Bill has 012”. Because Anne knows
that her announcement is true, its meaning is not 012, V 012, but K,(012, V 012;),
and a four-deal epistemic state instead results, wherein Cath knows the card deal.
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A merely truthful public announcement of ¢ by an agent a would indeed
correspond to an update with ¢, but an announcement based on a’s informa-
tion corresponds to an update with K p. If Anne’s announcements had been
made by an nsider i, a virtual player who can look in everybody’s cards,
or differently said, a player whose accessibility on the epistemic state is the
identity relation, the update would indeed have been ¢, because in this case ¢
is equivalent to K;p. But Anne knows less than an insider, and therefore her
announcements are more informative. Typically, ¢ can be true but not known
by Anne, so K,¢ holds in fewer worlds of the current epistemic state than ¢.

As it is common knowledge that Anne initially does not know any of Bill’s
cards, she can only truthfully announce “I have {0, 1,2}, or Bill has {0, 1,2}”
if she actually holds {0, 1,2}. We can see this as follows.

Suppose, for example, that Anne’s hand had been {3,4,6} instead. Then
the disjunction 012,V 012, must be true, given that 012, is false, because 012,
is true: Bill has {0, 1,2}. If Anne had held {3, 4, 6}, she could not have known
012 to be true in the state where she only knows her own cards. Therefore,
she could not have announced 012, V 012, if she held {3,4,6}. Similarly for
the three other deals in which Anne does not hold 012, including the deal
345.012.6 that is the alternative for Cath given actual deal 012.345.6.

In other words: an update with K,(012, V 012;) in (Russian,012.345.6)
already restricts Russian to those four worlds where Anne’s hand is 012. These
are the deals 012.345.6,012.346.5,012.356.4,012.456.3, that are all different
for Bill and for Cath. After that update, Cath knows all of Anne’s cards, so
cignorant is definitely false. Formally, the difference between the two updates
can be expressed as:

Russian, 012.345.6 = [012, V 012;]cignorant
Russian, 012.345.6 [~ [K,(012, V 012;)]cignorant

After update with K,(012, V 012;), a further update with K(345, V 345;)
results in a singleton epistemic state where it is common knowledge that
012.345.6 is the deal of cards.

It is rather obvious that players’ announcements should be based on their
information. We now move to the less obvious:

Example 4.70 Anne says: “I don’t have 6,” and Bill says: “Neither have 1.7

After the first announcement cignorant holds, and (g) (431) = 80 card deals
remain. After Bill’s announcement aknowsbs and bknowsas hold as well, and
again all three are even commonly known, and 20 card deals remain. What is
wrong here? In the initial epistemic state, Anne cannot distinguish actual deal
012.345.6 from deal 012.346.4. If 012.346.4 had been the deal, after Anne’s
announcement Cath would have known the owner of one of the cards not
held by itself, so cignorant fails again. So even though for the actual deal
012.345.6 postcondition cignorant holds after Anne’s announcement, Anne
does not know that. Formally:
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Russian, 012.345.6 = [K,—6,]cignorant
Russian, 012.345.6 £~ [K,—6,]K,cignorant

It may even be less obvious why the following is also not a solution:

Example

—1g A2,

4.71 Anne says: “I have {0,1,2}, or I don’t have any of these
cards,” and Bill says: “I have {3,4,5}, or I don’t have any of these cards.” J

After an update of (Russian,012.345.6) with (K,first =) K,(012, V (=0, A
)) we reach an epistemic state that consists of 20 card deals. See

Figure 4.10.

140

013.456.2

012.345.6
234.016.5

Ko(0124 V (504 A =1 A 124))

012.345.6 — a —012.346.5— a —012.356.4— a — 012.456.3

C C & C

345.012.6 — b — 346.012.5— b — 356.012.4 — b —456.012.3

a a a a

345.016.2 — ¢ — 346.015.2 — ¢ — 356.014.2 — ¢ —456.013.2

a a a a

345.026.1 — ¢ — 346.025.1 — ¢ — 356.024.1 — ¢ — 456.023.1

a a a a

345.126.0 — ¢ — 346.125.0 — ¢ — 356.124.0 — ¢ — 456.123.0

Figure 4.10. Anne says: “I have {0, 1,2} or I have none of these cards.”
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By a further update with K} (345, V (=3, A =4, A —5p)) we again reach
the epistemic state that consists of deals 012.345.6 and 345.012.6 that are the
same for Cath and different for Anne and Bill. Example 4.70 can be said to
be ‘unsafe’ in the sense that another execution of the apparently underlying
protocol (namely Anne saying: “I don’t have 4”) would have resulted in Cath
learning her cards. Instead, in the protocol underlying Example 4.71, Anne’s
announcement seems ‘safe’ in that respect: no other execution of the protocol
would have resulted in Cath learning any of her cards. Therefore, indeed, Anne
knows that Cath is ignorant of her cards after her announcement. However,
Cath does not know that, and, surprisingly, Cath can derive factual knowledge
from that ignorance. Cath rightfully assumes that Anne would not dare make
an unsafe communication: Anne wants to know that after her announcement
Cath does not know any of her cards. Therefore, the update corresponding to
first is not just K,first but K,first A [K,first] K cignorant: “I know that first,
and that after having said that, Cath doesn’t know my cards.”

For Cath, only deal 345.012.6 is the same as 012.345.6 after update with
K, first. If the deal had been 345.012.6, Anne could have imagined it to have
been, e.g., 345.016.2. In that case it would have been informative for Cath
when Anne had announced first: Cath would have known that Anne does not
have 0, 1, and 2: so cignorant is not true. We now can wind up the argu-
ment: because cignorant does not hold after announcement of K,first in deal
345.016.2 of the restricted model, K,cignorant does not hold after announce-
ment of K, first, in 345.012.6, therefore K, first A [K,first] K, cignorant does not
hold in deal 345.012.6 of the initial epistemic state, so updating with that
formula results in deal 345.012.6 of Russian being deleted. But as this was
the only alternative for Cath in that model, Cath now knows that the deal is
012.345.6, so Cath knows all of Anne’s cards! Formally:

Russian, 012.345.6 |= [Kfirst]cignorant

Russian, 012.345.6 = [Kfirst] K,cignorant

Russian, 012.345.6 [~ [K,first] K. K ,cignorant

Russian, 012.345.6 = [Kfirst A [K,first] K, cignorant]—cignorant

and therefore as well, just to make the unsuccessful update stand out:
Russian| K first,012.345.6 = (K, cignorant)—K ,cignorant

In other words: Cath does not learn Anne’s cards from the mere fact that her
announcement is based on her information. Instead, Cath learns Anne’s cards
from her intention to prevent Cath learning her cards. Without that intention,
Cath would not have learnt Anne’s cards. This is an interesting new type of
unsuccessful update.

If, instead, Anne’s intention is to guarantee Cgyp.Cignorant, it is no longer pos-
sible that this unintentionally provides factual information to Cath, in other
words, the unsuccessful update just described can then no longer occur. This
is because updates with publicly known information are always successful:
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M, s = [Kop A [Kap]Capecignorant]Cypecignorant

& announcement composition
M, s & [Ko9][Capccignorant]Cypecignorant

P

M|Kqp, s | [Capccignorant]Cyp.cignorant

2N Proposition 4.36
true

To summarise our results, if Anne says ¢ with the intention of solving the
Russian Cards problem, this is not just an announcement of ¢, but actu-
ally an announcement of K,¢ A [Kq,¢|Capccignorant. This is called a safe
announcement. It will be clear, that a solution to the problem consists of
a sequence of such safe announcements. If it is common knowledge after
such a sequence that Anne and Bill know each other’s hand of cards, i.e.,
Capcaknowsbs and Cp.bknowsas are true, then we have indeed a solution. A
somewhat weaker requirement seems to be sufficient, namely that (only) Anne
and Bill and not necessarily Cath have that common knowledge (C,paknowsbs
and Cypbknowsas), but we will overlook those details here.

A few more things are relevant to observe. First, on domains of card deals
all announcements are equivalent to ‘one of the following card deals is actually
the case’. This is, because the effect of an announcement is a restriction of
the domain, and that domain consists of a finite number of all different card
deals. But beyond that, all announcements by the agents in question are
equivalent to ‘I hold one of the following hands of cards’. This is, because a
player a’s announcement of ¢ means, as we have seen, at least K,¢, and the
denotation of that is a finite number of a-equivalence classes in the domain of
card deals, where, given the structure of the initial model, each such class is
characterised by a hand of cards. This greatly simplifies the search for solutions
of the Russian Cards problem. Finally, given that the domain is finite, only
a finite number of informative announcements can be made. An informative
announcement is quite simply one wherein a player announces that at least
one from his commonly known set of hands is not his actual hand. It can be
easily seen that uninformative announcements serve no role in protocols to
solve the cards problem.

We continue with some example solutions, by way of exercises:

Exercise 4.72 (A five hand solution) Assume deal of cards 012.345.6.
Show that the following is a solution: Anne announces: “I have one of
{012,034, 056, 135,246},” and Bill announces “Cath has card 6.” O

Exercise 4.73 (A six hand solution) Assume deal of cards 012.345.6.
Show that the following is a solution: Anne announces: “I have one of
{012,034, 056, 135, 146,236},” and Bill announces “Cath has card 6.” O

Exercise 4.74 (A seven hand solution) Assume deal of cards 012.345.6.
Show that the following is a solution: Anne announces: “I have one of
{012,034, 056, 135, 146, 236,245},” and Bill announces “Cath has card 6.” O
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Exercise 4.75 Show that no solution consists of less than five hands. O

Exercise 4.76 Anne announces: “The sum of my cards modulo 7 is 3,” and
Bill announces “Cath has card 6.” Show this is also a solution. What if the
actual deal of cards had not been 012.345.67 O

A final exercise makes clear that the last word has not yet been said on
such cryptography for ideal agents:

Exercise 4.77 Assume deal of cards 012.345.6. Anne now adds one other
hand, namely 245, to the five-hand solution in Exercise 4.72. Anne announces:
“I have one of {012,034, 056,135,245, 246},” and Bill announces “Cath has
card 6.” Are the announcements safe? Show that it is not common knowledge
that Bill has learnt Anne’s cards. What is known instead? O

This sequence is only a solution of ‘length two’ to the Russian Cards prob-
lem on the assumption that it is not common knowledge that the solution will
have length two. Because, if that is common knowledge, Cath would, after
all, learn that Anne holds 0. Analysis of the underlying protocol and of up to
three more announcements reveals that, after all, this does not provide a new
solution to the problem.

4.13 Notes

Public announcements The logic PA of multi-agent epistemic logic with
public announcements and without common knowledge has been formulated
and axiomatised by Plaza [168], and, independently, for the somewhat more
general case of introspective agents, by Gerbrandy and Groeneveld [77]. In
[168], public announcement is seen as a binary operation +, such that ¢ + ¥
is equivalent to ().t

The axiomatisation of the logic Lx ¢y of public announcements with com-
mon knowledge has been established by Baltag, Moss, and Solecki [11], see
also [12, 10]; the completeness of PAC is a special case of the completeness
of their more general logic of action models—see also Chapter 6. A simplified,
direct completeness proof for PAC, by Kooi, is presented in Chapter 7.

! In the expression [¢]y we introduced [], in Definition 4.7, as a wnary operator
on L ey formulas, with a formula ¢ as input and a dynamic modal operator [¢]
as output. But a different viewpoint is to think of a public announcement as a
binary operator on formulas: [-]- : Lxcp X Lxeop — Lkcop, so that we have that
([1)(p, ) = [¢]p. That would be an unusual notation for a binary operator, and
one might instead prefer prefix or infix notation, such as the mentioned ¢ +
for ()1, in Plaza. The viewpoint of an announcement as a binary operation on
formulas does not generalise to more complex updates or epistemic actions, where
the program being executed cannot be identified with a formula.



4.13 Notes 105

Precursors of public announcement logic There are a fair number
of precursors of these results. There is (i) a prior line of research in dynamic
modal approaches to semantics, not necessarily also epistemic, and (ii) a prior
line of research in meta-level descriptions of epistemic change, not necessarily
on the object level as in dynamic modal approaches—partly also addressed
in Chapter 3 and in the introductory Chapter 1. We will discuss (i) in some
detail.

An approach roughly known as ‘dynamic semantics’ or ‘update semantics’
was followed in van Emde Boas, Groenendijk, and Stokhof [60], Landman
[123], Groeneveld [82], and Veltman [191]. There are strong relations between
that and more PDL-motivated work by de Rijke [176], and Jaspars [110].
As background literature to various dynamic features we recommend van
Benthem [21, 20]. More motivated by runs in interpreted systems is van
Linder, van der Hoek, and Meyer [131]. All these approaches use dynamic
modal operators for information change, but (1) typically not (except [131])
in a multi-modal language that also has epistemic operators, (2) typically
not for more than one agent, and (3) not necessarily such that the effects
of announcements or updates are defined given the update formula and the
current information state: the PDL-related and interpreted system related
approaches presuppose a transition relation between information states, such
as for atomic actions in PDL.

We outline, somewhat arbitrarily, some features of these approaches.
Groeneveld’s approach [82] is typical for dynamic semantics in that is has
formulas [p],1¥ to express that after an update of agent a’s information with
@, 1 is true. His work was later merged with that of Gerbrandy, resulting
in the seminal [77]. De Rijke [176] defines theory change operators [+¢] and
[*¢] with a dynamic interpretation that link an enriched dynamic modal lan-
guage to AGM-type theory revision [3], as already presented in Chapter 3. In
functionality, it is not dissimilar from Jaspars [110] p-addition (i.e., expan-
sion) operators [p], and @-retraction (i.e., contraction) operators [p]4, called
updates and downdates by Jaspars. Van Linder, van der Hoek, and Meyer
[131] use a setting that combines dynamic effects with knowledge and belief,
but to interpret their (various) action operators they assume an explicit tran-
sition relation as part of the Kripke structure interpreting such descriptions.

As somewhat parallel developments to [75] we also mention Lomuscio and
Ryan [137]. They do not define dynamic modal operators in the language, but
they define epistemic state transformers that clearly correspond to the inter-
pretation of such operators: M * ¢ is the result of refining epistemic model
M with a formula ¢, etc. Their semantics for updates is only an approzima-
tion of public announcement logic, as the operation is only defined for finite
(approximations of) models.

For the other line of research leading up to public announcement logic,
namely in meta-level descriptions of epistemic change, a comprehensive
overview is beyond the scope of these notes. For an example, we refer to
the work of Fagin, Halpern, Vardi, and Moses [62], and that of van der
Meyden [146].
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Semantics of public announcement The semantics of public announce-
ment in Definition 4.7 is actually slightly imprecise. Consider what happens
if in the phrase

M,s =gl iff M, s |= ¢ implies Mlp,s |= 1

the formula ¢ is false in M, s. In that case, M|y, s |= 1 is undefined, because s
is now not part of the domain of the model M|p. Apparently, we ‘informally’
use that an implication ‘left implies right’ in the meta-language is not just
true when ‘left is false or right is true’ in the standard binary sense, where
both left and right are defined, but also when left is false even when right is
undefined. An alternative definition of the semantics of public announcement,
that does not have that informality, is

M,s = [p]y iff for all (M',s") such that (M, s)[¢](M',s") : (M',s") E

where (M, s)[p](M’', s") iff M’ = M|p and s = s’. This is the standard form
of a binary relation (between epistemic states). The interpretation of more
general epistemic actions will have this form as well.

Theory of public announcement logic The logic PAC is not a normal
modal logic, as it is not closed under uniform substitution of propositional
variables. For example, even though [p]p is a theorem, [p A = K,p|(p A 7 K,p)
is obviously not. This also makes it quite clear that ‘announcement’ is
undefinable in the language L without announcements: []t) is not equivalent
to some x(¢,v) € Lk, i.e., to some formula constructed with propositional
and individual epistemic operators from occurrences of ¢ and . Because an-
nouncement can be seen as a binary operation on formulas, this was a relevant
consideration at the inception of this logic by Plaza [168].

For completeness issues, see Chapter 7, and for expressivity results, see
Chapter 8. The logic PA is compact and strongly complete [12]. (Given X = ¢
we also have X F ¢, and as all proofs are finite only a finite subset ¥’ C X can
have been used in the proof. But then also ¥/ |= ¢.) For complexity issues,
we refer to Halpern and Moses [89]—note that every Ly formula is logically
equivalent to a Lx formula—and to the recent results obtained by Lutz in
[138]. The logic PAC is not strongly complete (nor compact). This is due
to the infinitary character of the common knowledge operators, similarly to
related ‘problems’ for PDL. For various theoretical issues, see [12] and the
standard reference volumes [29, 118, 89].

Unsuccessful updates The term ‘unsuccessful update’ was coined by
Gerbrandy [75]. Van Benthem [23] formulated and proved Proposition 4.37,
that the fragment ’C(IJ(C[] is preserved under submodels, for a similar fragment,
namely without common knowledge and without any announcement opera-
tors. However, also the converse held for that fragment, i.e., if a formula of
the language is preserved under submodels, then it is in the fragment. It is
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unknown whether this also holds for L(}{CH. The result formulated in Proposi-

tion 4.37 is also rather like a result of Gerbrandy [75, pp.100-101]. He proved,
for a slightly different notion of (successful) updates, and a language without
common knowledge, that formulas are successful if epistemic formulas do not
occur within the scope of an odd number of negations. Proposition 4.36 was
established by van Ditmarsch [47]. A syntactic characterisation of the suc-
cessful formulas has, as far as we know, not been found. That inconsistent
formulas are unsuccessful (Proposition 4.41) was observed by Ji Ruan, Wiebe
van der Hoek, and Gabriel Sandu. Two investigations on unsuccessful updates
are to appear in the journal Synthese: [51] reflects the presentation given in
this chapter, and Gerbrandy’s [76] is similar to [75].

The notion of unsuccessful update is of course a (negative) derivative from
the ‘success postulate’ in belief revision (Chapter 3). It can also be seen as
a dynamic generalisation of one particular type of Moore-sentence, namely
pA—Kp. This sentence cannot be believed, or known, after its announcement.
Hintikka’s ‘Knowledge and belief’ [99, p.64] provides a list of excellent refer-
ences on this topic, of which the most proper first backreference is Moore’s “A
reply to my critics”, a chapter in the ‘Library of Living Philosophers’ volume
dedicated to him, wherein Moore writes

I went to the pictures last Tuesday, but I don’t believe that I did’ is a
perfectly absurd thing to say, although what is asserted is something
which is perfectly possibly logically. [151, p.543]

The further development of this notion firstly puts Moore-sentences in a multi-
agent perspective of announcements of the form ‘p is true and you don’t
believe that’, and secondly puts Moore-sentences in a dynamic perspective of
the unsuccessful update that cannot be believed after being announced.

Muddy Children The Muddy Children puzzle is one of the best known
puzzles that involve knowledge. It is known that versions of this puzzle were
circulating in the fifties. The earliest source that we know (1956—recently
found by Verbrugge and van Ditmarsch) is a ‘coloured hat’ version of this puz-
zle, by van Tilburg [189]. This is one of 626 so-called ‘Breinbrouwsels’ (Brain
Brews) that appeared as mathematical entertainment in the weekly (Dutch
language) journal ‘Katholieke Illustratie’, from 1954 to 1965. Another early
source of the puzzle (1958) is a puzzle book by Gamow and Stern [70]. They
present what is known as the ‘cheating wives’ version. A version with cheating
husbands rather than wives can be found in Moses, Dolev, and Halpern [154].
Another version features wise men, see McCarthy [141]. The version that is
most popular today involves muddy children. It was introduced in Barwise
[14]. The introduction to epistemic logic by Fagin et al. [62] is largely based
on a wonderful exploration of this muddy children problem, and it also plays a
major part in Meyer and van der Hoek’s [148]. Parikh [163] analyses what hap-
pens if even one child does not reason perfectly and fails to respond properly.
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The first analysis of this problem with epistemic logic was presented in
[154], where the dynamics was modelled on the meta-level rather than in the
logical language. The first object level treatment of this problem using public
announcement logic was by [168]. An analysis of the problem using dynamic
epistemic logic can be found in [75].

Sum and Product The Sum and Product riddle was first presented
by Freudenthal in [66, 67]. It then later surfaced again in McCarthy [141]—
who was unaware at that time of the origin of this problem (personal
communication). Versions of the problem—different announcements, differ-
ent ranges for the numbers—elicited much discussion since its inception in
Freudenthal [66]. This includes [72, 179, 109] and a website maintained by
Sillke that contains many other references: www.mathematic.uni-bielefeld.
de/~sillke/PUZZLES/logic_sum_product. More geared towards an epis-
temic logical audience are [141, 168, 160, 144, 104]. McCarthy [141] models
the problem elegantly in modal logic, for processing in the (first-order) logic
theorem prover FOL. This includes an off-hand ‘avant la lettre’ introduction
of what clearly corresponds to the essential concept of common knowledge:
what Sum and Product commonly know is crucial to a clear understanding of
the problem. Plaza [168] models the problem in public announcement logic.
The results on common knowledge in Sum and Product are by Panti [160];
these are actually for a variant of the puzzle where the upper bound of 99 is
given as a fact but not as common knowledge. Van der Meyden [144] suggests
a solution in temporal epistemic logic.

Russian Cards The Russian Cards problem was originally presented at
the Moscow Mathematics Olympiad in 2000, suggested by A. Shapovalov.
The intended solution was that Anne announces the sum of her cards modulo
7, and that Bill then announces Cath’s card. The jury was puzzled by ‘non-
solutions’ of the form “I have hand 012 or Bill has hand 012”, as discussed in
Section 4.12. See Makarychevs’ piece in the Mathematical Intelligencer [139].
Alexander Shen, Moscow, has been very helpful with inside information on the
history of this riddle. Publications on this problem include van Ditmarsch [47],
and Atkinson and collaborators [1]—there is a relation to certain problems in
cryptography and block design.



5

Epistemic Actions

5.1 Introduction

The previous chapter dealt with public announcements. There are various
more complex ‘updates’; or, as we call them, epistemic actions. This chapter
introduces a language and logic for epistemic actions. Public announcements
are epistemic actions that convey the same information for all agents. They
result in a restriction of the domain of the model and therefore in a restric-
tion of the corresponding accessibility relations. More complex epistemic act-
ions convey different information to different agents. They may result in the
refinement of accessibility relations while the domain of the model remains
unchanged, and they may even result in the enlargement of the domain of the
model (and its structure), even when the complexity is measured by the num-
ber of non-bisimilar states. We start with a motivating example. Reconsider
Example 4.1 on page 67 of the previous chapter ‘public announcements’.

Example 5.1 (Buy or sell?) Consider two stockbrokers Anne and Bill,
having a little break in a Wall Street bar, sitting at a table. A messenger
comes in and delivers a letter to Anne. On the envelope is written “urgently
requested data on United Agents”. g

As before, we model this as an epistemic state for one atom p, describing
‘the letter contains the information that United Agents is doing well’, so that
—p stands for United Agents not doing well. And it is reasonable to assume
that both Anne (a) and Bill (b) know what information on United Agents
is due, as this was announced by the messenger in their presence. In other
words: a and b are both uncertain about the value of p, and this is common
knowledge. In fact, p is true. Unlike before, where we assumed Anne had read
the letter, we start with the initial situation where both Anne and Bill are
ignorant. The epistemic model for this we call Letter. Figure 5.1 presents the
epistemic state (Letter,1).

In Figure 5.1 we choose mnemonically convenient names 0 and 1 for states
where p is false and true, respectively. In Example 4.1 we assumed that the

109
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0 a,b 1

Figure 5.1. Epistemic state (Letter,1) modelling the situation where Anne and
Bill are ignorant about atom p that is in fact true.

letter-reading was not aloud, and with Bill watching Anne. Also we did not
formally model that action. This time we will model the action, and also add
some more variation. Consider the following scenarios. Except for the parts
between brackets, of which only one or no agent is aware, Anne and Bill
commonly know that these actions are taking place.

Example 5.2 (tell) Anne reads the letter aloud. United Agents is doing
well. 0

Example 5.3 (read) Bill sees that Anne reads the letter. (United Agents is
doing well.) O

Example 5.4 (mayread) Bill leaves the table and orders a drink at the bar
so that Anne may have read the letter while he was away. (She does not read
the letter.) (United Agents is doing well.) O

Example 5.5 (bothmayread) Bill orders a drink at the bar while Anne goes
to the bathroom. Each may have read the letter while the other was away from
the table. (Both read the letter.) (United Agents is doing well.) O

After execution of the action tell it is common knowledge that p: in the
resulting epistemic state Cgpp holds. This is not the case when the act-
ion is read, but still, some common knowledge is obtained there, namely
Cup(KapV K,—p): it is commonly known that Anne knows the contents of the
letter, irrespective of it being p or —p. This is yet different in the third action,
mayread; after that action, Bill does not even know if Anne knows p or knows
—p: Ky (Kap V Kg,—p). Still; Bill has learnt something: he now considers it
possible that Anne knows p, or knows —p. For Bill, action mayread involves
actual choice for Anne: whatever the truth about p, she may have learnt it, or
not. In the case of bothmayread both =K, (K,pV K,—p) and ~K,(KppV Kp—p)
are postconditions. Each agent has a choice, from the perspective of the other
agent. Actually, both agents learn p, so that p is generally known: F,,p, but
they are ignorant of each other’s knowledge: = Ey, Eqpp (from which follows,
in particular, that p is not common knowledge: =Cyp), and that is commonly
known to them: Cyp—FEqp Fqpp. The state transitions induced by each of these
actions are shown in Figure 5.2.!

From these actions, we can only model the tell action in public announce-
ment logic: it is public announcement of p. In public announcement logic ‘after

! In Example 4.1 the action read was implicit. Therefore, the two-point model in
Figure 5.2 resulting from that action is the same as the two-point model in Figure
4.1 in which public announcements take place.
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tell
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Figure 5.2. Epistemic states resulting from the execution of the four example
actions. The top left figure represents (Letter,1). Points of epistemic states are
underlined. Assume transitivity of access. For mayread and bothmayread only one of
more executions is shown.

public announcement of @, it holds that ¢’ was described as [p]i. In epistemic
action logic this will be described as

[La?o)y

Here, L stands for ‘learning’. This is a dynamic counterpart of static common
knowledge. We can paraphrase [La7¢]¢ by: after the group A learns ¢, it
holds that . One might also say: after it is common knowledge that the
action ‘that ¢’ takes place, it holds that 1.

A simple example of an action involving learning by subgroups strictly
smaller than the public, is the read action. It is described as

Lop('Ly?p U Ly ?7—p)

This stands for ‘Agents a and b learn that a learns the truth about fact p,
and actually agent a learns that p’; or, in yet other words ‘Anne and Bill
learn that Anne learns that p or that Anne learns that —p, and actually
(this is the role of the exclamation mark in front of that alternative) Anne
learns that p. In this case, the action results in a refinement of agent a’s
accessibility relations (corresponding to her increased knowledge). Although
such knowledge refinement is related to non-deterministic choice, in this case
Anne has no choice: either p or —p is true, but not both.
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In the mayread action instead, Anne has a choice from Bill’s point of view.
This action will be described by

Lap(La?p U Ly?7—pU 177T)

which stands for ‘Agents a and b learn that a may learn the truth about fact
p, although actually nothing happens’. Or, in yet other words: ‘Agents a and b
learn that either a learns the truth about fact p, or not; and actually she does
not’. Actions involving choice may increase the complexity of the epistemic
state, as measured in the number of non-bisimilar states. This is indeed the
case here: we go from two to four states, as one may check in Figure 5.2.

The bothmayread action is a more complex scenario also involving non-
deterministic choice. It will be explained in detail after the formal introduction
of the action language and its semantics.

A relational language for epistemic actions is introduced in Section 5.2. The
semantics for this language is given in Section 5.3. This section contains sub-
sections on valid principles for the logic. We do not give an axiomatisation for
the logic—there are some difficulties with a principle relating knowledge and
epistemic actions, summarily addressed near the end of Section 5.3. Sections
5.4 and 5.5 model multi-agent system features in the epistemic action logics:
‘card game states’, and ‘spreading gossip’, respectively.

5.2 Syntax

To the language L ¢ for multi-agent epistemic logic with common knowledge
for a set A of agents and a set P of atomic propositions, we add dynamic
modal operators for programs that are called epistemic actions or just actions.
Actions may change the knowledge of the agents involved, but do not change
facts.

Definition 5.6 (Formulas, actions, group) The language £i(A, P) is the
union of the formulas L***(A, P) and the actions L(A, P), defined by

pu=p| | (eAe) | Kap | Cpe | la]i

ax="2 | Lpf|(ala)|(aja)](a; )] (aUa)
where p € P, a € A, B C A, and ¢ € L;*(gr(a), P), 8 € L3*(B, P), and
B € Li(gr(a), P). The group gr(a) of an action « is defined as: gr(?y) = 0,
gr(Lpe) = B, gr(a ! ) = gr(a), gr(a j /) = gr(d), gr(a; o) = gr(a),
and gr(aUa’) = gr(a) Ngr(a)). O

As usual, we omit the parameters P and/or A unless this might cause ambi-
guity. So instead of £i(A, P) we write £;(A) or even L;. Unlike before, the
parameter A is now often essential, and will in that case have to remain
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explicit. The dual of [a] is (). We omit parentheses from formula and action
expressions unless ambiguity results.

Action 7y is a test. Operator Lp is called learning, and the construct Lp7¢
is pronounced as ‘group B learn that ¢’. Action (a ! o) is called (left) local
choice, and (« | ) is called (right) local choice. Action (« ; o) is sequential
execution—first «, then o'’, and action (o U ') is non-deterministic choice
between o and «'.

In epistemic action logic, ‘the set of agents’ occurring in formulas and in
structures is a constantly changing parameter. The notion of group gr keeps
track of the agents occurring in learning operators in actions. The constructs
[a]y, LpB, and (a ; B’) in the definition, wherein the group of an action
is used as a constraint, guarantee that in an epistemic state for agents B
that is the result of action execution, formulas containing modal operators
for agents not in B are not in the language. This also explains the possibly
puzzling clause gr(a ; o) = gr(a’): the group of o’ is by definition the smaller
of gr(a) and gr(a’).

Local choice (a ! o’) may be seen as ‘from « and o, choose the first,” and
local choice « | @’ as ‘from « and o, choose the second’. Given that, why
bother having those constructs? We need them, because the semantics of a
learning operator that binds an action containing local choice operations, is
defined in terms of those operators. We will see that in L («a ! o), everybody
in B but not in learning operators occurring in a, ’, is unaware of the choice
for a.. That choice is therefore ‘local’. The operations ‘I’ and ‘i’ are dual; a ! o
means the same as o’ | a. Typically, we prove local choice properties for ‘I
only, and not for ‘.

Instead of (! ') we generally write (laUa’). This expresses more clearly
that given choice between « and o, the agents involved in those actions choose
«, whereas that choice remains invisible to the agents that learn about these
alternatives but are not involved. Similarly, instead of (o | ') we generally
write (aU lo/). There is a simple relation between ‘local choice’ and ‘non-
deterministic choice’, but before we explain that, a few examples.

Example 5.7 The action read where Bill sees that Anne reads the letter is
described as Lqy(Lo?p ! Lo?7—p), also written as Lay(!Ly?p U Ly7—p). It can
be paraphrased as follows: ‘Anne and Bill learn that either Anne learns that
United Agents is doing well or that Anne learns that United Agents is not
doing well; and actually Anne learns that United Agents is doing well.” The
part (L,?p ! L,?—p) means that the first from alternatives L,?p and L,?—p
is chosen, but that agent b is unaware of that choice. g

Example 5.8 The descriptions in £§*({a, b}, {p}) of the actions in the intro-
duction are (including read again):

tell Loy p

read Lop('La?p U Ly ?7—p)

mayread Lap(La?p U Ly?—pU 177T)

bothmayread L., ('Lo?p U Ly?7—pU ?T) 5 Lap(1Lp?p U Ly?—pU ?T)
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In the last two actions, instead of ?T (for ‘nothing happens’) we may as well
write (?pU?-p). We abused the language somewhat in those actions: ‘from
several actions, choose the first’ is a natural and obvious generalisation of
local choice. A description Lgy(Lo?p U L,7—pU 17T) is formally one of the
following three

Lab(La?p i (La?_‘p i ?T))

Lap((Lo? ' La?=p)  7T) 0

A non-deterministic action contains U operators and may have more than
one execution in a given epistemic state. In terms of relations between epis-
temic states: the relation is not functional. The only difference between
an action with U and one where this has been replaced by ‘! or ‘i’ is,
in terms of its interpretation, a restriction on that relation that makes it
(more) functional.

Definition 5.9 (Type of an action) The type

Qy

4'7 %)

of action « is the result of substituting ‘U’ for all occurrences of ‘!” and j’ in
«, except when under the scope of ‘?’. If ay = By we say that « and [ are the
same type of action. An instance of an action « is the result of substituting

either ‘I or ‘i’ for all occurrences of ‘U’ in «, except, again, when under the
scope of ‘?7’. For an arbitrary instance of an action o we write

)

Let ~ be the least congruence relation on actions such that (a ! a’) ~ (o).
If @ ~; B, then o and 8 are comparable. An L, action is deterministic iff it
does not contain U operators, except when under the scope of ‘7. O

In other words, if @ ~ 3, then a and ( are the same except for swaps of
for ‘j” and vice versa. All instances of an action are comparable among each
other, all instances of an action are deterministic, and the type of an action
is itself an action. Local choice (nor other) operators in the scope of a test
operator ‘?” do not matter: tests occurring in action descriptions represent
preconditions for action execution; whatever is tested, is irrelevant from that
perspective.

L')

Example 5.10 The type ready of the action read is Lop(Lo?pU Ly7—p). O

The action ready is different from read, because another instance (and
therefore possible execution) of ready is Loy (La?p | Lo?—p), also written as
Lop(Ly U 'L ?=p). Actions Loy (!1Le?7pU Ly ?—p) and Lay(Le?7pU 'L, 7—p) are
comparable, i.e.; Lap('La?p U Ly?—p) ~1 Lap(Ly?pU 1Ly 7—p).
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Example 5.11 The types of the actions in the introduction are:

telly Lay7p

ready Lab(La?p @] La?ﬁp)

mayread Lop(La?p U Ly ?—pU 7T)

bothmayread |, Lap(Lao?p U Ly?—pU ?T) 5 Lap(Ly?p U Lp?—pU 77T) O

The action mayread is one of three of that type, and bothmayread one of
9. If we are more formal, this amounts to one of 4, and 16, respectively. The
difference is easily explained. With L., ((Lo?p j La?—p) i ?T) as the chosen
precision of mayread, that action has the same type as the other instance
Lop((Lo? ! Lo?—p) | ?7T). But both are precisions of mayread, wherein the
choice between the first two alternatives is invisible.

There is a certain symmetry in action descriptions that appears broken in
tell. If we had described tell as (!Lqp?p U Lap?—p) instead of Lap7p, its type
would have been (Lgp?p U Lgp?—p). That description expresses that Anne
tells the truth about p, whatever it is: a description that is independent from
the actual state, so to speak. So why the shorter description? In an action
(!Lap?p U Lgp?—p), the choice expressed in ! is visible ‘only to the agents
involved in the choice options and not to others’: but in this case there are no
other agents, so there is no point in using that description.

5.3 Semantics

5.3.1 Basic Definitions

The language £(A, P) is interpreted in multi-agent epistemic states. For an
introduction to and overview of the structures relevant to this semantics, see
Chapter 2. For the class of epistemic models for agents A and atoms P we
write S5(A, P), for the class of epistemic states we write ¢S5(A, P). In this
chapter we often combine models for different groups of agents. If M is a
multi-agent epistemic model for agents A, we write gr(M) = A and say ‘the
group of model M is A’, and, given some state s in the domain of M, similarly,
gr((M,s)) = A. For the class of all epistemic models for subsets of agents A
and atoms P we write S5(C A, P), and similarly for epistemic states. We
abuse the language and write M € S5(A, P) for an arbitrary epistemic model
M in class S5(A4, P), etc.

A peculiarity of this setting is that a model for the empty set of agents
is an S5 model, i.e., an epistemic model. This is, because for each agent
a € ), the accessibility relation R, associated with that agent (namely: none)
is an equivalence relation. Note the difference between an empty accessibility
relation R, = () and the absence of an accessibility relation for a given agent.
A model with an empty accessibility relation for a given agent is not an S5
model, because access is not reflexive for that agent.
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The semantics of L£i(A, P) has a clause for the interpretation of dynamic
modal formulas of form [a]p, where « is an action and ¢ a formula. In public
announcement logic this was [¢]e, for two arbitrary formulas, but now we
have a whole range of epistemic actions, not just public announcement.

As was indicated in the introduction earlier, sometimes the domain of an
epistemic state is enlarged due to an epistemic action. The question is where
those extra states come from? And once we have acquired them, how do we
determine which are indistinguishable for an agent? And how do we deter-
mine the valuation for these states? The idea is the following. If the agents in
a group learn that an action « takes place, we consider the epistemic states
that result from executing « or comparable actions. These epistemic states
are taken to be the factual states in the model that results from executing
learning ««. We obtain extra states by having actions with non-deterministic
choice. The accessibility relation is then determined by the internal structure
of the epistemic states that are taken to be factual states. In order to accom-
modate this, we need a notion of equivalence between epistemic states. We
therefore lift equivalence of factual states in an epistemic state, to equiva-
lence of epistemic states. This notion will be used in Definition 5.13 of action
interpretation.

Definition 5.12 (Equivalence of epistemic states) Let M, M’ € S5(C
A),se M,s" € M', and a € A. Then

(M, s) ~a (M', ") iff a g gr(M)Ugr(M') or
M =M and s~,s or
thereisate M : (M, t)y=(M',s') and s~,t 0O

In other words: if an agent does not occur in either epistemic state, the epis-
temic states are the same from that agent’s point of view; otherwise, they
are the same if the points of those epistemic states are the same for that
agent, modulo bisimilarity (see Definition 2.14 of bisimilarity < on page 24
in Chapter 2). Note that we choose to overload the notation ~,: it applies
equally to factual states and epistemic states. Exercise 5.16 demonstrates what
happens when the bisimilarity clause is removed. From the above definition
one can immediately observe? that for all a € gr(M) U gr(M’):

If (M,s) ~q (M',s"), then gr(M) = gr(M’)

Definition 5.13 (Semantics of formulas and actions) Let M = (S, ~,
V) € S85(A,P) and s € S. The semantics of L;***(A, P) formulas and
L3¢(A, P) actions is defined by double induction.

2 Definition 5.12 gives three ways to achieve (M,s) ~, (M’,s’). The case a ¢
gr(M) U gr(M') is ruled out by the assumption. The case M = M’ makes
gr(M) = gr(M') trivial. In the remaining case M is bisimilar to M’, so that
gr(M) = gr(M’) is also trivial.
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M,skE=p iff seV,

M,s = —p iff M,st:yp

M,sE oAy iff M,sEpand M,spE1

M,s = K. iff forall s €S:sn~,s implies M,s" =
M,s = Cpy ifft forall s €S:s~ps implies M,s" =@
M,s E [a]e iff forall M’, s :

(M, s)[a] (M, s") implies M',s" = ¢

(M, s)[?p](M',s") —iff = (Lelar, 0, Vilplar) and s = s

(M, s)[Lpa](M',s") iff M (S, ~, V'Y and (M, s)[a]s (see below)
[o; o] = [o]ofo]

[acUaT] = loQule]

[a! ] = [o]

In the clause for [a]p, (M',s") € eS5(C A, P). In the clause for ?¢,
Vlela)p = Vp N [elam. In the clause for Lo, (M',s") € oS5(B,P)
such that

S'={(M",s") | thereisat e S: (M,t)[a](M",s")};
if (M, s)[ag](M{,s") and (M, t)[au] (M4, t"), then for all a € B
(M, 8"y ~b (MY ") iff s~gtand (M, s") ~q (MY, t")

where the rightmost ~, is equivalence of epistemic states; and for an arbitrary
atom p and state (M",u) (with valuation V") in the domain of M’

(M",s") eV, iff s"eV)
We call all the validities under this semantics the logic FA.. O

The notion () is dual to [a] and is defined as
M,s = (a)p iff  thereisa (M’ t): (M,s)[a](M’',t) and M’ tE ¢

A test results in an epistemic state without access for any agent. This is
appropriate: knowledge changes as the result of ‘learning’; therefore, before
we encounter a learn operator we cannot say anything at all about the know-
ledge of the agents in the resulting epistemic state: no access. (Note that ‘no
access’ is different from ‘empty access’—see the explanation at the beginning
of this subsection.) In other words, the computation of agents’ knowledge is
postponed until, working one’s way upward from subactions that are tests, L
operators are encountered in the action description.

To execute an action L« in an epistemic state (M, s), we do not just have
to execute the (proper part of the) actual action « in the actual epistemic state
(M, s), but also any other action of the same type of « in any other epistemic
state (M, t) with the same underlying model M. The resulting set of epistemic
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states is the domain of the epistemic state that results from executing Lpa
in (M, s). In other words: these epistemic states represent factual states. Such
factual states cannot be distinguished from each other by an agent a € B iff
their origins are indistinguishable, and if they are also indistinguishable as
epistemic states. (In fact, if the agent occurs in those epistemic states, the
first follows from the last. See Lemma 5.17, later.)

The semantics of learning is the raison d’étre for local choice operators.
Even though [3 ! 8] = [A], so that—from a more abstract perspective—
[B8! 3] is computed from [B] only, [Lp(B ! B')] is computed from both [F]
and [@']. That is because the semantics of [Lg (5! §')] is defined in terms of
[(8! 8], which is [BuU B[], which is [Gu]U[6]: a function of [3] and [5].

The semantics is complex because epistemic states serve as factual states.
It is important to realise that this is merely a complex naming device. What
counts in the model that results from a learning action, is the valuation of
atoms on the domain and the access between states of the domain—whatever
the names of such states.

If the interpretation of epistemic action « in epistemic state (M, s) is not
empty, we say that « is ezecutable in (M, s). If the interpretation is functional
as well, write (M, s)[«] for the unique (M’,s’) such that (M, s)[a](M’, ).
Various properties of this semantics can be more conveniently formulated for
actions whose interpretation is always functional. For those, see Section 5.3.4.
First, an elaborate example of the semantics.

5.3.2 Example of Epistemic Action Semantics

The interpretation of the action read = Lgp(! L, ?pU L, ?—p) in epistemic state
(Letter,1) (see Example 5.3 and Figure 5.2) is defined in terms of the inter-
pretation of its type (L,?pUL,?—p) on (Letter, 1) and (Letter,0). To interpret
(Ly?p U L,?7-p) on (Letter, 1) we may either interpret L,?p or L,?—p. Only
the first can be executed. The interpretation of L,?p on (Letter, 1) is defined
in terms of the interpretation of ?p on any epistemic state (Letter,x) where
?p can be executed, i.e. where p holds, that is on (Letter, 1) only. Epistemic
state (Letter,1)[?p] is the singleton epistemic state consisting of factual state
1 without access, and where p is true. This epistemic state is therefore the
single factual state in the domain of (Letter, 1)[L,?p]. Because the epistemic
state that it stands for lacks access for a, and because 1 ~, 1 in Letter (or
quite simply because ~, is an equivalence relation for all agents in the group
of the model, currently {a}), that factual state has reflexive access for a:

(Letter, 1)[?p] ~a (Letter, 1)[?p]

In the next and final stage of the interpretation, where we construct the effect
of Ly, note that (as factual states)

(Letter, 1)[Lq?p] ~p (Letter,0)[Lq?—p]
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because agent b does not occur in those epistemic states and 1 ~; 1 in Letter,
but that
(Letter,1)[La?p] #a (Letter,0)[Ly?—p]

because a does occur in both epistemic states and (Letter, 1)[L,?p] is not
bisimilar to (Letter, 0)[L,?—p]. As in the previous step of the construction, p is
true in (Letter, 1)[L,?p] and false in (Letter, 0)[Ly?—p]. Finally, the epistemic
state (Letter,1)[L,?p] is also the point of the resulting model. See Figure 5.3
for an overview of these computations.

Exercise 5.14 Compute the interpretation of tell = L,,?p on (Letter, 1) (see
Example 5.8). O

Exercise 5.15 The action bothmayread (see Example 5.8) is described as
Lapy(\Lo?p U Ly7—pU 7T) 5 Loy ('Lp?p U Ly?—pU ?T). Compute the result of
executing the second part of this action, La,(!Ly?p U Lp?—pU ?T), in the
epistemic state (Letter, 1)[Las(!Le?p U L, 7—pU ?T)] resulting from executing

its first part. O
N 2 —
a,b\_/o<—a,b—>o a,b op = o
/. < L, _
a TP
= /
/_\
a )
N
— —~
a,b — p —>|el_a,b
~ ~—
| =
Lap('La?p U Lo ?7—p) a
.
L7
= P /
N 2 >
a,b o<=—ab—e ab P .

Figure 5.3. Details of the interpretation of action read in (Letter,1). All access is
visualised. Atom p holds in e states, and does not hold in o states. Linked boxes are
identical. See also Figure 5.2.
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Exercise 5.16 In the second clause of Definition 5.12, bisimilarity to an
~gq-equal epistemic state is a sufficient condition for ~,-equivalence of epis-
temic states. Without the bisimilarity ‘relaxation’, not enough epistemic states
would be ‘the same’.

Consider the epistemic state (Letter, 1). Show that without the bisimilarity
condition, agent b can distinguish the effects of action

Lab(!(LabLab?q ; Lab(!La?p U La?ﬁp)) U (Lab?q ; Lab(La?pU 'La?ﬁp)))
from those of action
Lab((LabLab?q ; Lab(!La?pU La?_‘p))U!(L(Lb?q ; Lab(La?pU !La?_‘p)))

Explain also why this is undesirable. U

5.3.3 Semantic Properties

Lemma 5.17 Suppose that (M, s)[a](M’,s’) and (M,t)[B](M",t"), and
that a € gr(M’)U gr(M"). If (M',s") ~q (M t"), then s ~y t. O

Proof Equivalence of (M’',s") ~, (M",t") is established by equivalence of
the points of those epistemic states, modulo bisimilarity. But the only place
where access between factual states, such as points, is ever constructed in
the semantics of actions, is in the clause for ‘learning’. In that part of the
semantics, access can only be established if the ‘origins’ of those states are
already the same, i.e., if s ~ t. O

The more intuitive contrapositive formulation of this Lemma says, that if
an agent can distinguish states from each other, they will never become the
same. In a temporal epistemic context this is known as the property of perfect
recall.

Proposition 5.18 (Action algebra) Let a, o/, o’ € L*(A). Then:
[(aUua)U"] =]aU(a’Ua”)]

[(a; a); o] =[a; (@5 a")]
[(cua); o] =[(a; a")U(a"; a”)]
[Lpa] = [LpLpa] O

Proof The first three properties are proved by simple relational algebra. We
show the third, the rest is similar: [(aUd’) ; o] = [aUd/Jo[a] = ([a]U[a'])o
["] = (Iade[@"DU([o[@"]) = [a; a"]Ua’; @] = [(a; a”)U(a’; )]

Concerning [Lpa] = [LgLpa], this immediately follows from the seman-
tics of actions: consider the computation of LgLga. Let (M, s) be arbitrary.
We have that « is executable iff L g« is executable, that (therefore) the number
of epistemic states (M’,s’) such that (M, s)[au](M’,s") equals the number
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of states (M",s") with (M, s)[Lpay](M”,s"”)—namely, each s” in the lat-
ter corresponds to a (M’ s’) in the former. Note also that (Lpa), = Lpay.
Therefore the domain an epistemic state resulting from executing LgLpa
equals the domain of such an epistemic state resulting from executing Lpa.
Obviously, the valuation does not change either.

In the domain of the first, two factual states are the same for agent a
(~q) if their s,t¢ origins in M are the same for that agent and if they are
the same as epistemic states. But these epistemic states in the domain (of
an epistemic state resulting from executing LpLpa), that are the results of
executing actions of type Lpay, are the same for a if their points (resulting
from executions of ;) are the same for that agent, i.e., if they are the same
for @ in the domain of the epistemic state resulting from executing Lpa. 0O

Exercise 5.19 Prove the first two items of Proposition 5.18. U

The two main theorems of interest are that bisimilarity of epistemic states
implies their modal equivalence, and that action execution preserves bisimi-
larity of epistemic states. We prove them together by simultaneous induction.

Theorem 5.20 (Bisimilarity implies modal equivalence)
Let ¢ € L%(A). Let (M,s),(M',s") € S5(A). If (M,s)<=(M,s’), then
(M,s) Epiff (M',s") E . O

Proof By induction on the structure of ¢. The proof is standard, except for
the clause ¢ = [a]y) that we therefore present in detail.

Assume (M, s) | [a]yp. We have to prove (M',s") | [a]y. Let (N',t)
be arbitrary such that (M’, s")[a](N’,t'). By simultaneous induction hypoth-
esis (Theorem 5.21) it follows from (M’,s")[a](N',t") and (M,s)<=(M',s')
that there is a (N,t) such that (N,t)<(N',t') and (M, s)[a](N,t). From
(M, s)[a](N,t) and (M,s) | [a]y (given) follows that (N,t) | . From
(N, t)=(N',t') and (N, t) = ¢ it follows that (N’,t") = 4. From the last and
(M, s)[a](N', ) it follows that (M',s") | [a]t. O

Theorem 5.21 (Action execution preserves bisimilarity)

Let a € LiY(A) and (M, s), (M',s") € S5(A). If (M, s)<=(M’',s") and there
is a (N,t) € eS5(C A) such that (M, s)[a](N,t), then there is a (N',¢') €
oS5(C A) such that (M', s")[a](N',t') and (N,t)<= (N, t'). O

Proof By induction on the structure of «, or, more accurately, by induction
on the complexity of o defined as: « is more complex than any of its structural
parts and Lga is more complex than ay.

Case 7¢: Suppose R : (M, s)<=(M’,s’). By simultaneous induction (Theorem
5.20) it follows from (M, s)<(M',s') and (M,s) | ¢ that (M',s") E ¢.
Define, for all t € (M, s)[?¢], u € (M’,s)[?¢]: R*?(t,u) iff R(¢,u). Then
R . (M, s)[?¢]<= (M, s")[?¢], because (Points:) R’?(s,s’), (Back and
Forth:) both epistemic states have empty access, and (Valuation:) R*¢ (¢, u)
implies R(¢, u). In other words: (M, s')[?¢] is the required (N',t).
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Case Lpa: Suppose R : (M, s)=(M',s") and (M, s)[Lpa](N,t). Let (N”,t")
€ (N,t) be arbitrary (i.e., the former is an epistemic state that is a fac-
tual state in the domain of the latter). Then there is a u € (M,s) such
that (M, u)[ag](N”,t"). Because u € (M,s) and R : (M,s)=(M',s),
there is a v/ € (M’,s") such that R(u,u’) and obviously we also have that
R (M,u)=(M',u) (the domain of an epistemic state is the domain of its
underlying model). By induction, using that the complexity of «, is smaller
than that of Lpa, there is a (N'”,t"") such that (M’,u')[ay](N",¢") and
(N”, t//) o (NW, t///).

Now define (N’,t') as follows: its domain consists of worlds (N, ¢")
constructed according to the procedure just outlined; accessibility between
such worlds is accessibility between those worlds as sets of epistemic states,
and valuation corresponds to those in the bisimilar worlds of (N,¢). Finally,
the point of (N’,t') is the result of executing « in (M’,s’) that is bisimilar
to the point of (N,t). The accessibility on (N’,t') corresponds to that on
(N, t) if (Nl,tl) ~a (Ng,tg), (Nl,tl)t’(N{,tll), and (NQ,tQ)t’(Né,t/Q), then
(N7,t)) ~a (N7,t}). Therefore (M, s")[Lpa](N',t') and (N,t)<= (N, t').

Case « ; [(: Suppose (M,s)=(M',s'") and (M,s)[a ; B](N,t). Note that
[a 5 8] =[] o [B]. Let (Ny,¢1) be such that (M, s)[a](N1,t1) and that (N,
t1)[B)(N,t). By induction we have a (N7,t]) such that (M’,s")[a](N7,t))
and (Ny,t1)< (N7, t}). Again, by induction, we have a (N’,t') such that
(N7, ¢)[BI(N',¢') and (N, t)< (N',¢'). But then also (M', s")[a ; BJ(N',t').

Case a U (: Suppose (M,s)<=(M',s") and (M, s)[a U B](N,t). Then either
(M, s)[a] (N, t) or (M, s)[B](N,t). If (M, s)[a](N,t), then by induction there
is a (N',t’) such that (M’,s")[a](N',t') and (N,t)<=(N',t"). Therefore, also
(M, s")[aUB](N',t'). Similarly if (M, s)[B](N,t).

Cases a ! § and « j 8 are similar to « U 8 but even simpler. 0

5.3.4 Deterministic and Non-deterministic Actions

Actions may have more than one execution in a given epistemic state. Al-
though the action mayread only has a single execution in a given epistemic
state, the type Lap(Lo?p U Ly,7—pU ?7T) of mayread always has two execu-
tions. When p is true, Anne can either read the letter, or not. In the first case
the corresponding action instance is La,(1La7p U L,?—pU 7?T), in the other
case it is Lap(La?p U Ly?7—pU 17T), i.e., mayread itself. The only source of
non-determinism in the language is the non-deterministic action operator U.
It turns out that this operator is superfluous in a rather strong sense: the
language with U is just as expressive as the language without; for details, see
Proposition 8.56 in Chapter 8 on expressivity. This is useful, because proper-
ties of the logic and proofs in the logic may be more conveniently formulated
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or proved in the language without U. In this subsection we prove some ele-
mentary properties of deterministic and non-deterministic actions. A trivial
observation is that

Proposition 5.22 Deterministic actions have a (partial) functional interpre-
tation. ]

For non-deterministic actions we have the following validity:
Proposition 5.23 Valid is [a U d/]¢ < ([a]e A [&/]). O

A conceptually more intuitive formulation of the above is (o« U )¢ «
({a)@ V (B)p). The proof of Proposition 5.23 is obvious when seen in this dual
form, as o U G] = [a] U [F]. A stronger but also fairly obvious result holds
as well: The interpretation of an action is equal to non-deterministic choice
between all its instances:

Proposition 5.24
Let a € L{*. Then [o] = U,, [1]. O

Proof Note that ay means an arbitrary instance of a, so that |, is the union
for all instances of «. The proof is by induction on the structure of a. The
two cases of interest are a U o’ and Lpa:

Case aUo:

By definition, [aUa'] equals [a] U[e/]. By applying the inductive hypoth-
esis to o and o, [a] U[e/] equals |, [a:] UU,, [o]. Again by definition, this
is equal to [U,, au] U [U,; u], which is equal to [U,, o U Ua, ai], which is
[U(auay (@U a’)!]]. The last equals Uauay [(@U O/)[H.v -

Case Lpa:

Let M and s € D(M) be arbitrary. Suppose (M, s)[Lpa](M’,s") and
M’,s" = ¢. By definition (of the semantics of actions) the point s’ of (M, s’)
is an epistemic state such that (M, s)[a]s’. By induction, there must be a
instance ay of a such that (M, s)[au]s’. By the semantics of ‘learning’, we now
immediately have (M, s)[Lpa](M’, s") for some instance Lgay of Lpa.

The other direction is trivial. O

Proposition 5.24 can also be expressed as the validity
(@)p = \[{a)e
(&3]

or its dual form

[ale < Nlele .

Execution of deterministic actions of group B results in epistemic states
of group B. This validates the overload of the gr operator for both actions
and structures:
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Proposition 5.25 Given M € S5(A), s € D(M), and a € L3*(A). Suppose
a is deterministic and executable in (M, s). Then gr((M, s)[a]) = gr(a). O

Proof By induction on action structure.

Case ‘?¢’: By definition of gr, gr((M, s)[?¢]) = 0 = gr(?¢).

Case ‘L’: By definition of gr, gr((M, s)[Lpa]) = B = gr(Lpa).

Case ‘;": By definition of action semantics, (M, s)[a ; 8] = (M, s)[a])[5]-
By definition of gr, gr(a ; 8) = gr(8). By inductive hypothesis, we have that
g (M, $)[aD)[A]) = 97(5).

Case ‘I": By definition of gr, gr((M, s)[a ! B]) = gr((M, s)[«]). By induc-
tive hypothesis, gr((M, s)[a]) = gr(a), and also by definition of gr, the last
equals gr(a ! ).

[T%

Case ‘i’ is as case ‘I". O

Exercise 5.26 Show that Proposition 5.25 does not hold for all £ ac-
tions. 0

For deterministic actions o, Theorem 5.21 can be formulated more succinctly:

Corollary 5.27 Let (M,s),(M',s') € oS5(A), and let o € L*(A) be a
deterministic action that is executable in (M,s). If (M,s)<=(M’,s'), then
(M, s)[a] = (M, s")[e]. O

5.3.5 Valid Properties of the Logic

This subsection lists some relevant validities of the logic FA. We remind the
reader that such validities are candidate axioms for a proof system for EA,
but that we do not give (nor have) a complete axiomatisation. The matter
will be addressed at the end of this subsection.

Public announcements can only be executed when true. Similarly, more
complex epistemic actions are sometimes executable, and sometimes not. A
direct way to express that an epistemic action « is executable in an epis-
temic state (M, s) is to require that M,s | () T: this expresses that some
epistemic state can be reached. Alternatively, one can express the condition
of executability as the precondition of an epistemic action. In the case of a
public announcement, the precondition is the announcement formula. For ar-
bitrary epistemic actions, the notion is somewhat more complex but fairly
straightforward.

Definition 5.28 (Precondition) The precondition pre : £i* — L5t of an
epistemic action is inductively defined as

pre(7p) =

pre(ar; ) = pre(a) A (a)pre(f)

pre(arU ) = pre(a) V pre(f)

pre(a ! §) = pre(a)

pre(Lpa) = pre(a) O
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One can now prove that = pre(a) < (a)T. The notion of precondition
will make it easier to compare the properties in the following proposition with
the axioms in the proof system for the action model logic in Chapter 6.

Exercise 5.29 Show that |= pre(a) < (a)T. O

Proposition 5.30 All of the following are valid:

2ol <= (o — 1)

a; < [a][]p

aUdp < (o Aa']p)

aldp < [alp

alp < (pre(a) — p)

al-p < (pre(a) — —[a]p) O

[
[
[
[
[
[

Proof We prove two, one has been proved as Proposition 5.23, and the re-
maining are left to the reader.

= [7elY < (¢ — ¥)

Note that in [?¢]y « (¢ — ), ¢ is a propositional formula (¢ €
L34 (0, P)), because gr(?¢) = 0. (In Definition 5.6 of the syntax of actions
and formulas, see the restriction on v in the clause [«]y.) The truth of propo-
sitional formulas is unaffected by action execution.

Suppose M, s | [?¢]Y and M,s | ¢. Then (M,s)[?¢] | . Because
P € L% (0, P), also M, s = 1. Therefore M,s = ¢ — .

Suppose M, s = ¢ — . If M,s [~ ¢, then M, s |= [?¢]y) trivially holds.
Otherwise, from M, s | ¢ and M, s = ¢ — ¢ follows M, s |= 1. Because ¢ €
L5 ((, P), and because (since M, s = ¢) (M, s)[?¢] exists, also (M, s)[?¢] =
1. Therefore, as well, (M, s) | [?¢].

= la]p < (pre(e) — p)

Suppose M,s [ [a]p, and assume that M,s = pre(a). Let M’ s be
such that (M, s)[a](M’,s"). From M,s | [a]p and (M, s)[a](M',s") fol-
lows M',s' = p. As epistemic actions do not change the valuation of atoms,
M, s Ep.

For the converse direction, note that M, s }= pre(«) trivially implies M, s |=
[a]p. Else, M,s = pre(a) implies M,s | (a)T—and whenever a can be
executed, atoms do not change their value. 0

Exercise 5.31 Prove the remaining cases of Proposition 5.30. O

This brings us to the formulation of a principle relating actions and know-
ledge. For public announcements the principle was [p] K¢ < (¢ — Kq[p]¥).
This principle no longer holds when we replace an announcement ¢ by an
arbitrary action «, because not all agents may have full access to the postcon-
ditions of the action a! A typical example is the action read where Anne
reads the letter containing p while Bill watches her: Lq,(1L,7p U L,7p).
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After execution of this action Anne knows that p is true: K,p. As read is a
deterministic action, this is therefore true after every execution of the action:
[read] K,p. And Bill knows that too: he considers it possible that p is false
and that p is true; in the first case [read]K,p is trivially true, in the second
case it is true by the argument above. Therefore Bill knows that [read] K, p is
true, in other words Kj[read]K,p is true. But on the other hand, it is not the
case that after read’s execution Bill knows that Anne knows p: [read] K K, p is
false. So, [a]K,t < (pre(a) — Ky[a]i) does not hold for arbitrary epistemic
actions.

We need a generalisation of this principle that takes into account that
some agents may not know what action is actually taking place. Consider
again the action read. Bill cannot distinguish that action from the action
Lop(Ly U 'L, 7—p) where Anne learns —p instead. Whatever Bill knows after
the action read, should therefore also be true if in fact the other action had
taken place. In case of these two actions there is no ‘interesting’ postcondition.
But suppose the actions had been this = Ly, (!Ly?(q A p) U Ly?(¢ A —p)) and
that = Loy (Lo ?(¢ Ap)U 1L, ?(g A —p)) instead. After both actions ¢ is true. In
other words: ¢ is true after this, but also after any other action that Bill cannot
distinguish from this, namely that. He therefore knows that after executing
either action, ¢ is true: Kp[thislg and Kp[that]q, which we temptingly write
as A, wnis Ko[08)g. This is sufficient to conclude that [this]K},g. The general
principle on ‘actions and knowledge’ should then be

(0] Ko < (pre(a) — [\ Ka[Ble)

Brga
Unfortunately, we do not know of a general notion of the syntactic action
accessibility 8 ~, «. A similar problem occurs for a principle relating act-
ions and common knowledge. In Chapter 6 another language for epistemic
actions is introduced. In that logic the notion of accessibility between actions
is a primitive. The principle relating actions and knowledge is then indeed
precisely the principle that we describe above. For that logic we provide an
axiomatisation.

We hope that the attention that we have given to the logic FA in this
textbook, is sufficiently validated because it is (or at least, it seems to us)
a convenient and flexible specification language for multi-agent system dyna-
mics, properly backed up by a formal semantics—even though we have not
provided a complete axiomatisation. We conclude this chapter with two in-
depth investigations of such multi-agent systems.

5.4 Card Game Actions

We describe epistemic states involving players holding cards and exchanging
information about their cards and their knowledge, including what they know
about other players. First we model the actions of players picking up dealt
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cards. Then we model various actions in the situation where three players
each know their own card. This is the setting of Example 4.2 in Chapter 4.
For one of these actions, namely, the show action wherein Anne shows her
card to Bill, we once more perform the semantic computation in great detail,
to illustrate the semantics of actions. This subsection is followed by a short
subsection on ‘knowledge games’ such as Cluedo. Finally comes yet another
cards setting, now involving only two players.

5.4.1 Dealing and Picking Up Cards

Suppose there are three players Anne, Bill and Cath (a, b, ¢) and three cards 0,
1, and 2. Proposition 0, expresses that Anne holds card 0, as before, etc. There
are six possible deals of three cards over three players. This time we consider
the model where the cards have been dealt but where the players have not
picked up their card yet. A player’s card is simply in front of that player on
the table, facedown. Therefore, none of the three players can distinguish any
deal from any other deal: their access on the domain of six deals is simply the
universal relation; all deals are the same to them. This is the top-left model
in Figure 5.4. Suppose the actual deal is 012 (Anne holds 0, Bill holds 1, and
Cath holds 2). In this ‘initial epistemic state’ the following actions take place:

Example 5.32

pickup,: Anne picks up her card and looks at it. It is card 0.
pickup,: Bill picks up his card and looks at it. It is card 1.
pickup.: Cath picks up her card and looks at it. It is card 2. O

When Anne picks up her card, neither Bill nor Cath know which card
that is. Publicly is only known that it must be one of the three possible cards
0, 1, 2. Therefore, the action needs a description where all agents learn that
Anne learns one of three alternatives, and where the actual alternative is that
she picks up card 0. Of course, Bill’s and Cath’s subsequent actions are quite
similar. The descriptions in £3* of these actions are, therefore:

Example 5.33

pickup, = Lape(1La?0, U Ly?1, U Ly 72,)
pickup, = Labc(Lb?ObU 1Lp?71, U Lb?Qb)
pickup, = Lape(Le?0. U L 71U 1L.72,) U

The resulting models are visualised in Figure 5.4. The final model is, of
course, the model Hexa where each player only knows his own card.

5.4.2 Game Actions in Hexa

We proceed from the epistemic state (Heza, 012) where each player only knows
his own card, and where the actual deal of cards is that Anne holds 0, Bill holds
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012 — abc — 021 012 — abc — 021

/ \ / \

abc abe be be
pickup,

102—\— abe — 120 > 102
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be be be be
N/ \/ N/ \/

\— abc — 120
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pickup,
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c b c be
pickup,
102 ————f— a — 120 _— 102 ——————Y— ac — 120

\
N/ N/ N/ O\/

201 — a —210 201 — ac —210

Figure 5.4. Three cards have been dealt over three players. The actual deal is
012: Anne holds 0, Bill holds 1, and Cath holds 2. This is pictured in the top-left
corner. Anne now picks up her card (0). Then Bill picks up his card (1). Finally,
Cath picks up her card (2). These three transitions are pictured. In fact, in all but
the last model there are more links between states in the visualisation than strictly
necessary—but the pictured transitions become more elegant that way.

1, and Cath holds 2. That each player only knows his own card induces for
each player an equivalence relation on the domain.> We can imagine various
actions to take place:

Example 5.34 (table) Anne puts card 0 (face up) on the table. O

Example 5.35 (show) Anne shows (only) Bill card 0. Cath cannot see the
face of the shown card, but notices that a card is being shown. O

Example 5.36 (whisper) Bill asks Anne to tell him a card that she (Anne)
does not have. Anne whispers in Bill’s ear “I do not have card 2.” Cath notices
that the question is answered, but cannot hear the answer. O

3 We can also see the model as an interpreted system for three agents, where each
agent only knows his own local state, where each agent has three local state
values—and where additionally there is some interdependence between global
states, namely, that the value of your local state cannot be the value of the local
state of another agent.
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o

12— a —021

show

012— a —021 table 012— a —021
c b
/

102 ———/(— a —120 102

¢ \b
N/ \/

201 — a —210 201 — a — 210

Nisper

012—@/—021\

/ / b

12— a —120
\b (./ 201 — a —210
/ /

201 =— (1. —210

Figure 5.5. The results of executing table, show, and whisper in the state
(Heza,012) where Anne holds 0, Bill holds 1, and Cath holds 2. The points of
the states are underlined. States are named by the deals that characterise them.
Assume reflexivity and transitivity of access. The structures resulting from show
and whisper are explained in great detail in the text.

We assume that only. the truth is told. In show and whisper, we assume that
it is publicly known what Cath can and cannot see or hear.

Figure 5.5 pictures. (Heza,012) and the epistemic states that result from
executing the three actions. The action table is yet another appearance of a
‘public announcement’ and it therefore suffices to eliminate the states from the
domain where Anne does not hold card 0. We can restrict access and valuation
correspondingly, as it is publicly known that eliminated deals are no longer
accessible. In show we cannot eliminate any state. After this action, e.g., Anne
can imagine that Cath can imagine that Anne has shown card 0, but also that
Anne has shown card 1, or card 2. However, some links between states have
now been severed: whatever the actual deal of cards, Bill cannot consider any
other deal after the execution of show. In whisper Anne can choose whether to
whisper “not 1”7 or “not 2”. The resulting epistemic state has therefore twice
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as many states as the current epistemic state. This is because for each deal of
cards there are now two possible actions that can be executed.

We can paraphrase some more of the structure of the actions. In table, all
three players learn that Anne holds card 0, where ‘learning’ is the dynamic
equivalent of ‘common knowledge’. Note that there is also a slight but interest-
ing difference between Anne publicly showing card 0 to the other players and
Anne saying that she holds card 0: the first is obviously the public announce-
ment of 0, whereas the second is more properly the public announcement of
K,0,, even though we have typically also described that as 0,.

In the show action, Anne and Bill learn that Anne holds 0, whereas the
group consisting of Anne, Bill and Cath learns that Anne and Bill learn which
card Anne holds, or, in other words: that either Anne and Bill learn that
Anne holds 0, or that Anne and Bill learn that Anne holds 1, or that Anne
and Bill learn that Anne holds 2. The choice made by subgroup {a,b} from
the three alternatives is local, i.e., known to them only, because it is hidden
from Cath. This is expressed by the ‘local choice’ operators ‘!’ and ‘j’. In fact,
Cath knows that Anne can only possibly show card 0 or card 1, and not card
2, as Cath holds card 2 herself. But what counts is that this is not publicly
known: Bill does not know (before the action takes place) that Cath knows
that Anne cannot show card 2. The paraphrase describes the publicly known
alternatives, and therefore all three.

The whisper action is paraphrased quite similar to the show action, namely
as: “Anne and Bill learn that Anne does not hold card 2, and Anne, Bill, and
Cath learn that Anne and Bill learn that Anne does not hold card 0, or that
Anne and Bill learn that Anne does not hold card 1, or that Anne and Bill
learn that Anne does not hold card 2”. In the description of this action we
also need the local choice operator.

In case of confusion when modelling an action: always first describe the
type of an action, and only then the specific instance you want. From the
description ‘Anne whispers a card that she does not hold into Bill’s ear’ it is
more immediately clear that no specific card can be excluded.

Example 5.37 The description of the actions table, show, and whisper in
Li({a,b,¢},{04,1a,24,0p,...}) is:

table = L4.70,
show = Labc(!Lab?Oa ULgp?l, U Lab?2a)
Whisper = Labc(Lab?_‘Oa U Lab?_‘]-aU !Lab?_‘2a) O

As we assume associativity of U in these descriptions, and as local choice
between alternatives that have been ruled out is irrelevant, the description
Lape(1Lap?0q U Lgp?14 U Lp?2,) is formally one of

Lape(Lay?00 ! (Lap?a ! Lap?24))
Labc(Lab?Oa ! (Lab?la i ab72 ))
Lape((Lap?04 ! Lap?1a) ! Lap?24)
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Example 5.38 The types tabley, showy, and whisper, of these actions are

tabley = L4704
show = Labc(Lab?Oa ULgp?1l, U Lab?2a)
Whi5pe"u = Labc(Lab?_‘Oa ULgp?1, U Lab?ﬂ2a) O

Apparently, there are three actions of type showy, and three actions of type
whisper,;, representing Anne showing card 0, card 1, and card 2; and Anne
whispering that she does not hold card 0, card 1, and card 2, respectively.
There are four actions of that type in the more formal description, as the two
actions of form (x ! (y ! 2)) and (z ! (y | 2)) are indistinguishable when written
as (lzUyU2).

Note that the table action L,p.70, is, obviously, the same as its type. But
instead we could have chosen to model that action as (!Lgpe?0q U Lape?1q U
Lape?2,), in which case its type would have been (Lgpe?0qULgpe?16U Lape?24)-
That more properly describes the action “Anne puts her card face up on the
table (whatever the card is)”.

We continue with details on how to compute the interpretation of these
card show actions in the model Heza. To compute the interpretation of show
is requested in Exercise 5.39, following immediately below. It is also instruc-
tive to actually compute the interpretation of table and see the semantics of
public announcements reappear, even though the semantic computations are
different. Observations on the computation of whisper follow after Exercise
5.39.

Exercise 5.39 Compute the interpretation of the show action in (Heza, 012)
in detail. This exercise has a detailed answer. We recommend the reader to
pay careful attention to this exercise. O

In the case of the action whisper (Lape(Lap?—0q U Lap?1,U 1Lap?-2,)),
where Anne whispers into Bill’s ear that she does not have card 2, Cath
does not know what Anne has whispered, and should therefore not be able
to distinguish in the resulting epistemic state (Heza,012)[whisper] the state
resulting from whispering “not 0” from the states resulting from “not 1”
and “not 2”. This is indeed the case. Consider access in (Heza, 012)][whisper]
in Figure 5.5 (page 129). As before, we have named the states by the deals
characterising their valuations, to improve readability. The state 012 ‘in front’
in the picture is the epistemic state (Hexa,012)[L4,7—1,] and the state 012
‘at the back’ (that is also the point of the resulting structure) is the epistemic
state (Heza,012)[La,7-2,]. They cannot be distinguished from one another
by Cath, because she does not occur in the groups of either epistemic state
(so that they are indistinguishable from one another as epistemic states), and
because, obviously, 012 ~. 012 in Hexa.

In the ‘back 012, that corresponds to the answer ‘not 2’, Bill knows that
Anne holds 0. In the ‘front 012’, that corresponds to the answer ‘not 1’, Bill
still considers 210 to be an alternative, so Bill does not know the card of Anne.
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In both the ‘back’ and the ‘front’ 012, neither Anne nor Cath know whether
Bill knows Anne’s card.

But not just the ‘front 012’ and ‘back 012’ are indistinguishable for Cath.
She also cannot distinguish the ‘back 012’ from the ‘back 102’ and the 'back
102’ from the ‘front 102’. Because of transitivity she cannot distinguish bet-
ween any of those four: {back 102, back 102, front 012, back 012} is one of her
equivalence classes, namely, the one that corresponds to Cath holding card 2.

In different words, Cath considers it possible that Anne holds card 0 and
told Bill that she does not hold card 2, but she also considers it possible that
Anne holds card 1 and told Bill that she does not hold card 0 (even though
Anne actually holds card 0).

5.4.3 Knowledge Games

Actions such as showing and telling other agents about your card(s), occur in
many card games. Such games can therefore with reason be called knowledge
games. Of particular interest are the card games where the only actions are
epistemic actions. In that case, the goal of the game is to be the first to know
(or guess rightly) the deal of cards, or a less specific property such as the
whereabouts of specific cards. In Heza, “Bill knows the deal of cards” can be
described as win, = K6%12 v K621 v ... Here §%* is the atomic description
of world (deal) ijk, e.g., 812 = 0, A=0p A0 A=1q ALy A=Te A=24 A2 A2,
The action of Bill winning is therefore described as the public announcement
of that knowledge: Lgpc?wing.

If the goal of the game is to be the first to guess the deal of cards, and
if players are perfectly rational, then ending one’s move and passing to the
next player also amounts to an action, namely, (publicly) announcing that
you do not yet have enough knowledge to win. This action is described as, for
the case of Bill, Lgp.?7—wing. In the epistemic state (Heza,012)][whisper], Bill
knows the card deal. But saying so is still informative for the other players.
For example, before Bill said so, Cath still considered it possible that Bill
did not know the card deal. If Anne had whispered ‘I do not have card 1’
instead of ‘I do not have card 2’, indeed Bill would not have learnt the card
deal. Implicitly ‘moving on’ in that game state amounts to such an implicit
declaration Lgp.?—win, of not being able to win.

This talk about winning and losing makes more sense for a ‘real’ knowledge
game. The ‘murder detection game’ Cluedo is an example. The game consists
of 21 cards and is played by six players. There is also a game board to play
with, but a fair and already most interesting abstraction of Cluedo is to model
it as a card game only. Each player has three cards and there are three cards
on the table. The first player to guess those cards wins the game. The following
actions are possible in Cluedo (and only those actions): showing (only to the
requesting player) one of three requested cards (of different types, namely, a
murder suspect card, a weapon card, and a room card), confirming that you
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do not hold any of three requested cards (by public announcement), ‘ending
your move’, i.e., announcing that you cannot win, and ‘ending the game’,
i.e., correctly guessing the murder cards. Because each player now holds three
cards, the action of showing a card may now involve real choice, such as
we have already seen in the case of the somewhat artificial whisper action
(not legal in Cluedo!). A play of the game Cluedo can therefore be seen as
a sequence of different game actions that can all be described as epistemic
actions in £, so in that sense it is represented by a single £2°" action.

5.4.4 Different Cards

Two players a,b (Anne, Bill) face three cards p,q,r lying face-down in two
stacks on the table. Let p? be the atom describing ‘card p is in the stack
with two cards’, so that —p? stands for that ‘card p is the single-card stack’.
Consider the following two actions:

Example 5.40

e independent
Anne draws a card from the two-cards stack, looks at it, returns it, and
then Bill draws a card from the two-cards stack and looks at it.

e dependent
Anne draws a card from the two-cards stack, and then Bill takes the
remaining card from that stack. They both look at their card. U

Action independent has nine different executions. Action dependent has only
six different executions. It is more constrained, because the cards that Anne
and Bill draw must be different in dependent, whereas they may be the same
in independent.

Action independent is described by the sequence

Lap(La?p* U La?¢% U Ly??) 5 Lap(Lp?p* U Ly?7¢% U Ly ?7r%)

Action dependent can also be described as a sequence of two actions, in
which case we have to express implicitly that the second card is different from
the first. Because the card that Bill draws is different from the card that Anne
has just drawn, Anne does not know which is the card that Bill draws. In other
words, from the two cards on the stack, it must be the card that she does not
know. We get:

Lap(Lo?p* U Ly7¢> U L, 7r%)
Lap(Lp?(p? A =Kap?) U Lp?(q? A =Koq?) U Ly?(r2 A =K r?))

For example, L,?(p? A —=K,p?) expresses that Bill only learns that card p is
on the two-card stack when player a has not learnt that already.
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5.5 Spreading Gossip

Example 5.41 Six friends each know a secret. They call each other. In each
call they exchange all the secrets that they currently know of. How many calls
are needed to spread all the news? O

We first present the solution of the riddle and related combinatorics, and
after that we model it in dynamic epistemic logic.

It can be shown that for a number of n friends with n > 4, the minimum
sufficient number of calls is 2n — 4. The correct answer for six friends is there-
fore ‘eight calls’. A general procedure for communicating n secrets in 2n — 4
calls, for n > 4, is as follows:

Assume that both the secrets and the agents are numbered 1,2,..., n—
there is no reason to distinguish agents from secrets, just as we previously
distinguished players from cards. Let ab mean ‘agent a calls agent b and they
tell each other all their secrets’. For n = 4, a sequence of length 2-4 —4 =4
is 12,34,13,24. For n > 4 we proceed as follows. First make n — 4 calls
from agent 1 to the agents over 4. This is the call sequence 15,16, ..., 1n.
Then, let agents 1 to 4 make calls as in the case of n = 4. That is the
call sequence 12, 34,13, 24. Finally, repeat the first part of the procedure. So
we close with another sequence 15,16, ..., 1n. The first part of the procedure
makes the secrets of 5 to n known to 1. The second part of the procedure
makes all secrets known to 1,2,3,4. The last part of the procedure makes all
secrets known to the agents 5 to n.

For six agents, the resulting sequence is 15,16,12,34,13,24,15,16. There
are also (non-trivially different) other ways to communicate all secrets in eight
calls to all six agents. A different sequence is 12, 34, 56, 13,45, 16, 24, 35. Table
5.1 shows in detail how the secrets are spread over the agents by this other
sequence. We name this call sequence six. Note that in the first, general,
procedure some calls occur twice, for example calls 15 and 16 occur twice,
whereas in six all calls are different.

call|between 1 2 3 4 5 6
1 12 12 12 3 4 5 6
2 34 12 12 34 34 5 6
3 56 12 12 34 34 56 56
4 13| 1234 12 1234 34 56 56
5 45 1234 12 1234 3456 3456 56
6 16(123456 12 1234 3456 3456 123456
7 241123456 123456 1234 123456 3456 123456
8 35(123456 123456 123456 123456 123456 123456

Table 5.1. The protocol six, a minimal sequence for communicating six secrets.
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This curious interest for the minimum number of calls seems to be more
fuelled by a bunch of academics aiming for efficient communication, than by
a group of friends wishing to prolong the pleasure of such gossip as much as
possible. What is the mazimum number of calls where each time something
new is learnt? (Subject to the ‘rule’ that all shared information is always
exchanged.) For n secrets this is (5). For n = 6 the maximum is obtained
in the call sequence 12,13, 14, 15,16, 23, 24, 25, 26, 34, 35, 36, 45, 46, 56. Fifteen
all different calls! In general: agent 1 calls all other agents, agent 2 calls all
other agents except agent 1, etc. 2?71 = %n -(n—1). The maximum number
of informative calls between agents is therefore also the maximum number
of different calls between 2 from n persons. This is not obvious, because not
every sequence of informative calls consists of all different calls, and not every
sequence of all different calls consists of all informative calls.

Exercise 5.42 Show that not every sequence of informative calls consists of
all different calls, and not every sequence of all different calls consists of all
informative calls. ]

Thus far we have described this system from the viewpoint of an observer
that is registering all calls. The telephone company, so to speak. If we describe
it from the viewpoint of the callers themselves, i.e., as a multi-agent system,
other aspects enter the arena as well. What sort of epistemic action is such a
telephone call? Are the secrets generally or publicly known after the communi-
cations? Answers to such questions depend on further assumptions about
the communications protocol and other ‘background knowledge’. To simplify
matters, we assume that all communication is faultless, that it is common
knowledge that at the outset there are six friends each having one secret, and
that always all secrets are exchanged in a call. If no further assumptions are
made, after an effective call sequence (where ‘effective’ means: after which
all secrets are exchanged) the secrets are generally known, but they are not
commonly known. For example, after six, agent 3 knows that agent 5 knows
all secrets, but (s)he does not know this for any other agent. For example,
he has no reason to assume that the 35 call was the last in the sequence of
eight calls, and that the 24 call had already taken place. Some knowledge of
the protocol used to communicate the secrets may make a difference. In fact
it is a bit unclear how much makes enough of a difference, and this might
merit further investigation: e.g., note that on the one hand 35, 16, and 24 can
be swapped arbitrarily while guaranteeing general knowledge of the secret,
but that on the other hand the number of secrets known by 3 and 5 prior to
the moment of the 35 call (four and four) is different from the numbers for 1
and 6, and 2 and 4 (four and two)—information that may reveal part of the
executed protocol and therefore knowledge about other agents’ information
state.

If the agents know that a length 8 protocol is executed, and if time is
synchronised, then the secrets are commonly known after execution of the
protocol. But without either of these, it becomes problematic again. Suppose



136 5 Epistemic Actions

that time is synchronised but that the length of the protocol is unknown.
By agreeing on a protocol ‘keep calling until you have established that all
other agents know all secrets’—this obviously includes non-informative calls—
general knowledge of general knowledge of the secrets can be established, but
again, this falls short of common knowledge.

Exercise 5.43 Give a protocol that achieves general knowledge of general
knowledge of the secrets, for six agents. 0

In the remainder we assume that everybody knows which calls have been
made and to whom, but that the secrets that have been exchanged in a call are
unknown. After that, the secrets are common knowledge at the completion of
the protocol. A more realistic setting for this scenario is where the six agents
are seated around a table, where all have a card with their secret written on
it. A ‘call’ now corresponds to two persons showing each other their cards,
and both adding the secrets that are new to them on their own card. The
other players notice which two players show each other their cards, but not
what is written on those cards.

Exercise 5.44 In the two example protocols, no agent learns the source of
all secrets. But there are protocols where an agent does learn that. Give an
example. Prove also that at most one agent knows the source of all secrets.
(We also conjecture that after a minimal call sequence no agent knows the
source of all secrets.) O

We now proceed to describe the call sequence six as a L epistemic action.
We keep naming the six agents 1,2,3,4,5,6 but call the secrets (the value of
six propositions) pi,...,ps. The initial epistemic state is one in which each
agent only knows ‘his own’ secret, in other words, it is an interpreted system
where agents only know their own local state. The action “agent a and agent b
learn each others’ secrets” can be paraphrased as “all agents learn that agent
a and agent b learn each others’ secrets” and this can be further specified as
“for each p,, (of all six atomic propositions) all agents learn that @ and b learn
whether a knows p,,, and all agents learn that a and b learn whether b knows
pr”. Formally, the (type of this) action is call,p, defined as the sequence

callap(p1) ;5 ... ; callop(ps)
where callgy(py,) is defined as:
callgy (pr) = L123ase( (Lap ?Kapn U Lap?Ko—pr U Loy T (Kapn V Ko—pp))
%Lab?Kbpn U Lay?Kypn U Lay?~(Kypn V Kypn))

It will now be clear that the type of action describing the six protocol is

callio ; callzy ; callsg ; callyz ; callys ; callig ; callay ; callgs
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For a more concrete example, given the actual distribution of secrets where
p4 is false, in call callig of six agent 6 learns from agent 1 that the value of
the secret py is 0. This happens in the part callig(ps) of call callig, which is
described as:

L123456(L167K1paU' L1 K1—pa U Lig?(K1pa U K1—pa)) 5 ...

The exclamation mark, or local choice operator, points to the choice known
by 1 and 6, but not (publicly known) by the remaining agents, as agent 2 does
not yet know the value of py at this stage.

5.6 Notes

Epistemic action logic The history of this logic is mainly the academic
birth of van Ditmarsch. It achieved the goal to generalise the dynamic epis-
temic logic of public announcements by Plaza [168], Gerbrandy [75], and Bal-
tag, Moss, and Solecki [11], which was described in detail in the Notes of
Chapter 4. Van Ditmarsch’ efforts to generalise the ‘card show’ action of Ex-
ample 5.35 played a major part in the development of this framework. The
relational action semantics of Section 5.3 found its way to the community in
van Ditmarsch’ publications [42, 43, 46]. Later developments on this logic (see
below) include shared work with van der Hoek and Kooi.

Alternative syntax Alternatively to the primitives of the language £3<*
one can stipulate a clause Lp(a,a’), meaning Lg(a ! o’), and remove the
clauses for local choice. The difference seems to be ‘syntactic sugar’ with
some conceptual consequences: by doing this, the notion of the ‘type of an ac-
tion’ disappears. Instead of modelling ‘Anne reads the content of the letter in
the presence of Bill” as an action type Lqu(L,?pU L, ?—p), with two instances
Lop('Ly?pUL,?—p) and Lay(L,7pU 'L, ?—p), we would now have two determin-
istic actions Lup(Lo?p, Lo?—p) and Lap(La?—p, La?p), respectively, and the
former action type Lay(La?p U Ly?—p) then corresponds to non-deterministic
choice between those two: Lap(La?p, La?—p)ULgy(Le?—p, Ly ?p). A similar ap-
proach to the language is followed, for a more general setting, by Economou
in [56].

Concurrent epistemic action logic Concurrent epistemic action logic
was proposed by van Ditmarsch in [45] and a proof system for this logic was
proposed by van Ditmarsch, van der Hoek, and Kooi in [49]. The complete-
ness proof in [49] was—in retrospect—based on a flawed notion of ‘syntac-
tic accessibility between actions’. We have chosen not to include a detailed
treatment of this material. The treatment of concurrency for dynamic oper-
ators in [45, 49] is similar to that in the logic cPDL—for ‘concurrent propo-
sitional dynamic logic’—proposed by Peleg [167] and also mentioned in, e.g.,
Goldblatt [79] and Harel et al. [93]. This treatment of concurrency is known as
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‘true concurrency’: the result of executing an action a N 3 is the set of the
results from executing just a and just (. For epistemic states, this means that
execution of a concurrent action consisting of two parts each resulting in an
epistemic state, results in a set of two epistemic states. The modelling solution
is to see the corresponding state-transforming relation no longer as a relation
between epistemic states, but as a relation between an epistemic state and a
set of epistemic states.

Such ‘true concurrency’ is an alternative to another approach to concur-
rency, namely intersection concurrency. The dynamic logic IPDL (intersec-
tion PDL) is briefly presented in [93], for a detailed analysis see [8]. In that
case, we take the intersection of the respective binary relations that are the
interpretation of the two ‘intersection-concurrent’ actions. For an intersection
concurrency sort of epistemic action, see the logic ALL in Kooi’s Ph.D. the-
sis [114]. Versions of unpublished manuscripts by Baltag also contained that
feature.

For an example of a concurrent action description in the setting of con-
current epistemic action logic in [45], consider again the action bothmayread,
where both Anne and Bill may have read the letter (learnt the truth about
p). It is described in this language as

Lap( (La?p N Ly?p) U (La?=p N Ly ?—p)
ULy?pU La?—pU Lp?p U Ly?—pU 7T )

Executing the part (L,?—p N Ly?-p) of this action indeed results in a set of
two epistemic states. The effect of the L,; operator binding this subaction
and other subactions, results after all in the single epistemic state that we are
already familiar with (see Figure 5.2). The set of epistemic states resulting
from executing (L,?—p N Ly?—p) functions as a (single) factual state in the
domain of the epistemic state resulting from executing the entire action. For
details, see [45, 49].

Playing cards The results on modelling card games have previously app-
eared in publications by van Ditmarsch, and by Renardel de Lavalette [43, 44,
46, 174].

Spreading gossip The riddle on spreading gossip formed part of the 1999
Dutch Science Quiz. The original version (in Dutch), of which we presented a
gender-neutral translation, was

“Zes vriendinnen hebben ieder 'n roddel. Ze bellen elkaar. In elk gesprek wis-
selen ze alle roddels wit die ze op dat moment kennen. Hoeveel gesprekken
zign er minimaal nodig om iedereen op de hoogte te brengen van alle zes de
roddels?”

The answer options in the (multiple choice) quiz were 7, 8, and 9. The answer
was, of course, 8. In the aftermath of that science quiz—partly reported in
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the Dutch media—academics generalised the answer. The given procedure
for communicating n secrets (for n > 4) in 2n — 4 calls was suggested by
Renardel de Lavalette. Hurkens [108] proved (independently) that this is also
the minimum. The observations on general and common knowledge and on
how to model the spreading of gossip in epistemic logic are partly found in
van Ditmarsch’s Ph.D. thesis [43].
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Action Models

6.1 Introduction

In this chapter we introduce the ‘action model’ approach to describing epis-
temic actions. This chapter does not presume familiarity with the previous
chapter, that was also on epistemic actions (see the Preface for motivation). In
the current section we informally introduce action models. Action models are
semantic objects that can also be seen as epistemic actions. The action models
are defined in Section 6.2, the action model language Lxcg is presented in
Section 6.3, and its semantics in Section 6.4. Section 6.5 shows that action
model execution preserves bisimulation, and addresses a notion of ‘sameness
of actions’ called ‘action emulation’. Section 6.6 presents a proof system for
the action model language—we focus on the intuitions behind the different
validities (that are mainly also axioms in the proof system), the completeness
will only be addressed in Chapter 7. Section 6.7 presents a proof tool that is
available for action model logic. This is the epistemic model checker DEMO.
In Section 6.8 we address the relation between L£i* ‘relational actions’ and
L3t ‘action models’—that section therefore does after all presume famili-
arity with the previous chapter. In Section 6.9 we pay some attention to
modelling ‘private actions’, that address change of belief instead of (merely)
change of knowledge.

Chapter 4 dealt with public announcements. Public announcements are
epistemic actions that convey the same information for all agents. They result
in a restriction of the model and therefore in a restriction of the corresponding
accessibility relations. More complex epistemic actions convey different infor-
mation to different agents. They may result in the refinement of accessibility
relations while the domain of the model remains unchanged, and they may
result in the enlargement of the domain of the model (and its structure). For
an example of a more complex epistemic action, we consider the scenario in
Example 4.1 once again:

! Example 4.1 is found on page 67, see also Example 5.1 on page 109.

141
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Example 6.1 (Buy or Sell?) Consider two stockbrokers Anne and Bill,
having a little break in a Wall Street bar, sitting at a table. A messenger
comes in and delivers a letter to Anne. On the envelope is written “urgently
requested data on United Agents”. Anne opens and reads the letter in the
presence of Bill. (United Agents is doing well.) O

The scenario is modelled as an epistemic state for one atom p, describing
‘the letter contains the information that United Agents is doing well’; so that
—p stands for United Agents not doing well. We may assume that both Anne
(a) and Bill (b) know what information on United Agents is due, as this was
announced by the messenger in their presence. In other words: a and b are
both uncertain about the value of p, and this is common knowledge. When
Anne opens and reads the letter, this results in her knowing that p, but not
in Bill knowing p. However, in the resulting state we expect Bill to know that
Anne knows whether p, as he observed her opening the letter. Also, we expect
Anne to know that Bill knows that, that Bill knows that Anne knows that
he knows that, etc. The state transition induced by this epistemic action is
depicted in Figure 6.1. In this figure, we have chosen mnemonically convenient
names 0 and 1 for states where p is false and true, respectively. The action of
Anne reading the letter will be represented as an action model (Read, p), that
therefore labels the transition. Note that after (Read, p), formula C,,(K,p V
K,—p) is valid in the model: it is commonly known that Anne knows the
contents of the letter, irrespective of it being p or —p. Bill considers it possible
that Anne knows p, described by K,p, and also considers it possible that she
knows that p is false, described by K,—p. In the actual state 1, Anne now
knows that p: K,p is true.

From Bill’s point of view, Anne could be learning that p, and Anne could
be learning that —p. But he cannot distinguish between those two actions.
Anne’s point of view is different: either she learns p, so that learning —p is an
impossibility, or she learns —p, so that learning p is an impossibility. Anne also
knows that Bill cannot distinguish between her learning p and her learning —p.
In fact, it is common knowledge to Anne and Bill, that Bill cannot distinguish
between the two actions but that Anne can. Let us tentatively call these
actions p and np. Action p has precondition p, for which we write pre(p) = p,
and action np has precondition —p, for which we write pre(np) = —p. We
have, to convenience the reader, again chosen for mnemonically suggestive
names. These preconditions need not be literals but can be any formula—so a
straight identification with valuations is out of the question. The observations

(Read, p)
> 0 b 1

0 a,b

[=

Figure 6.1. Anne reads the letter containing p in the presence of Bill.
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np

b P

Figure 6.2. The action model (Read, p).

on indistinguishability induce a partition on this set of possible actions {p, np}.
The partition for Anne is {p},{np}, and the partition for Bill is {p,np}. In
other words, Anne’s partition corresponds to the identity, she can distinguish
‘everything’, and Bill’s to the universal relation, he can distinguish nothing.
Also, because of the given that Anne really learns p, action p ‘stands out’.
To describe ‘the entire action’, a straight identification with the preconditions
of p or np is not sufficient, e.g., the first would then not be different from
the action where Anne announces the contents of the letter, which also has
precondition p. We really appear to need p and np in relation to each other.
It has been visualised in Figure 6.2.

Note that both points are reflexive for Anne and Bill; therefore we see
no access for Anne, as her access is the identity. The actual action p with
precondition p is given special status by underlining it, i.e., by ‘pointing’ to
it. As our description, or depiction, of this action is a structure that resembles
a Kripke model, we call it an action model. The relation of p and np to
each other, plus their preconditions, is also sufficient to describe an epistemic
action—which means that we can forget about any internal structure of p and
np, so these are ‘just names’. Because of that, we prefer to call them action
points and not actions. This pointed structure (Read, p) represents the actual
epistemic action. It is called an action model.

We now replace in Figure 6.1 the label (Read,p) by its visualisation in
Figure 6.2. The result is depicted in Figure 6.3.

There is a simple and conceptually appealing way in which we can relate
the structure of the initial epistemic state and the structure of the action
model, to the structure of the resulting epistemic state. Let us start by an
example first. Bill cannot distinguish state 0 where p is false from state 1
where p is true. He also cannot distinguish action np where Anne learns —p
from action p where Anne learns p. Given that he cannot distinguish two
states, and two actions, it seems reasonable to suggest that if one action
is executed in one state, and the other action in the other state, he also
cannot distinguish the resulting states. The state named 0 in the resulting
epistemic state is the result of executing action np in the state also named 0

np b P

0 a,b 1 > 0 b

|=

Figure 6.3. Anne reads the letter containing p in the presence of Bill. The picture
labelling the state transition is an action model (Read, p).
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in the initial epistemic state, and similarly, the state named 1 in the resulting
epistemic state is the result of executing action p in the state also named 1 in
the initial epistemic state. And indeed, Bill cannot distinguish 0 and 1 in the
resulting epistemic state! On the other hand, Anne can distinguish 0 and 1 in
the resulting epistemic state. But we now have a simple explanation for that:
even though she initially could not distinguish 0 and 1, she can distinguish
action np from action p. ‘Obviously’, if she can distinguish two actions, she
can also distinguish the results from those actions! A different way of saying
this, is that agents do not forget the consequences of their actions. This is also
known as ‘perfect recall’.

We now represent factual states in the resulting model as pairs consisting
of ‘name of the factual state in the initial model’ and ‘name of the action
executed in that factual state in the initial model’. Note that this is so far
an implicit way to express that agents do not forget how they act—what
names factual states have, is irrelevant. What counts is which facts are true
in those states and how they relate to other states. Concerning facts: the
same facts are true in the resulting epistemic state as in the original epistemic
state, as our actions are purely epistemic. Concerning relations: we then have,
that pairs (0,np) and (1,p) in the resulting model are the same for Bill,
notation (0,np) ~4 (1, p), because both states 0 and 1 were indistinguishable
for Bill but also actions np and p, formally: because 0 ~; 1 and np ~; p. The
general definition ‘two states are indistinguishable for an agent if and only
if they resulted from two indistinguishable actions executed in two already
indistinguishable states’ is formalised by (for an arbitrary agent a):

(8,8) ~q (t,t) iff s~gtand s~,t

Actually, we ignored the word ‘executed’ in the previous sentence: this can be
explained by only allowing (s,s) pairs such that s can be executed in s. The
condition for that, is that the precondition of s is true in state s of the initial
epistemic model M, i.e., M, s |= pre(s).

The construction we explained can be seen as the computation of a ‘re-
stricted modal product’ of an epistemic state and an action model. A modal
product of two modal structures is formed by taking the cartesian product
of their domains, and apart from that, performing some computations on the
remaining information encoded in these structures, namely, in this case pre-
cisely as above. The product is ‘restricted’, because we do not take the full
cartesian product but only allow (s,s) pairs where s can be executed in s. As
the actions are epistemic only, there is no reason to change the value of facts
(as already mentioned), therefore the valuations of facts in pairs (s,s) are the
valuations of facts in the first in that pair, which is the original state s. The
designated point of the resulting structure is, obviously, the pair consisting
of the designated points of the original structures. In the case of the model
(Letter,1) depicted as 0—a,b—1 and the action model (Read, p) depicted as
np—b—yp, the result of computing their restricted modal product is shown in
Figure 6.4.



6.1 Introduction 145

>< — (07np) —_— b — (Lp)

np P

b

Figure 6.4. Anne reads the letter containing p in the presence of Bill, seen as the
computation of a restricted modal product. Compare to Figure 6.3 that depicts the
same epistemic state transition differently.

Even though the cartesian product consists of four points, the restricted
modal product consists of two only, namely (0, np) and (1, p). This is because,
respectively, Letter,0 |= —p and Letter,1 |= p; or in precondition notation:
Letter,0 = pre(np) and Letter,1 = pre(p). We have that (0,np) £, (1,p),
because np 7, p—so it is not the case that both 0 ~, 1 and np ~, p, required
to establish equivalence for a of the pairs.

So far, we have overlooked one salient detail in our informal explanations. The
action model (Read, p) visualised as np—b—p has a domain, and accessibility
relations for each agent... So it must be a semantic object! On the other hand,
the preconditions of these ‘domain’ objects are formulas (that might as well be
complex, epistemic formulas), so a so-called action model therefore is nothing
but some operator with these formulas as arguments, thus constructing a
more complex ... formula. So it must be a syntactic object! The short answer
to this is that an action model, such as (Read, p), can be seen as both. It can be
seen as syntax, because pointed frames underlying models can be enumerated
and can be given names. It can be seen as semantics, because formulas can
be interpreted as ‘semantic propositions’, i.e., functions from pointed Kripke
structures to ‘true’ and ‘false’. We switch from one to the other perspective as
it pleases us—just as we use a both for agents, as in ~,, and for agent names,
as in K,. The reader not satisfied with this succinct explanation is suggested to
read the following subsections before continuing with the formal introduction
of action model logic in the subsequent sections. Others are suggested to skip
those subsections and to continue with Section 6.2 on page 149. This completes
the informal introduction on action model logic.

6.1.1 Syntax or Semantics?

In a setting of epistemic logic it is not surprising to see equivalence relations
partitioning some domain of objects. But there are two surprising differences
with how we have so far used such equivalence relations (or, more general,
accessibility relations). First, the alternatives in the domain of an action model



146 6 Action Models

do not stand for factual states of the world, in other words for ‘static objects’,
but they stand for possible actions, i.e., ‘dynamic objects’. Second, the domain
objects appear not to be semantic, but syntactic: preconditions of actions
are formulas in the logical language! Relational structures such as Kripke
models are from the realm of semantics, that tends, in logic, to be strictly
separated from the realm of syntax or logical language. But, we just have to
say this again, action models appear not to be partitioning semantic objects,
but syntactic objects: the preconditions associated with domain objects are
formulas. The first difference is something that makes logicians happy: “Right,
so we have a dynamic counterpart of a static object that we already know
quite well.” And we will see that in other ways it also combines well with
the ‘static’ epistemic states that we already have. But the second difference,
to the contrary, is something that makes logicians unhappy: “Pfui! One must
keep syntax and semantics strictly separated, or the world will fall apart.”
The solution is surprisingly simple (and in the line of similar solutions for
dynamic logics incorporating automata):

If we give names to Kripke-frames, we can see action models as syntactic
objects. If we represent formulas by semantic propositions, we can see action
models as semantic objects. We then simply state that the meaning of the first
is the second: ‘syntactic’ action models are interpreted as their corresponding
‘semantic’ action models.

6.1.2 Action Models as Syntactic Objects

Naming frames We can think of action models as syntactic objects if
we give them names. We can then refer in the language to frames by these
names. If we choose the names ‘canonically’, such that the structure of a name
corresponds to the structure of the action model named, then we may ‘par
abus de langage’ subsequently identify these names with the action models.
That identification is not dissimilar from how we identify an agent name a
in the language, as in K, ¢, with the real agent a for whom access is defined
in an epistemic model, as in R, or ~,. The crucial point is that not the
action models themselves are named, but the frames underlying them. The
preconditions of the points in an action model can be seen as arguments for
that (frame) function name. If the action model contains n points, there are
n arguments, so the frame name is then an n-ary function.

Enumerating frames Throughout this book, the set of agents A for which
a Kripke structure is defined, is required to be finite. Also, we only allow
finite action models, for a reason related to the proof system. (In neither
case is finiteness a requirement for enumerability—it just makes it easier to
enumerate.) The elements of the domain are called action points. Assume an
countable supply of action points {si,sa, ...}. The finite pointed Kripke frames
for a given set of agents A can now easily be enumerated. Let us do this for
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the epistemnic frames for the set of agents {a,b}—i.e., we restrict ourselves to
accessibility relations that are equivalence relations, for each agent. Note that
by definition there are no frames with empty domain.

Given domain {s;}, there is one singleton pointed frame, namely, with
universal access for all agents.

Given domain {s;, s}, there is one more singleton pointed frame (namely,
with domain {ss}, with universal access for all agents), and there are eight two-
element pointed frames (we use the familiar visualisation assuming reflexivity
for both agents):

S1 S2
Sg — a4 —— Sy
S1 —b— So
s1 — a,b— s9
So S1
Sp —a—— 51
S9 _b_ﬂ
Sp — a,b— 51

Given domain {s1,s2,s3}, there is one more singleton pointed frame
(namely, with domain {s3}, with universal access for all agents), there are
sixteen more two-element pointed frames, and there are already a whole lot of
three-element frames to take into account: per agent four different partitions,
and three possible points of the structure, which makes 4 x 4 x 3 = 48 pointed
frames.

We thus continue for four point domains, five point domains, ad infinitum.
At some stage in the enumeration, we will find the pointed frame np—b—p
underlying (Read, p), as action points np and p will occur somewhere in the
list of action points. Alternatively, we could think of introducing action point
domains on the fly and in that sense we have already found it in the enumer-
ation, namely, as s;—b—sy above (strictly speaking, we are only interested in
enumerating isomorphism classes of pointed frames).

Given that the set of pointed frames is enumerable, the set of names
for such frames is also enumerable. One then could of course choose to let
framenamey, framenames, ... correspond to the above list of pointed frames,
such that framename; is the name for singleton frame s;, framename; is
the name for singleton frame sy, etc. For some n € N in this enumeration,
framename,, is then the name for the pointed frame np—b—p, let us say for
n = 353319. We can see the preconditions of the action points in the action
model (Read, p) as arguments of framenamegsssig, in the order in which np
and p occur in the enumeration of action points. If np comes before p, the
action model is fully represented by the description framenamessssio(—p, p).

A more obvious way than the cumbersome list framename;, framenames,, . ..
to name frames is to choose names that mirror the structures they name
(‘canonical’ names). For example, let putting a line over a structure (or
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structural element) indicate that it names the structure. We get a list of
names starting with sy, Sy, ..., instead of s1, s9, ... And we can stop worrying
about the order of preconditions as arguments of framenames: we now write
pre(p) = p, etc. The practice of choosing names resembling the semantic
objects they name is not unfamiliar. For example, agents a, b, c, ... are often
named a, b, c,.... In Chapter 2 we even identified agents a, b, c,... with their
names, that were therefore also written as a,b,c,...! Similarly, it is only a
small step to allow frames to name themselves. This explains how we can
introduce semantic objects such as pointed frames in the language.

6.1.3 Action Models as Semantic Objects

Semantic propositions We can also see action models as semantic objects.
For that, we replace the preconditions of action points, that are formulas in
the logical language, by what are commonly known as (semantic) propositions,
that can be seen as functions operating on Kripke structures. Actually, we
already introduced such propositions when defining [¢]as as the subset of the
domain of an epistemic model M, where ¢ is true. Thus, [¢] can be seen as a
function from epistemic models to subsets of their domains: a clearly semantic
object. (Alternatively we could see [¢] as a function from epistemic states to
{0,1}.) In other words, [¢] is a semantic object, that we call a (semantic)
Proposition.

For example, instead of saying that in action model (Read, p) the precon-
dition of action point p is p, we could alternatively associate with p a semantic
precondition [p]. This proposition maps the domain {0,1} of the epistemic
model Letter to the subset {1}. It applies to any epistemic model defined for
a set of atoms that includes p.

Such propositions [¢] need to be properly inductively defined, but this is
very well possible: [p] is a function from epistemic models to subsets of their
domains as above, given [¢] and [¢], [p A¥]m = [¢]m N[¥]asr. Also for other
connectives and modal operators, including [a]p. (See the Notes section for
references to more details.)

We suggestively write [pre] for the semantic precondition function, so that,
for example in the action model (Read, p), [pre](p) = [p] and we call the ac-
tion model with semantic precondition [pre]: (Read“, p). (A representation
[(Read, p)] would be infelicitous in this case, as we typically see an expres-
sion [«] for actions « as a binary relation between epistemic states, which is
obviously not intended here.)

6.1.4 Concluding

Having defined syntactic correspondents for action models, where frames are
described by their names, and semantic correspondents for action models,
where precondition formulas are interpreted as (semantic) propositions, we
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can finally give a proper semantics for action models: an action model de-
scription is interpreted as its corresponding action model with propositions
as preconditions. As an example, framenamessssigo(—p,p) is interpreted as
(Readll p).

6.2 Action Models

We successively define action models, the language of action model logic, and
the semantics of action model logic. In this section we define action models.

Definition 6.2 (Action model) Let £ be any logical language for given
parameters agents A and atoms P. An S5 action model M is a structure
(S, ~, pre) such that S is a domain of action points, such that for each a € A,
~, is an equivalence relation on S, and such that pre : S — L is a preconditions
function that assigns a precondition pre(s) € £ to each s € S. A pointed S5
action model is a structure (M,s) with s € S. O

As all structures in our presentation carry equivalence relations, we nor-
mally drop the ‘S5’ in ‘S5 action model’ and ‘pointed S5 action model’. Fur-
ther, ‘par abus de langage’, a pointed action model is also called an action
model (as this usage is too ingrained in the literature). Examples will be given
in the following sections.

6.3 Syntax of Action Model Logic

Definition 6.3 (Language of action model logic) Given are agents A
and atoms P. The language of action model logic Lxcg (A4, P) is the union
of the formulas ¢ € L% (A, P) (or, when no confusion arises, L3%) and

act

the actions (or epistemic actions) a € L3¢5 (A, P) defined by

=pl-p|(pAp) | Kap | Cpp | [ap
=(M,s) | (aU«)

where p € P, a € A, B C A, and (M,s) a pointed action model with (1) a
finite domain S and (2) such that for all t € S, the precondition pre(t) is a
L5 (A, P)-formula that has already been constructed in a previous stage of
the inductively defined hierarchy. O

As usual, (a)¢ is defined by notational abbreviation as —[a]—p. We also
use the notational abbreviation M for [ J;.s(M,s).

Restriction (1) is due to the requirements of the axiomatisation for the
language, which will only become clear later, and also because operators in
the language are not allowed to have an infinite number of arguments. Re-
striction (2) is obvious for an inductively defined set. Strictly, we have to
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think of the pointed frame underlying (M,s) as a name for that frame, and
of the precondition function pre associated with M as the way to construct
inductively a more complex expression of type ‘epistemic action’ from that
framename and from arguments that are simpler, already defined, expressions
of type ‘formula’. The arity of that framename is then of course the number
of actions in the domain S of M. We choose to ignore the difference, just as
we ignore the difference between agent names a in modal operators K, and
actual agents a in the equivalence relations ~, that interpret these operators.
The reader not satisfied by this explanation is referred to Subsection 6.1.1
and beyond, of the introductory Section 6.1.

Exercise 6.4 Show that epistemic action (Read,p) from the introduction is
a well-formed epistemic action in the language L5 ({a, b}, {p}). O

Example 6.5 (skip and crash) Given a set of agents A and a set of atoms
P, the epistemic action skip or 1 is defined as ({{s}, ~, pre}),s) with pre(s) = T,
and s ~, s for all a € A.

Similarly, the epistemic action crash or 0 is defined as (({s}, ~, pre),s) with
pre(s) = L, and s ~, s for all a € A. This also applies to but does not require
A=02 O

Example 6.6 (Public announcement) The action model pub(y), for
‘truthful public announcement of ¢’, is defined as (({pub}, ~, pre), pub) such
that pre(pub) = ¢, and pub ~, pub for all a € A. This corresponds to public
announcement as in Chapter 4. (In Exercise 6.14, later, we will prove that
pub(p) corresponds to public announcement of .) O

Another syntactic construct is the composition of two action models.

Definition 6.7 (Composition of action models) Let M = (S, ~, pre)
and M" = (S',~/,pre’) be two action models in L3¢ (A, P). Then their
composition (M ; M’) is the action model (S”, ~" pre”) such that

S// — S % S/
(s,8') ~ (t,t') iff s~y tand s~ t
pre’((s,s)) = (M,s)prée/(s)) O

The definition of composition extends in the obvious way to pointed action
models: given two pointed action models (M,t) and (M’,t’) as above, their
composition (M, t) ; (M’,t’) is the pointed action model (M”, (t,t")), with M”
defined as above. Note that pre”((t,t')) = (M, typre'(t').

A composition ((S”,~" pre’),s”) is by definition an epistemic action in
the language E‘}(CtC@)(A, P)—at least, allowing complex domain names such
as pairs (s,s’)—but in the worst case found three inductive levels higher up
than the maximum of the levels where (M,s) and (M’,s’) are situated in the
inductive hierarchy:

2 The set of atoms P cannot be empty, as T and L are defined as pV —p and pA—p,
respectively.
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A precondition (M, s)pre(s’) associated with M” is formally —[M, s|—pre(s’).
Assume that (M,s) is found as an action on level 4, and that pre(s’) is found
as a formula on level j. Then —pre(s’) can be constructed on level j + 1; so
that [M, s]—pre(s’) can found one level higher than the maximum of j 4 1 and
i which in the worst case is max(i, j) + 2. Therefore =[M, s]—pre(s’) may only
be constructed on level max(s, j) + 3.

The intuitive meaning of action model composition is indeed semantic
composition. This will be explained in the next section.

6.4 Semantics of Action Model Logic

Definition 6.8 (Semantics of formulas and actions) Givenareepistemic
state (M,s) with M = (S,~,V), action model M = (S,~, pre), and
¢ € L3 (A, P) and o € L3, (A, P).

M,skE=p if seV,

M,s = —p ifft M,slep

M,sEpAy iff M,sEpand M,s 1

M,sE Kup iff forall s €S:s~,s implies M,s" ¢
M,s = Cpy iff forall s €S:s~ps implies M,s' ¢
M,s E [a]e iff for all M’ s :

(M, s)[a] (M, s") implies M',s" = ¢

(M, s)[M,s](M’,s') iff M,s = pre(s) and (M’,s') = (M @ M, (s,5))
[aud] = [e]ule]

In the clause for the interpretation of action models, M’ = (M ® M) is a
restricted modal product of an epistemic model and an action model, defined
as M' = (S8, ~' V') with

S’ = {(s,5) | s€S,s€S, and M,s |=pre(s)}
(s,s) ~ (t,t) iff s~y tand s~gt
(s,5) €V}, if seV,

The set of valid formulas from L%, without common knowledge under the

above semantics will be denoted the action model validities, or AM. The set
of validities from the full language L%% is AMC. O

We can now link the syntactic composition of action models to the intuitive
meaning of relational composition.

Proposition 6.9 Let (M,s),(M',s') € L5, (A, P), and ¢ € L3 (A, P).
Then [(M,s) ; (M’;s")]¢ is equivalent to [M,s][M’,s']p. O
Proof Let M, ¢ be arbitrary. We have to show that M,t = [(M,s) ; (M',s')]e

if and only if M,t = [M,s][M’,s]¢. It suffices to show that M ® (M ; M’) is
isomorphic to (M ® M) @ M’).
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Let (t,(s,s)) € D(M ® (M ; M")). We then have that M, ¢ |= pre’((s,s’)),
ie, M,t = (M,s)pre/(s"). The latter is equivalent to M,t | pre(s) A
[M, s]pre’(s'), i.e., M,t |= pre(s) and M,t |= [M,s]pre’(s’). From M,t |= pre(s)
follows that (t,s) € D(M ®M), and from that and M, t |= [M,s]pre’(s) follows
that ((¢,s),s') € D((M ® M) ® M’). The argument runs both ways.

Concerning accessibility, (¢, (s,s’)) ~q (t1,(s1,5})) iff (¢ ~4 t; and s ~, 51
and s’ ~, s}) iff ((¢,s),s") ~q ((t1,51),57)-

The valuation of facts in triples (¢, (s,s’)) corresponds to that in ¢. And
the same holds for triples ((¢,s),s’). O

The relational composition [M,s] o [M’;s'] of two action models is stan-
dardly defined as: (M, s)([M,s] o [M,s'])(M’,s") if and only if there is a
(M",s") such that (M, s)[M,s](M",s") and (M",s")[M',s'|(M’, s"). In other
words, M,s [ [M,s][M’,s']¢ if and only if there is a (M’,s’) such that
(M, s)([M,s] o [M')s'])(M’,s") and M’ s" = ¢. Therefore, another way of
expressing Proposition 6.9 is that [M,s] o [M’,s'] equals [(M,s) ; (M’,s')].

Because of the following propositions (of which the proof is left to the
reader) we need not be concerned about the composition of non-deterministic
epistemic actions, and therefore can use the ; operator ad libitum in action
expressions.

Proposition 6.10 Let o, 3,7 € Lj¢4(A, P). Then ((a U ) ; ) equals

((r; v)U (B3 7)); and also (a5 (BU7)) equals (a5 B)U(a; 7)) 0
Proposition 6.11 Let o, € L3 (A, P). Then [a U g is equivalent to
[ A [B]e. O

From Propositions 6.10 and 6.11 follows immediately that all expressions
[a]p are equivalent to some conjunction A[M,s]e. This can also be used to
show that the action model language without non-deterministic choice is just
as expressive. (See Chapter 8 for a related discussion on non-determinism in
epistemic action logic.)

Exercise 6.12 Prove Propositions 6.10 and 6.11. O

We continue with examples illustrating the semantics, and a number
of exercises. First, the reader may want to reconsider the introductory
Example 6.1, where, given the epistemic state (Letter,1) where both Anne
and Bill do not know p, and where p is true, Anne reads the letter containing
p, in the presence of Bill. This was the action model (Read,p), depicted as
np—b—p, with pre(p) = p and pre(np) = —p. Its execution was depicted in
Figure 6.4 on page 145. This can easily be seen as corresponding to the formal
semantics in Definition 6.8. Some examples of formulas involving actions are

e After Anne reads the letter containing p, Anne knows that p:
[Read, p| K,p

e After Anne reads the letter containing p, Bill does not know that Anne
knows that p:
[Read, p| =K Kop
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e After Anne reads the letter containing p, Anne and Bill commonly know
that Anne knows whether p:
[Readv p]Cab(Kap \ Ka_‘p)

More complex ways of letter reading (that were also modelled in Chapter 5)
can also be modelled as action models:

Example 6.13 (mayread) Given is the epistemic state (Letter,1) where
both Anne and Bill do not know p, and where p is true. Consider the ac-
tion wherein Anne may read the letter, i.e., Bill has left the table for a while,
and when back, suspects Anne of having read the letter. In fact, Anne did not
read the letter. In this case, from Bill’s perspective one of three alternatives
may come to pass, that he cannot distinguish: Anne reads the letter and it
contains p, Anne reads the letter and it contains —p, and Anne does not read
the letter. The last can be said to have a precondition T (or p V —p), as it
always succeeds. Obviously, Anne can distinguish between all three actions.

An action model for this action consists of three action points, somewhat
suggestively named p, np, and t, with preconditions pre(p) = p, pre(np) = —p,
pre(t) = T. The partition for Anne on this domain is the identity, as she
can distinguish all these actions. The partition for Bill on this domain is
the universal relation, as he cannot distinguish any of the three actions. The
actually executed alternative is t. This action model is called (Mayread, t).
The execution of this action is depicted in Figure 6.5.

The new epistemic state consists of four states. Action point np can be
executed in state 0 where p is false, as Letter, 0 |= pre(np). Action point p can
be executed in state 1 where p is true, as Letter,1 = pre(p). Action point t
can be executed in state 0 where p is false, but also in state 1 where p is true,
as its precondition T is satisfied in any state. The valuation (V') of p in the
four new states (0,np), (1,p), (0,t), and (1,t) remains as it was before, i.e.,
V, = {(1,p), (1,t)}. Concerning access, we have that (0,t) ~4 (1,t) because
0~ 1and t~,t (as all access is reflexive). Similarly, for b.

np b p
AN /
b b
\ / (O,np) —_— b — (Lp)
E |
X b b
0 a,b 1 ‘

(0,t) — a,b — (1,1)

Figure 6.5. Anne may have read the letter—the action model (Mayread, t).



154 6 Action Models

The action Mayread, i.e., (Mayread, p) U (Mayread, np) U (Mayread, t), is a
properly non-deterministic action. When p is true, it has two different execu-
tions, and when p is false, it also has two different executions. Examples of
formulas involving action models (Mayread, t) and Mayread are

e After (Mayread,t), Anne does not know whether p, but Bill considers that
possible:  [Mayread, t|(=(K,p V Ko—p) A Ky(Kap V Ko—p))

e When p is true, Anne may know that after Mayread, but it is also con-
ceivable that she does not—at least she cannot know that p is false:
p — ((Mayread) K,p A (Mayread)—K,p A =(Mayread) K,—p)

For an example, we confirm by semantic computation that Letter,1 =
[Mayread, t](~(Kup V Ko—p) A Ky(Kap V Kq—p)). This is true, if and only
if (applying Definition 6.8) for all (M’,s"): (Letter,1)[Mayread, t](M’, s') im-
plies M',s' £ —~(Kup V Ko—p) A Ky(Kop V Ko—p). The model (M’,s') is
the model (Letter ® Mayread, (1,t)) constructed in Figure 6.5. It remains to
check that (Letter ® Mayread, (1,t)) E —(Kup V Kq—p) A Kb(Kap vV K,—p),
in other words, that both (Letter ® Mayread, (1,t)) = —(K,p V K,—p) and
(Letter ® Mayread, (1,t)) = Ky(K.p V K,—p). The last is, because (e.g.) in
(Letter®Mayread) state (0, np) is b-accessible from (1,t) and because (Letter®
Mayread, (0,np)) = K,pV K,—p, because (Letter® Mayread, (0,np)) E K,—p,
because (0,np) is a singleton a-class and (Letter ® Mayread, (0,np)) = -,
because (0, np) ¢ V,,. Etc. O

Exercise 6.14 (skip, crash, public announcement) Show all of the fol-
lowing (assume given set of agents A and atoms P):

o — [skip]y is valid.

e [crash]L is valid.

e [pub(p)]y is equivalent to [p]ip—where the last is public announcement
according to Chapter 4.

The first says that the skip action does not ‘do’ anything, that it is just a ‘tick
of the clock’, so to speak. The second says that the crash action cannot be ex-
ecuted. Note that the skip action can also be seen as the public announcement
of the formula T (‘true’). O

Exercise 6.15 (Action model for bothmayread) Give an action model
for the epistemic action bothmayread in Chapter 5 (Example 5.5 on page 110)
where both Anne and Bill consider it possible that the other may have read
the letter, and where, actually, both read the letter. O

Example 6.16 (Action composition) Given the epistemic state (Letter, 1)
where both Anne and Bill do not know p, and where p is true, first Anne
reads the letter—this is the action model (Read,p) already modelled in
the introduction—and then Bill reads the letter. This is the action model
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(Ready, pb) where Read, is defined as ({npb, pb},~, pre) such that ~j is
the identity and ~, the universal relation, and with pre(pb) = p and
pre(npb) = —p. First, we compute the composition of Read and Ready:

The domain of action model Read ; Read; is the cartesian product of the
domains of Read and Ready, which is {(np, npb), (np, pb), (p, npb), (p, pb)}. The
partition for Anne on this domain is {(np, npb), (np,pb)}, {(p, npb), (p, pb)}.
The partition for Bill on this domain is {(np, npb), (p, npb)}, {(np, pb), (p, pb) }.
For example (np, npb) ~, (np, pb) because, obviously, np ~, np and, as Anne
does not know whether Bill learns p or learns —p based on the action model
structure only, npb ~, pb. In fact she knows that Bill can only learn p, as
she already knows p. How to explain the difference? We have not computed
the preconditions of the four action points so far, and this will solve that
puzzling observation. First, pre((np,npb)) = (Read,np)pre(npb). Note that
(Read, np)pre(npb) is equivalent to pre(np) A [Read, np]pre(npb) which is =p A
[Read, np]—p which given the persistence of atomic information amounts to
the same as precondition —p. Next, we compute pre((np, pb)). Using the same
simplifications, we end up with a precondition —p A [Read, np]p which amounts
to a precondition —p A p, i.e, L! Similarly, pre(p, npb) = L, and pre(p, pb) = p.
Concluding, from, e.g., Anne’s perspective: even though her partition on the
domain is {(np,npb), (np,pb)}, {(p,npb), (p,pb)}, only one of the first two
action points can ever be executed, and also only one of the second two action
points; and something similar holds for Bill.> The point of the action model
is the pair (p, pb): both Anne and Bill really learn that p.

If we now execute this composed action model in (Letter, 1), a two-point
epistemic state results consisting of two states (0, (np,npb)) and (1, (p, pb)),
with identity access for Anne and Bill, and the second as the actual state.
In that state Anne and Bill have common knowledge of p. If we first execute
‘Anne reads the letter’ and then ‘Bill reads the letter’, the result is a isomor-
phic but with states named ((0,np), npb) and ((1, p), pb), respectively. O

Exercise 6.17 (Action composition) Given, again, the epistemic state
(Letter,1) where both Anne and Bill do not know p, and where p is true,
first Anne may read the letter—this is the action model (Mayread, p) already
modelled in Example 6.13, and then Bill may read the letter.

Give an action model for the epistemic action ‘Bill may read the letter’.
Compute the composition of (Mayread, p) with that action model (this is an
action model consisting of nine action points), and execute the composition
in the epistemic state (Letter,1). As well, execute the action model for ‘Bill
may read the letter’ in the epistemic state resulting from the execution of
(Mayread, p).

Compare both results. O

3 So, ‘effectively’, the composition is a two-point action model with identity ac-
cess for Anne and Bill. In what sense are these models ‘the same’? This will be
addressed in Section 6.5, next.
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Exercise 6.18 (Card showing actions) Give action model descriptions
for the actions table, show, whisper in the context of three players each hold-
ing a card, as modelled by Heza. Also, execute these actions in the epistemic
model (Hezxa,012). (See Section 5.4 in Chapter 5.) O

Exercise 6.19 Give an action model description for a player picking up
his/her cards, as in Figure 5.4 on page 128. O

In Definition 6.2 of action models, infinite action models (i.e., with a do-
main of infinite size) were not ruled out. A consideration may be whether
there are ‘reasonable’ actions that need such an infinite description, but that
are ruled out by the subsequent Definition 6.3 of the language of action model
logic, as herein a restriction is made to finite models.

Candidates are found in the context of the ‘epistemic riddle’ concerning
consecutive numbers presented in Example 2.4 in Chapter 2. We consider the
version where agents only know their own number, instead of only the number
of the other agent:

Anne and Bill will each be told a natural number. Their numbers are
one apart. All this is commonly known to Anne and Bill. Now they
are being told the numbers. Anne is being told “4”, and Bill “3”.

The atomic propositions i, and i, needed for an analysis expressed that
some natural number is (or will be) associated with Anne, or Bill, respec-
tively. In Chapter 2 we focused on what Anne and Bill know in the model
resulting from this scenario, and on how various subsequent public announce-
ments affect their knowledge. But the various actions by the ‘announcer’ (the
announcer need not be modelled) in this scenario can also be modelled as
epistemic actions, even though, obviously, not all as public announcements.
The actions are

e You will be told a natural number.
e Your numbers are one apart.

e To Anne: Your number is 4.

e To Bill: Your number is 3.

The first can be modelled as an action model with N x N action points (3, j)
with preconditions pre(i,j) = i, A jp. Anne and Bill have universal access
on this cartesian product. This action more or less ‘addresses the issue’ and
in that sense introduces ownership of numbers as the facts that we will be
talking about, so it may be questioned if this is a reasonable action. For
another example, the messenger delivering a letter to Anne could then as well
be seen as introducing one of all conceivable facts ¢, with the fact p describing
the state of affairs at United Agents only one of those. But also the other,
more intuitively acceptable actions, need an infinite action model description.

The second action can be seen as a public announcement of an infinitely
long formula \/;x(ia A (141)p) V ((i +1)4 Adp)—but we do not allow infinitely
long formulas, so alternatively we have an infinitely large action model with
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action points (4,74 1) and (¢4 1,4) (where formula i, A (i 4 1), is true in point
(4,i41), and formula (i41), Aip is true in point (i+1, 7)), all indistinguishable
for Anne and Bill.

The action where Anne is told that her number is 4, again needs an infinite
action model. This consists of N alternatives ¢ with precondition pre(i) = i,
representing that Anne will be told the number i, and with designated point 4,
as Anne is actually told the number 4. Again, Bill cannot distinguish between
any of those. The last action where Bill is told number 3 is similar to that
where Anne is told her number, so this has an infinite action model as well.

Exercise 6.20 We now repeat the above for Lxcg action models, with the
exception of the first action. Suppose it is given that the numbers are not
larger than 5, so that we starting with an epistemic model 66 consisting of
6 x 6 states (with designated point (4, 3)). Give action models for the actions

e Your numbers are one apart.
e To Anne: Your number is 4.
e To Bill: Your number is 3.

and also execute them in epistemic state (66, (4,3)). Next, continue the sce-
nario with the conversation starting with Anne saying “I don’t know your
number”, following by Bill saying “I don’t know your number”, etc, until one of
the agents achieves knowledge. Model those actions as public announcements
and execute them in the current epistemic states. How often will Anne and
Bill make their announcements under these finite restrictions? What model
results? O

6.5 Bisimilarity and Action Emulation

If we execute the same action in two given bisimilar epistemic states, then
surely the result should be bisimilar again. This is indeed the case. But given
that the action models themselves also have structure, we can go beyond
such observations. The obvious notion of bisimilarity for action models is as
for epistemic states, but with the requirement that points have correspond-
ing waluations replaced by the requirement that points have corresponding
preconditions. We then indeed have that if two bisimilar action models are
executed in the same epistemic state, then the resulting epistemic states are
bisimilar. It turns out, however, that this requirement for action sameness is
too strong: if we merely want to guarantee that the resulting epistemic states
are bisimilar given two executed actions, then a weaker notion of sameness is
already sufficient. Instead of a bisimulation between action models, we require
something that is called an emulation.

For example, consider on the one hand action model ({t}, ~, pre) that is
reflexive for all agents and with pre(t) = T, and on the other hand action
model ({p,np}, ~', pre’) such that no agent can distinguish between p and np,
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and with pre’(p) = p and pre/(np) = —p. Note that the second is not pointed,
so it is actually an epistemic action that is non-deterministic choice between
two pointed action models.

These two action models are not bisimilar in the above sense, because the
precondition T of the first cannot be matched by either precondition p or —p
of the other action model. But, obviously, in any model wherein either can
be executed, the other can be executed too, and with bisimilar (and indeed
isomorphic) results. The notion of emulation can express that these two action
models are similar enough to always result in bisimilar epistemic states.

We continue with a more formal introduction of these matters.

Proposition 6.21 (Preservation of bisimilarity) Given epistemic states
(M, s) and (M’,s") such that (M, s)= (M, s). Let (M, s) with M = (S, ~, pre)
be executable in (M, s). Then (M ® M, (s,s))<= (M’ @ M, (¢,5)). O

Proof Note that (M,s) is also executable in (M’,s’), as M, s = pre(s) and
(M,s)=(M',s") implies M', " |= pre(s). Let R : (M, s)<=(M’,s") be a bisim-
ulation between the given epistemic states. The required bisimulation 2R’ be-
tween the resulting epistemic states is defined as, for arbitrary pairs (¢, t) and
' t):

R ((t,t), (¢',t)) if R(t,t')and t=1 O

Definition 6.22 (Bisimulation of actions) Given are action models
(M, u) with M = (S, ~ pre), and (M’,u") with M’ = (S, ~' pre/). A bisimula-
tion between (M, u) and (M’,u’) is a relation R C (S x §’) such that R(u,u’)
and such that the following three conditions are met for each agent a (for
arbitrary action points):

Forth If R(s,s’) and s ~, t, then there is an t' € S’ such that R(t,t’)
and s’ ~/ t.

Back If R(s,s’) and s’ ~/ t’, then there is an t € S such that R(t,t’) and
S ~g t.

Pre If R(s,s’), then pre(s) is equivalent to pre(s’).

A relation R is a total bisimulation between M and M’ iff for each s € S
there is an s’ € S’ such that R is a bisimulation between (M,s) and (M’,s’),
and vice versa. 0

As usual we write (M,s)<(M’,s') if such a bisimulation exists; or R :
(M,s)<=(M’,s'), to make the bisimulation explicit.

Proposition 6.23 (Action execution preserves action bisimilarity)

Given two action models such that (M,s)<=(M’,s’) and an epistemic state
(M, s) such that (M,s) is executable in (M, s). Then (M ® M, (s,s))= (M ®
M’ (s,5)). O

Proof Let R be a bisimulation R : (M,s)< (M’,s’). Note that (M’,s’) is also
executable in (M, s), because from R(s,s’) follows = pre/(s’) < pre( ); and
from | pre/(s') < pre(s) and M,s = pre(s) follows M,s = pre/(s’). The



6.5 Bisimilarity and Action Emulation 159

required bisimulation SR’ between the resulting epistemic states is defined, for
arbitrary pairs (¢,t) and (¢/,t’), as

R ((t,1), (', 1) iff t=1t & R(t,t) O

Corollary 6.24
If (M,s)=(M',s) and (M,s)=(M',s'), then (M ® M, (s,s))=(M &
M’ (s',5")). 0

The now following notion of action emulation captures a weaker form of struc-
tural similarity, that however is also sufficient to guarantee bisimilarity of
epistemic states resulting from action execution.

Definition 6.25 (Action emulation) Given are pointed action models
(M, u) with M = (S, ~, pre), and (M, u") with M" = (S/,~' pre/). An emula-
tion between (M, u) and (M’,u’) is a relation € C (S x S’) such that &(u,u’)
and the following three conditions are met for each agent a (for arbitrary
action points):

Forth If €(s,s') and s ~, t, then there are t},...t}, € S’ such that for all
i=1,..,n, €(t,t;) and s’ ~/, t;, and such that pre(t) |= pre/(t}) V... pre/(t),).

Back If &(s,s') and s’ ~/ t/, then there are ty,...t,, € S such that for all
i=1,..,n, €t;t) and s ~, t;, and such that pre/(t') = pre(t1) V ... pre(ty).

Pre If €(s,s’), then pre(s) A pre/(s’) is consistent.

A total emulation € : M = M’ is an emulation such that for each s € S
there is a s’ € S’ with €(s,s’) and vice versa. O

In the definition above, it is essential that the accessibility relations are
reflexive (as they are equivalence relations). This ensures that the entailment
requirements in the forth and back conditions also hold in the designated
points of the structures.*

We can paraphrase the difference between action bisimulation and action
emulation as follows. Two bisimilar actions s, s’ must have logically equivalent
preconditions—i.e., = pre(s) < pre/(s’)—but in the case of two emulous ac-
tions it may be that one precondition only entails the other, i.e., |= pre(s) —
pre’(s') but F~ pre/(s’) — pre(s). In that case, formula pre’(s’) is strictly weaker
than pre(s). This does not hurt if we can make up for the difference by find-
ing sufficient emulous ‘alternatives’ ti, ..., t, (including s) to s such that even

4 We suggest that an alternative definition of action emulation is feasible that
incorporates the ‘extra’ conditions in back and forth directly in the Pre part,
and has ‘standard’ Back and Forth instead, as follows:

Forth If &(s,s’) and s ~, t, then there is a t’ such that &(t,t') and s’ ~, t’.
Back If €(s,s’) and s’ ~; t’, then there is a t such that &(t,t’) and s ~q t.
Pre If &(s,s'), then there are si,...s;, € S including s’ such that for all
i=1,..,n, €(s,s;) and pre(s) |= pre'(s}) V ...pre/(s},); and there are s1,...s, € S
including s such that for all ¢ = 1, ...,n, €(s;,s’) and pre’(s’) |= pre(s1) V... pre(s,).
Such a definition is more like other variations on standard bisimulation.
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though }£= pre(s’) — pre(s), after all = pre(s’) — pre(ty)V...Vpre(t,). This cor-
responds to the ‘back’ requirement in the definition. In the other case, namely
where pre(s) is strictly weaker than pre’(s’), we need the ‘forth’ requirement.

Example 6.26 Consider the introductory example action models: one =
({t}, ~, pre) that is reflexive for all agents and with pre(t) = T, and action
model two = ({p, np}, ~’, pre’) such that no agent can distinguish between p
and np, and with pre’(p) = p and pre/(np) = —p. The relation € between these
action models consists of two pairs:

¢ ::{(t,P)’(tvnP)}

We confirm that this relation is an emulation by checking the three require-
ments in the definition.

Forth First, consider €(t, p). For any agent a, only t itself is ~,-accessible
from t. The requirement amounts to checking that, given &(t,p), we can find
sufficient actions such that pre(t) | pre/(p) V .... This is indeed the case,
because we also have that &(t,np) and pre(t) = pre’(p) V pre’(np), because
indeed T | p V —p. Similarly for the case &(t, np).

Back Consider again &(t,p). We then have that p ~, p and p ~, np. In
both cases, (obviously) choose t as the the required action point in the other
action model. In the first case, somewhat trivially, p = T, i.e., pre/(p) = pre(t),
and in the second case —p = T, i.e., pre’(np) = pre(t).

Pre Formula pre(t) A pre/(p) = T A p is consistent. Formula pre(t) A
pre/(np) = T A —p is also consistent. O

Exercise 6.27 Consider one agent only. Show that the following four action
models are emulous. The preconditions of action points are indicated below
their names. Assume transitivity of access, as usual.

S1

pVyq

Sg — S3

p q

S4 S5 S6

D q pVyq

S7 S8 S9

PAq pAgq PAq O

Exercise 6.28 Consider Example 6.16 on page 154 again. Show that the
action model (Read ; Read;) and the one without the two action points with
1 -preconditions, are emulous. See also Footnote 3 on page 155. O
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Proposition 6.29 (Bisimilar actions are emulous) A bisimulation R :
(M,s)= (M, ') is also an emulation. O

Proof Obvious. The required set of action points in ‘forth’ consists of the
single action point given by the bisimulation, and for such a pair (t,t’) € R, the
bisimulation condition |= pre(t) < pre/(t') implies pre(t) = pre/(t’). Similarly,
for ‘back’. O

Proposition 6.30 (Emulation guarantees bisimilarity) Given an epis-
temic model M and action models M &2 M’. Then (M @ M)<=(M @ M'). O

Proof Asusual, assume M = (S, ~, pre) and M’ = (S’ ~/ pre’). We show that
R: (M eM)=(M e M) for R defined as

R((s,s),(s',s)) iff s=s"and €(s,s)

is a total bisimulation between (M ® M) and (M ® M’).

Forth Let (s,s) ~q (t,t) and R((s,s),(s',s)). From s ~, t
and &(s,s’) follows that there are t], ..., t), such that &(t,t}),..., &(t,t,), and
s’ ~t, .., s  ~0t ) and pre(t) = pre/(t)) V...V pré/(t),). From the last and
M, t |= pre(t) follows that for some ¢ = 1,...,n it holds that M,t = pre/(t}).
Therefore €(t,t}), so that we now have, by definition, R((¢,t), (¢,t})).

Back Similar to forth.

Valuation Given that R((s,s), (s',5')) it follows that s = s’. The valua-
tion of facts does not change after action execution, i.e., (s,s) € V, iff s €V},
iff (s,s') € V. ° O

It can be shown that for action models with propositional preconditions,
action emulation fully characterises the effect of action execution. In other
words, not just Proposition 6.30 holds, but also ‘the opposite’: if the exe-
cution of two ‘propositional’ action models in an epistemic model results in
bisimilar epistemic models, then there must be an emulation relating them.
We do not give a proof (see the Notes for a reference). For non-propositional
preconditions, these matters are more complex.

Example 6.31 Consider the two emulous action models one and two of Ex-
ample 6.26, for a set of agents {a, b}, and the epistemic model M for Anne and
Bill such that Bill is uncertain about the truth of p but Anne knows whether
p. The result of executing one and two, respectively, in that model is shown
in Figure 6.6. It will be obvious that M ® one<= M & two. 0

® The obvious ‘pointed’ version of Proposition 6.30 does not hold. Given an epis-
temic state (M, s) and action models (M,s) 2 (M’,s’) and such that (M,s) is ex-
ecutable in (M, s), then (M ® M, (s,s)) may not be bisimilar to (M @ M’, (s,s')).
This is because pre’(s’) may not be true in (M, s)—although there must be a
s; € S’ among the ‘alternatives’ for s’ with pre(s) = pre’(s’) V...V pre'(s;,) V...,
such that this s;, fulfils the role required for (M @ M, (s,s))< (M & M, (s,s1,)).
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0 b 1
X —_— (0,np) —— b —— (1,p)
np ab —— p
0 b 1
X — 0,1) b —— (L,1)
t

Figure 6.6. Emulous actions result in bisimilar epistemic models.

6.6 Validities and Axiomatisation

The principles of action model logic resemble those for public announcement
logic, but there are also differences. A major difference between the two logics
is that epistemic actions may be non-deterministic (so that, in other words,
(ayp — [a]gp is invalid). The principle of non-determinism, [ U Slp < [a]eo A
[B)e, has already been stated as Proposition 6.11, where we also mentioned
that all expressions [a]¢ are equivalent to some conjunction A[M,s]e. This
justifies that we can formulate all principles in terms of pointed action models
only.

To start with, just like public announcement logic, epistemic actions do
not change the value of atomic propositions. (Proofs are often elementary and
are left to the reader.)

Proposition 6.32 (Atomic permanence) [M,s]p < (pre(s) — p) is
valid. O

Action model logic has also in common with public announcement logic
that action interpretation is a partial relation, i.e., actions are not always exe-
cutable. This is for example expressed in the principle of ‘action and negation’.

Proposition 6.33 (Action and negation) [M,s]—p < (pre(s) — —[M,s|p)
is valid. O

The principle ‘action and conjunction’ is just what we expect for a dynamic
modal operator.

Proposition 6.34 (Action and conjunction) [M,s](p A ¥) « ([M,s]e A
[M, s]y) is valid. O



6.6 Validities and Axiomatisation 163

Exercise 6.35 Prove the soundness of the principles ‘atomic permanence’,
‘action and negation’, and ‘action and conjunction’ in the above proposi-
tions. g

The PAC principle relating knowledge and announcements was [¢] K ¢ <
(p — Kulp|t). A very similar principle cannot be for action model logic,
because actions may look different for different agents. For example, in the
setting of Heza, Cath knows that Bill knows that Anne holds card 0 after
Anne shows card 0 to Bill. But it is not the case that after Anne shows card
0 to Bill, Cath knows that Bill knows that Anne holds card 0! Let (Show, 0)
be that action model, so that pre(Show, 0) = 0,4, then we have that

(Heza,012) = pre(Show, 0) — K.[Show, 0] K30,

but also
(Heza,012) = [Show, 0] K. K0,

What sort of formulas does Cath know after this action (Show,0)? If a for-
mula is true not just after that action, but also after the alternative actions
that she cannot be (publicly) known to distinguish from (Show,0), namely
Anne showing card 1, or Anne showing card 2, only then can she be guaran-
teed to know it after (Show, 0). This is expressed in the principle ‘action and
knowledge’. The principle is visualised as well, in Figure 6.7.

Proposition 6.36 (Action and knowledge)
M, s] Ko < (pre(s) — Aoy Ka[M, t]ep) is valid. O
Proof We prove the dual form of the proposition which reads (implicitly
replacing ¢ by —¢)
(pre(s) A \/ Ka(M, 1)) = (M, 5)Kap
s~at

Let M = (S,~,V) and M = (S, ~, pre).

a @ a @
e — > o e —————— > o
0 0
| |
| |
(M;s) M, 1)1 (M,s) 1 (M, 1)
| |
| |
a I I a
@ ———— - > o e > o

Figure 6.7. The principle of knowledge Aand action. The dashed lipes in the left
diagram can be established because (M, s) K, implies pre(s) /\\/s~at Kq.(M,t)p. The
dashed lines in the right diagram can be established because pre(s) /\vs~,,t KoM, t)e

implies (M, s) Kq .
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Assume that M,s | pre(s) and that there is a t € S such that s ~, t
and M,s = K,(M,t)p. From M,s = pre(s) follows that (s,s) € M ® M.
From M,s = Kq(M,t)y follows that there is a ¢ € S such that s ~, ¢ and
M,t E (M,t)p. From M,t = (M,t)p follows that M,t = pre(t), so that
(t,t) € M ® M; and also that (M ® M, (¢,t)) E ¢. From s ~, t and s ~4 t
follows (s,s) ~a (t,t). From (s,s) ~, (t,t) and (M @ M, (¢,t)) = ¢ follows

(M M, (5,5)) = Kagp, i.c., M, s b= (M, ) Ky

Now assume that M,s = (M,s)Kyp. Obviously, it follows that M,s |=
pre(s). Also, M,s = (M,s)K,p implies that (M @ M, (s,s)) = Kap, ie.,
there is a (t,t) € (S x S) such that (s,s) ~, (t,t) and (M ® M, (t,t)) E «.
From (s,s) ~q (t,t) follows s ~, t and s ~, t. From (M ® M, (t,t)) E ¢
follows (M, t) = (M, t)¢. From s ~, t and (M,t) E (M, t)p follows (M, s) =
K.(M, t)¢. As t was just some action point with s ~, t, we now have (M, s) =

\/swat KG<M7t>(¢0' ([l

A rather involved rule prescribes how common knowledge can be derived
after executing a L cg action. We show its soundness. The rule plays a major
part in the completeness proof. Chapter 7 will provide more insight on the
intuitions behind this rule. The reader may already wish to peek at Figure 7.1
on page 198 that illustrates the conditions for a formula of the form [M,s|Cgp
to be true.

Proposition 6.37 (Action and common knowledge) Given action mo-
del (M,s), and formulas y; for all t ~p s. If for all @ € B and u ~, t:

= xt — [M, tlp and |= (xe A pre(t)) — Kaxu, then = xs — [M,s]Cpp. [

Proof Given (M;s) with M = (S, ~, pre), and formulas y; for all t € S such
that t ~p s. For arbitrary ¢ € B and t,u € S such that s ~g t and t ~, u,
we may assume that = xi — [M, t]p and that = (xi A pre(t)) — Kaxu. (Note
that also s ~p u, as a € B.)

We now have to show that E xs — [M,s]Cpp. Assume an arbitrary
epistemic state (M,s) such that M,s | xs. First, note that ys exists, as
s ~p s. Further, assume that M,s | pre(s). We then have to prove that
(M @M, (s,s)) = Cpyp. Assume an arbitrary state (u,u) in M ® M. We now
show that (M ®M, (u,u)) | ¢ by induction on the length of the path in M @M
leading from (s,s) to (u, u). We do this by proving the stronger statement that
for an arbitrary path to (u,u): (M ® M, (u,u)) = ¢ and M, u = x,. The case
n = 0 immediately follows from the validity of = x: — [M,t]¢ for the case
t = s, applied to epistemic state M, s; and from the assumptions M, s = xs
and M, s = pre(s). Next, suppose the length of the path is n+1. Then we have
a state (¢,t) such that (s,s) ~p (¢,t) ~4 (u,u). From the proof assumptions
follows that there are x:, x: as stipulated. The length of the ~p path from
(s,s) to (t,t) is n, so from the induction hypothesis we may conclude that
M ® M, (t,t) E ¢ and M,t = x:. Note that M ® M, (¢,t) = ¢ also implies
M,t |= pre(t). From M,t = xi, M,t | pre(t), t ~, u, and from the assumed
validity = (xtApre(t)) — Koxu, follows that M, t = Kgxy. From Mt = K,
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all instantiations of propositional tautologies
Ka(p =) = (Kap — Ka¥))

Kap — ¢

Kop — Ko Ko
“Kop — Ko Kgap

[M, s]p < (pre(s) — p)

[M, ]~ < (pre(s) — =[M, s])

M, s](¢ A ) < ([M,s]p A [M,s]y)

[M,s]K,p < (pre(s) — /\SNGtKQ[M,t]go)

M, S]IM', 8 < [(M, 5); (M ")] 0

[a U Ble < [a]p A [Ble

Ce(p =) — (Cep — CBY)

Cpy — (¢ N EsCBy)

Cs(p — Epp) — (¢ — Crp)

From ¢ and ¢ — 9, infer ¥

From ¢, infer Kqp

From ¢, infer Cgyp

From ¢, infer [M,s]¢

Given (M,s), and x: for all t ~p s. If for all
a € Band u ~, t: xt — [M, tlp and (x:Apre(t)) —
Kaxu, then xs — [M,s]Cpep.

distribution of K, over —
truth

positive introspection
negative introspection
atomic permanence
action and negation
action and conjunction
action and knowledge
action composition
non-deterministic choice
distribution of Cg over —
mix

induction axiom

modus ponens
necessitation of K,
necessitation of Cp
necessitation of (M,s)
action and comm. knowl.

Table 6.1. The proof system AMC.

and t ~, u follows M, u = x,. Now we use the other validity = x: — [M, t]p
again, for instantiation t = u, and also using that (u,u) € (M ® M) so that
M, u [ pre(u), and we derive (M ® M, (u,u)) E ¢. O

Table 6.1 contains the entire proof system AMC for action model logic.
All ‘new’ axioms have now been introduced as valid principles. Note that the
principle for action composition was already established in Proposition 6.9.
The completeness of AMC will be shown in Chapter 7. We end this section
with an example derivation in AMC.

Example 6.38 After Anne reads the letter containing p, she knows p. This
can also be derived in the proof system AMC: I [Read, p] K p.

Ka[Read, sp)
7 [Read, p]K.p

1 p—p tautology
2 [Read,plp < (p — p) pre(p) = p, atomic permanence
3 [Read,p|p 1,2, propositional
4 K,[Read, plp 3, necessitation of K,
5 p— Ky[Read, p|p 4, weakening
6 [Read,p]Kup < (p — Ape.s

[p]~. = {p}, action and knowledge

5,6, propositional
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Exercise 6.39 Give derivations of

e Famc [Read, p] Ky (Kap V Ko—p)
e Fanmc [Read|(Kup V K,—p)
[ ) '_AMC [Read]Cab(Kap V Ka_‘p) O

6.7 Epistemic Model Checking

Although a complete axiomatisation for the logic may help us to determine
whether some formula is a theorem of the logic and thus a validity, this is
in itself not much help in finding a derivation that does the job. And then
we are not even talking about automated theorem proving. This area seems
still under development for multi-agent epistemic logic. Although there are
automated theorem provers for multi-agent epistemic logic without common
knowledge, there are none, as far as we know, for common knowledge logics
or even more complex dynamic epistemic logics. The presence of infinitary
modal operators such as common knowledge causes proof search problems.
These operators do not allow for straight reduction rules that remove the
operator under consideration. Instead, we have axioms such as, e.g., ‘use of
common knowledge’ Cpy «— ¢ A EgCpy, where the C-operator occurs on
both the right-hand and the left-hand side. There is progress in semi-analytic
calculi that perform proof search subject to restrictions on formulas that occur
in the search (see the Notes section). Typically the restriction is relative to
a finite set of formulas, a ‘closure set’ or Fischer-Ladner closure as used in
Chapter 7, that is constructed from the to be derived formula. But efficient
proof tools seem not yet available.

An alternative to checking by means of automated theorem proving
whether some formula is a consequence of a theory (or other set of formu-
las), is to check whether the formula is true in a model (or models) that
incorporates sufficient features of that theory (or those formulas). In this area
of epistemic model checking progress has been made for logics with infinitary
operators. In a given finite epistemic model the accessibility relation interpret-
ing, for example, a common knowledge operator is just another (finite) set of
pairs, computable from the accessibility relations of the individual agents in
the group that commonly knows. This satisfactorily addresses an aspect that
is problematic in theorem proving.

To model the dynamics in such an epistemic model checker, the same ways
are open that were already outlined in the introductory Chapter 1. Currently
available epistemic model checkers tend to model dynamic features in a tempo-
ral epistemic setting, where unlike in dynamic epistemic logic, wherein time is
implicit, the results of actions are modelled by explicit representation of time.
Recently, a truly dynamic epistemic model checker has become available. It
allows specifications in the action model logic introduced in this chapter. We



6.7 Epistemic Model Checking 167

shortly introduce this model checker DEMO and show some elementary in-
teraction with DEMO by way of the familiar examples in the chapter. (For
references see the Notes section.)

DEMO stands for Dynamic Epistemic MOdelling. It allows for the speci-
fication and graphical display of epistemic models and action models, and for
formula evaluation in epistemic states, including epistemic states specified as
(possibly iterated) restricted modal products. So we can verify postconditions
of the effect of subsequent action executions in given epistemic models. DEMO
is written in de programming language Haskell. Its code implements a reduc-
tion of action model logic AMC to PDL. We give no details, but refer to the
notes. The DEMO specification of the familiar epistemic state (Letter, 1) for
Anne and Bill not being able to determine the truth of a fact p is as follows:

letter :: EpistM

letter = (Pmod [0 1] val acc [1])
where
val
acc

£¢o, 1>, (1,P 01)]
[(a,0,0),(a,0,1),(a,1,0),(a,1,1),(b,0,0),(b,0,1),
(bil,o))(b’lil)]

Expression letter :: EpistM tells us that the semantic object being defined
is an epistemic model (and not an action model). The list (Pmod [0 1] val
acc [1]) specifies that this a a pointed structure Pmod, consisting of two
elements [0 1] (domain objects are standardly numbered starting from 0),
with a valuation val and with accessibility relation acc as outlined in the next
part of the definition. The fifth argument 1 specifies that state 1 is the point
of the structure. The valuation val is summed up as, per state, a list of facts
true in that state (so not, as we do, for each atomic proposition a list of states
where it is true). Note that (0, [1) specifies that p is false (i.e., absent) in
state 0. Defining equivalence relations as sets of pairs is rather cumbersome,
but in DEMO there is no way around it; (a,0,0) stands for (0,0) € R,, or
R.(0,0), etc. Fortunately, apart from the graphical display (that we do not
illustrate) DEMO also contains a more succinct way to represent S5 models:

DEMO > showM letter
==> [1]

[0,1]

1,p

(a,[[0,111])

(b, [[0,11])

In the last, the name p stands for the proposition Prop(P 0). Also, it is custom-
ary in DEMO that the index 0 with a proposition is suppressed. Therefore, it
says p and not p0. Equivalence relations are now displayed as partitions on the
domain. Please overlook all this syntactic sugar and allow us to continue with
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the specification of the action model (Read,p) with Read = ({p, np}, ~, pre)
with pre(p) = p and pre(np) = —p, and ~, the identity and ~; the universal
relation, wherein Anne reads the contents of the letter and it contains p.

read :: PoAM
read = (Pmod [0,1] pre acc [1])
where
pre = [(0,Neg p),(1,p)]
acc = [(a,0,0),(a,1,1),(b,0,0),(b,0,1),(b,1,0),(b,1,1)]

The expression PoAM stands for ‘pointed action model’. The action point p
is now named 1 and the action point np is now named 0. This action model
more conveniently shows as:

DEMO > showM read
==> [1]

[0,1]

(0,-p) (1,p)
(a,[[0],[11D)

(b, [[0,11])

We can now refer to the restricted modal product (Letter ® Read) as follows
in a very direct way.

DEMO > showM (upd letter read)
==> [1]

[0,1]

1,p)

(a,[[0],[11DD

(b, [[0,111)

This is the epistemic state where Bill knows that Anne knows the truth about
p. States are not represented by (state, action) pairs, as in Section 6.4, but
they are, after each update, renumbered starting from 0. The construct (upd
letter read) stands for the epistemic state that results from executing action
model read in epistemic state letter; upd stands for ‘update’. We can also
check postconditions in the resulting state. For example

DEMO > isTrue (upd letter read) (K a p)
True
DEMO > isTrue (upd letter read)
(CK [a,b] Disj[K a p, K a (Neg p)1)
True

Expression K a p stands for K,p, i.e., ‘Anne knows that p’; and CK [a,b]
Disj[K a p, K a (Neg p)] for Cop(KupV Ky—p), ‘Anne and Bill commonly
know that Anne knows whether p.’
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As a final example we show the code for the epistemic state (Heza,012) for
three players each holding a card, such that Anne holds 0, Bill holds 1, and
Cath holds 2. Cards 0, 1, and 2 are now represented by P, Q, and R respectively,
and an atomic fact like ‘Anne holds card 0’ by P 1, all for reasons of syntax
restrictions.

We also represent the action model for Anne showing her card 0 to Bill,
without Cath seeing which card that is, and an obvious postcondition of that
show action. In both cases we only show the ‘displayed’, not the defined,
version. See also Exercise 6.18 and Section 5.4 of the previous chapter.

DEMO > showM hexa

==> (

[0,1,2,3,4,5]

(0, [p1,92,r3]1) (1, [p1,r2,93]1) (2, [q1,p2,r3]) (3, [q1,r2,p3])
(4,[r1,p2,q93]1) (5, [r1,92,p3])

(a,[[0,1],[2,3],[4,51])

(b, [[0,5],[1,3],[2,4]1]1)

(c,[[0,2],[1,41,03,5]11)

The action model show represents Anne showing her card 0 (p) to Bill. Note
that p1 (Anne holds card 0) is the precondition for the point 0 of this action
model consisting of three states 0, 1, and 2.

DEMO > showM show
==> 0

[0,1,2]

(0,p1) (1,q1) (2,r1)
(a,[[0],[1]1,[211D
(b, [[0],[1],[211)
(c,[[0,1,21])

Some obvious postconditions are that Bill now knows that Anne holds card 0:
K30, (where p1 stands for 0,), and that Anne, Bill and Cath commonly know
that Anne and Bill commonly know Anne’s card: Cype(Cap04 V CaplaV Cap24).

DEMO > isTrue (upd hexa show) (K b pl)
True
DEMO > isTrue (upd hexa show) (CK [a,b,c]
Disj[CK [a,b] pl, CK [a,b]l q1, CK [a,b] ril)
True

DEMO has various ‘shorthands’ and alternative ways to express common ac-
tion models. The show action can alternatively be modelled using a reveal
template, that expresses that one of a finite number of alternatives is revealed
to a subgroup without the remaining agents knowing which alternative. An-
other common shorthand is the pub template for public announcement.
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6.8 Relational Actions and Action Models

In this section we compare the epistemic action logic FA, of the previous
chapter, with the action model logic AMC'. Let us consider once more the
action wherein Anne may learn that United Agents is doing well by opening
and reading the letter, but where she actually doesn’t read it, so remains
ignorant. In Chapter 5 we described this action in the language £2* as

mayread = L, (Lo7p U Ly ?7—pU 177T)

In other words: Anne and Bill learn that Anne learns that p, or that Anne
learns that —p, or that ‘nothing happens’, and actually nothing happens. In
this action language the interpretation of an epistemic action is a binary
relation between epistemic states that is computed from similar relations but
that interpret its subactions; therefore we call it a relational action language,
as opposed to the action model language for epistemic actions in this chapter.
The type of the action mayread is

Lop(Lo?pU L,7—pU 77T)

(without the exclamation mark indicating local choice, known only to Anne)
and there are three actions of that type, namely,

Lop(1La?p U Ly ?—pU ?7T)
Lop(La?pU 1L 7—pU ?7T)
Lop(La?p U Ly?7—pU 177T)

The preconditions of these actions are, respectively, p, —p, and T. Bill can-
not tell which of those actions actually takes place: they are all the same to
him. Whereas Anne can distinguish all three actions. If she learns p, she can
distinguish that from the action wherein she learns —p, and obviously as well
from the action wherein she does not read the letter. In Section 5.3.5 it was
suggested that this induces a syntactic accessibility among epistemic actions,
e.g., that

Lop(1Lo?p U Ly ?7=pU ?T) ~p Lap(La?pU 1L 7—pU 7T)

We visualise this access among the three £, actions in Figure 6.8. As usual,
reflexivity is assumed, so this also expresses that Anne can distinguish all
three actions. And, also as usual, the actual action Lu,(La?p U Ly?—pU 17T)
is underlined.

If we consider in Figure 6.8 the labels of the points as arbitrary names, we
might as well replace them by any other names, as long as the preconditions of
the points remain the same. For example, we may replace them by labels p, np,
and t with preconditions p, —p, and T, respectively. We thus get Figure 6.9.
This is the action model (Mayread, t), already introduced in Example 6.13!
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Lop(La?pU 'L ?7—pU 7T)

Laop('La?p U Lo 7—pU 77T)

N/

Lay(La?p U La?—pU 177T)

Figure 6.8. Relation between three £ actions.

np b

\ /

b b

N/

t

p

Figure 6.9. The action model (Mayread, t) resembles the structure in Figure 6.8.

In all fairness, the labels of the points in Figure 6.8 are of course not
just names but epistemic actions. But it is interesting to observe that we
might have done a similar trick with the three epistemic actions (Mayread, p),
(Mayread, np), and (Mayread,t) by the much simpler expedient of lifting
the notion of accessibility between points in a structure to accessibility be-
tween pointed structures. For example, (Mayread, p) ~; (Mayread, np), because
p ~p np in Mayread. The result is captured in Figure 6.10. This is relevant to
observe, because we may now turn the table around and quote Figure 6.10
as the proper correspondent of Figure 6.8, thus justifying the ‘normal’ action
model represented in Figure 6.9.

Figure 6.10. A structure with action models as points, obtained by ‘lifting’ acces-
sibility relations in (Mayread, p).
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0 b 1
mayread
0 a,b 1 > b b
(Mayread, t)
0 a,b 1

Figure 6.11. The result of the action ‘Anne may read the letter’ (and she actually
does not read it).

In either case, the state transition induced by the execution of the action in
epistemic state (Letter, 1) is the one depicted in Figure 6.11. In the figure, we
have suggestively named the states in the resulting model after the facts that
are true in those states. In fact, the actual state after execution of mayread
is named (Letter,1)[?T] (and where p is true) whereas the actual state after
execution of (Mayread,t) is named (1,t) (and where p is true).

This is just an example translating a £ action into a Lk g action model.
The method does not apply to arbitrary £, actions, because we do not know
a notion of syntactic access among L, actions that exactly corresponds to the
notion of semantic access—and the last is required.

Vice versa, given an action model, we can construct a £y action—this
is the language of epistemic actions with concurrency only addressed in the
Notes section of Chapter 5. For an example, see the Notes section of this
chapter. This method applies to arbitrary (S5) Lxcg action models. With-
out concurrency we do not know of such a general method, but some obvious
correspondences exist for special cases. We close this subsection with an ex-
ample of such a correspondence.

Example 6.40 Consider the case where a subgroup B of all agents A is
told which of n alternatives described by propositions 1, ..., @, is actually
the case, but such that the remaining agents do not know which from these
alternatives that is. Let ¢; be the actually told proposition. In Lxcg this
is described as a pointed action model visualised as (with the preconditions
below the unnamed action points)

o — A\B— .. .o... — A\B— o
®1 ®i Pn
In other words: the agents in B have identity access on the model, but the

agents in A\ B have universal access on the model, and the designated action
point is the one with precondition ;.
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In £, the type of the obvious corresponding action is
La(Lg?p1U...ULp?p,)
and the action itself is the one with alternative Lg7p; selected, abbreviated as

LA(LB?(plU...!LB?QOZ'...ULB?(pn) O

Exercise 6.41 Consider again Exercise 6.20. Also using the £* ‘template’
as in Example 6.40, give action descriptions in £ of:

You will be told a natural number not larger than 5.

Your numbers are one apart.

To Anne: Your number is 4.

To Bill: Your number is 3. O

6.9 Private Announcements

In this section we pay attention to modelling private (truthful) announce-
ments, that transform an epistemic state into a belief state, where agents not
involved in private announcements lose their access to the actual world. Or in
different words: agents that are unaware of the private announcement there-
fore have false beliefs about the actual state of the world, namely, they believe
that what they knew before the action, is still true. The proper general notion
of action model is as follows—and is of course similar to the general notion of
Kripke model, except with preconditions instead of valuations.

Definition 6.42 (Action model for belief) Let £ be a logical language
for given parameters agents A and atoms P. An action model M is a structure
(S, R, pre) such that S is a domain of action points, such that for each a € A, R,
is an accessibility relation on S, and such that pre : S — L is a preconditions
function that assigns a precondition pre(s) € L to each s € S. A pointed action
model is a structure (M,s) with s € S. O

One also has to adjust various other definitions, namely those of action
model language, action model execution, and action model composition. We
hope that the adjustments will be obvious to the reader.

The ‘typical’ action that needs such a more general action model is the
‘private announcement to a subgroup’ mentioned above. Let subgroup B of
the public A learn that ¢ is true, without the remaining agents realising (or
even suspecting) that. The action model for that is pictured in Figure 6.12.

Example 6.43 Cousider the epistemic state (Letter, 1) where Anne and Bill
are uncertain about the truth of p. The epistemic action that Anne learns
p without Bill noticing that, consists of two action points p and t, with
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— P
B o — A\B > o A
~~ N—

Figure 6.12. Subgroup B learn that ¢ without the remaining agents noticing that.
Preconditions are below unnamed action points.

r/\b a
b 0<—ab—1 a
“_ T — ()
(1,p)
b b
-~/ N~
~ — ab (0,t) — a,b — (1,t) a,b
a P—p—1t a,b - —_
—

Figure 6.13. Anne learns p without Bill noticing that.

preconditions p and T, and p actually happens. The model and its execu-
tion are pictured in Figure 6.13. Obviously, we now have drawn all access
explicitly, also in the model Letter. We leave the details of the computation
to the reader.

Exercise 6.44 Counsider the epistemic state (Heza,012) where Anne, Bill,
and Cath hold cards 0, 1, and 2, respectively. Model and execute the action
where Anne shows her card to Bill without Cath noticing that. Model and
execute the action where Anne shows her card to Bill, with Anne and Bill
(commonly) thinking that Cath does not notice that, but where actually Cath
does notice it (but still, unfortunately, cannot see which card is being shown).
Compare this to Exercise 6.18. d

6.10 Notes

Action models The action model framework has been developed by Baltag,
Solecki, and Moss, and has appeared in various forms [11, 12, 9, 10]. The final
form of their semantics is probably Baltag and Moss’s [10]. Van Ditmarsch
explored similar ideas, partly influenced by Baltag’s ideas, in [42, 43, 44]—in
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his ‘approach’, action model points consist of (any) subsets of the domain
of the epistemic model in which they are executed (so that bisimilarity of
epistemic models is not preserved under action execution).

There are several differences between our presentation of the original ideas
by Baltag et al. and the seminal presentation of their ideas in [10]. We sum-
marily point out some differences.

Action models in [10] may have more than one point (designated object).
(In fact, pointed (multi- or not) action models are called program models in
[10, pp.27-28].) A multi-pointed action model with n points can be considered
a non-deterministic action choosing between n single-pointed alternatives. In
[10] non-determinism is modelled as the direct sum of action models[10, p.201],
not as the union of induced relations between epistemic states.

The difference between formulas and (semantic) propositions in the in-
troduction is ‘taken all the way’ in [10]. In that respect, their action models
are purely semantic objects with ‘semantic’ propositions (which they call epis-
temic propositions, see [10, p.176]) as preconditions, not formulas in the logical
language. The relation between action models and their descriptions in the
logical language is by the intermediation of action signatures. (The counter-
parts of pointed action models in the logical language are called basic actions
[10, p.208].) These are placeholders for either precondition propositions or
precondition formulas. Unlike frames, they carry a list of ordered designated
points as well. The proof system they give for action model logic is always
relative to such a signature.

In [10], the crash action has an action model with an empty domain.
Instead, we have modelled crash as a singleton action model with precondition
1. This appeared to be preferable given that Kripke structures ‘typically’ are
required to have non-empty domains [29].

Emulation The notion of action bisimulation was proposed by Baltag and
Moss in [10]. The notion of action emulation was proposed by van Eijck and
Ruan in [59]. This promising notion seems still under development and has
not appeared in final form.

Theorem proving and model checking Automated theorem provers
for epistemic logics include the Logics Workbench, developed in Bern [97].
Proof calculi investigating common knowledge logics include [111, 134, 2]—
the mentioned semi-analytic cut relative to the Fischer-Ladner closure is used
in [2].

Current epistemic model checkers include MCK, by Gammie and van der
Meyden [69], DEMO, by van Eijck [58], and MCMAS, by Raimondi and
Lomuscio [170]. MCK and MCMAS require temporal epistemic specifications
(and the interpreted systems architecture). The model checker DEMO has
been applied in [52].
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Action model descriptions in concurrent epistemic action logic We
give an application of the general construction found in an unpublished man-
uscript by van Ditmarsch. Consider an action point in the model (Mayread, t).
For example, the action point p with precondition p. We can associate dif-
ferent £, action constructs with that, from different points of view. From an
‘objective’ point of view, a test 7p has to succeed there. The agents, instead,
are individually learning in which equivalence class (for actions) they live.
From the point of view of Anne, who can distinguish that action from both
others, she is learning that p, which is described by L, ?p. (In this case, Anne’s
perspective is the same as the objective precondition, but this is a mere con-
sequence from her not having an alternative action to consider.) From the
point of view of Bill, who cannot distinguish that action from both others,
he is learning that p V —p vV T, which is described by L;?(p V —p V T) which
is equivalent with L;?T. As we need all these perspectives at the same time,
this can be described by the L4 action ?7p N L,7p N Ly?T. Given that we do
this for all three atomic actions, we get

TN Ly7pNLy?7T
TpN Ly7—p N Ly?T
TTNLLTNL?T

As these options are learnt by the agents together, the resulting £y~ descrip-
tion is therefore

Lap(?p N La?p N Ly?T) U (?=p N Lo ?=p N Ly? T)U (2T N L?T N Ly?T))

This description indeed induces the same relation as Lap(La?pU L, ?—pU 17T).
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Completeness

7.1 Introduction

One can think of a logic simply as a set of formulas. The formulas in the set are
the “good ones” and the formulas outside the set are the “bad ones”. There
are various ways of specifying such a set of formulas. Two standard ways of
doing this is by semantics on the one hand, and by a proof system on the other
hand. Given that one tries to capture the same set with the semantics and the
proof system, one would like these to characterise the same set of formulas.
If all deducible formulas are valid according to the semantics, then the proof
system is called sound with respect to the semantics (- ¢ implies = ). A
proof system is complete with respect to certain semantics iff every formula
that is valid according to the semantics is deducible in the proof system (= ¢
implies F ¢). Often it is easy to show that a proof system is sound, and we
have shown the soundness of the proof systems in this book when they were
introduced. Completeness is usually much harder to prove. This chapter is
dedicated to showing completeness of some of the proof systems that we have
seen thus far.

Completeness is often proved by contraposition. Rather than show that
every valid formula is deducible, one shows that if a formula is not deducible,
then there is a state in which the formula is not true. Usually this is done
by constructing one large model where every consistent formula is true some-
where (the canonical model). This approach can also be taken for the basic
system of epistemic logic S5. Completeness for S5 is shown in Section 7.2.
Constructing one model for all consistent formulas does not work when com-
mon knowledge is added to the language. In that case a model is constructed
for only a finite fragment of the language. Completeness for S5C is shown
in Section 7.3. Sometimes it is not necessary to construct a canonical model
for a logic. Public announcement logic without common knowledge is just as
expressive as 9, i.e., for any formula in L} we can find a formula in Lx that
is equivalent to it (and trivially the converse also holds). These formulas can
be found in a systematic way via a translation that uses the axioms for the

177
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interaction of public announcements with other logical operators. By the ax-
ioms we find that every formula is provably equivalent to its translation. In this
way completeness for public announcement logic without common knowledge
follows from completeness for S5. This is shown in Section 7.4. We combine
ideas from the completeness proof for S5C and the completeness proof for PA
in the completeness proof for PAC. So we construct a model for only a fi-
nite fragment of the language, while we fully exploit the axioms that describe
the interaction between announcements and other logical operators. Com-
pleteness for public announcement logic with common knowledge is shown in
Section 7.5. This sort of exercise is repeated in a generalised form for the logic
of action models without and with common knowledge is Sections 7.6 and 7.7.
In Section 7.8 we introduce relativised common knowledge, which allows an
easy completeness proof for a logic with both common knowledge and public
announcement operators. Notes and references are provided in Section 7.9.

7.2 S5: The Basic Case

In this section we prove completeness for the basic system for epistemic logic:
S5. The proof system S5 is shown in Table 7.1. We construct a model where
every consistent formula is true in some state. In a model a state determines
the truth value of every formula in the language. The analogue of a state in
proof theoretic terms is a maximal consistent set of formulas.

Definition 7.1 (Maximal consistent) Let I' C Lg. I' is maximal consis-
tent iff

1. T is consistent: I' I/ L
2. T is maximal: there is no IV C Lk such that ' C TV and TV t/ L. O

These maximal consistent sets are used as the set of states in the canonical
model. What we will show below is that proof theory and semantics coincide,
i.e., a formula is an element of a maximal consistent set iff that formula is
true in the state of the model, when that maximal consistent set is taken

all instantiations of propositional tautologies

Ko(p — ) — (Ko — Katp) distribution of K, over —
Kop — truth

Koo — K. Kqp positive introspection
—Kop — Ko Ko negative introspection
From ¢ and ¢ — 1, infer ¢ modus ponens

From ¢, infer Kqp necessitation of K,

Table 7.1. The proof system S5.
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as the state. This is known as the Truth Lemma. In order to arrange this we
must choose both the valuation of propositional variables and the accessibility
relations for the agents in accordance with these maximal consistent sets.

Definition 7.2 (Canonical model) The canonical model M¢ = (5S¢, ~¢,
V) is defined as follows

e 5S¢ ={T'|T is maximal consistent}
D~ AT {Kyp | Kgp €T} ={Kop | Kop € A}
Vi={l'e S°|peTl} O

In order to show that every consistent formula is true at some state in the
canonical model, it must be the case that every consistent formula is an el-
ement of a maximal consistent set. The following Lemma shows that this is
the case for any consistent set of formulas.

Lemma 7.3 (Lindenbaum) Every consistent set of formulas is a subset of
a maximal consistent set of formulas. O

Proof Let A be a consistent set of formulas. Take some enumeration of Lg
(note that this exists given that the set of atomic propositions is countable
and the set of agents is finite). Let ¢,, be the n-th formula in this enumeration.
Now consider the following sequence of sets of formulas.

Iy =A
r Ty U{@ns1} Ty U {@nt1} is consistent
T, otherwise

Let T' = UneN I',,. It is clear that A C I". We now show that I" is both
consistent and maximal. To see that I' is consistent, first observe by induction
on n that every I',, is consistent. By assumption I'y is consistent. It is easy
to see that if T';, is consistent, then I';, ;1 is consistent. Since derivations only
use finitely many formulas, I' is also consistent.

To see that I' is maximal, take an arbitrary formula ¢,, such that ¢, ¢ I'.
Then ¢, ¢ I',, too. Therefore T',, U {¢,} is inconsistent and so is T U {¢, }.
Since ,, was arbitrary there is no I'V such that I' C I and I" is consistent.[]

When we prove the Truth Lemma we will use the following properties of
maximal consistent sets.

Lemma 7.4 If I" and A are maximal consistent sets, then

. I is deductively closed,

el iff ~p¢T,

(pAY)eT iff peT and ¢ €T,

4. T~ A {Kup | Kgp €T} CA,

AKup | Kap €T ¢ iff {Ky,p | Ko € T} Kot O

W N~

ot
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Proof Suppose I' and A are maximal consistent sets.

1.

Suppose T' F . Then T'U{p} is also consistent. Therefore, by maximality,
pel.

. From left to right. Suppose ¢ € I'. By consistency —¢ ¢ I

From right to left. Suppose —¢ ¢ I'. By maximality I' U {—¢} - L. But
then I' - . Therefore ¢ € I', because I is deductively closed (this lemma,
item 1).

. (p A) €T is equivalent to ¢ € T and ¢ € T because T is deductively

closed (this lemma, item 1).

From left to right it follows immediately from the definition of ~¢.

From right to left suppose that {K,p | K. € I'} C A. Suppose that
K,p € A. Therefore, by item 2 of this lemma, =K,p ¢ A, and so
K,—Kq,p & A. Therefore, by our assumption and the definition of ~¢,
K,~K,p ¢ T, and so by negative introspection =K, ¢ I'. Consequently,
by item 2 of this lemma, K,p €T

. From right to left follows straightforwardly from F K 1 — 1.

From left to right. Suppose that {K,¢ | Ko¢ € T'} - 1. Therefore, there
is a finite subset IV C {K ¢ | Kq¢ € T'} such that H AT — 4. Therefore
by necessitation and distribution - K, ATY — K,9 (see Exercise 2.18,
item 2). Therefore - A{K,x | x € I'} — Kav (see Exercise 2.18, item 4).
Since F K, — K. Ko, {Kop | ¢ € T} E A{Kax | x € I'}. Therefore,
(Ko | Kap € T} - Ko, O

With all these properties we are ready to prove the Truth Lemma.

Lemma 7.5 (Truth) For every ¢ € Lx and every maximal consistent set I":

e iff (M%) ¢ O

Proof By induction on ¢.

Base case Suppose @ is a propositional variable p. Then by the definition of

Ve, p e Tiff I € V7, which by the semantics is equivalent to (M¢,T') |= p.

Induction hypothesis For every maximal consistent set I' and for given ¢

and ) it is the case that ¢ € T iff (M°,T) = ¢, and ¢ € T iff (M, T) = ¢

Induction step We distinguish the following cases:

the case for —p: —p € I' is equivalent to ¢ ¢ I" by item 2 of Lemma 7.4.
By the induction hypothesis this is equivalent to (M, T") & ¢, which
by the semantics is equivalent to (M¢,T') = .

the case for ¢ A: (p A1) € T is equivalent to ¢ € T and ¢ € T by
item 3 of Lemma 7.4. By the induction hypothesis this is equivalent to
(Me,T) = ¢ and (M€, T) = ¢, which by the semantics is equivalent
to (M, T) = p A

the case for K, p: From left to right. Suppose K, p € I'. Take an arbi-
trary maximal consistent set A. Suppose that I' ~¢ A. So K,¢ € A by
the definition of ~¢. Since - K,¢ — ¢, and A is deductively closed,
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it must be the case that ¢ € A. By the induction hypothesis this
is equivalent to (M° A) = ¢. Since A was arbitrary, (M, A) = ¢
for all A such that I' ~¢ A. By the semantics this is equivalent to
(M,T) = K.

From right to left. Suppose (M, T') = K,p. Therefore (M° A) E ¢
for all A such that I' ~¢ A. Now we show that {Ky,x | Kax € T} F .
Suppose towards a contradiction that the set

A={-¢p}U{K,x | K.x €T}

is consistent. By the Lindenbaum Lemma, A is a subset of a maximal
consistent set ©. It is clear that {K,x | Kox € I'} C O. Therefore,
by item 4 of Lemma 7.4, I' ~¢ ©. Since - € A and © is maximal
consistent, ¢ € ©. By the induction hypothesis this is equivalent to
(M¢,©) ¥ . This contradicts our assumption. Therefore {K,x |
K,x € T} F ¢. By item 5 of Lemma 7.4 this implies that T' - K, .
Therefore K,p € T. O

We must also show that the canonical model satisfies the restrictions that we
posed for models of S5, namely, that the accessibility relations are equiva-
lence relations. This was expressed by the truth axiom and the axioms for
positive and negative introspection. Remember that these corresponded to
frame properties. Now we are dealing with a model, but this model also sat-
isfies the properties expressed by these axioms.

Lemma 7.6 (Canonicity) The canonical model is reflexive, transitive, and
FEuclidean. O

Proof This follows straightforwardly from the definition of ~¢. O
Now the completeness proof is easy.

Theorem 7.7 (Completeness) For every ¢ € L
E o implies ¢ O

Proof By contraposition. Suppose I/ ¢. Then {—¢} is a consistent set. By
the Lindenbaum Lemma {—¢} is a subset of a maximal consistent set I'. By
the Truth Lemma (M€, T') = —¢. Therefore [~ ¢. O

Due to our compact notation it seems that Lemma 7.6 is superfluous. However
it is crucial that the canonical model is an S5 model. The theorem does not
mention the class of models or the proof system explicitly, but if we do, it
reads: for every ¢ € Lk

S5 | ¢ implies S5+ ¢

So the canonical model has to be an S5 model. Because we often omit the class
of models and the proof system, Theorem 7.7, Theorem 7.19, Theorem 7.26,
Theorem 7.36, and Theorem 7.52 look almost the same, but they are about
different proof systems.
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all instantiations of propositional tautologies

Koo — ) = (Kop — Katp) distribution of K, over —
Kop — truth

Koo — K. Kqp positive introspection
“Kop — Ko Kap negative introspection
Ce(e — ¢¥) — (Cpp — CpY) distribution of Cp over —
Ceyp — (¢ AN ECpsy) mix

Ce(p — Egyp) — (p — Cpyp) induction axiom

From ¢ and ¢ — v, infer modus ponens

From ¢, infer Kqp necessitation of K,

From ¢, infer Cryp necessitation of Cp

Table 7.2. The proof system S5C.

7.3 §5C: Dealing with Non-compactness

In this section we prove completeness for S5C. The proof system S5C is given
in Table 7.2. Note that S5C is not compact if there are at least two agents.
Take the set

A={E%p|neN}yu{-Cpp}

where E% is an abbreviation for a sequence of n Ep operators (see page 13).
B should consist of at least two agents. Every finite subset of A is satisfiable,
but A is not. This indicates one of the difficulties in trying to construct a
canonical model for S5 with infinite maximal consistent sets, since we cannot
guarantee that the union of countably many consistent sets is satisfiable, which
is the whole idea of a canonical model. Therefore we construct a finite model
for only a finite fragment of the language, depending on the formula we are
interested in. This fragment is known as the closure of a formula.

Definition 7.8 (Closure) Let ¢l : Lxc — ©(Lkc), be the function such
that for every ¢ € Lxc, cl(p) is the smallest set such that:

1. ¢ € cl(yp),
2. if ¢ € cl(y), then Sub(y)) C cl(¢) (where Sub(v)) is the set of subformulas

of 1)),
3. if ¢ € cl(p) and ¥ is not a negation, then = € cl(yp),

4. if Cpyp € cl(p), then {K,Cpy | a € B} C cl(yp). O

We construct a canonical model for this fragment only. This model will be
finite since this fragment is finite.

Lemma 7.9 cl(y) is finite for all formulas ¢ € Lk¢. O
Proof By induction on ¢.

Base case If @ is a propositional variable p, then the closure of ¢ is {p, —p},
which is finite.
Induction hypothesis cl(y) and cl(1)) are finite.
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Induction step We distinguish the following cases:

the case for —¢: The closure of -y is the set {—¢} U cl(p). As cl(y) is
finite by the induction hypothesis, this set is finite.

the case for (o A1): The closure of (¢ A1) is the set {(¢ A ), (¢ A
)} Uc(p) Uc(y). As c(p) and cl(¢) are finite by the induction
hypothesis, this set is finite.

the case for K,p: The closure of K, is the set {K,p, 7 K,p} Ucl(p).
As cl(¢p) is finite by the induction hypothesis, this set is finite.

the case for Cpp: The closure of Cpyp is the following union: ¢l(y) U
{Crp,~Cpy} U{K,Cpp, "K,Cpp | a € B}. As cl(y) is finite by
the induction hypothesis, this set is finite. O

We will now consider consistent sets that are maximal for such a closure,
rather than for the whole language.

Definition 7.10 (Maximal consistent in ®) Let ® C Lk be the closure
of some formula. I' is maximal consistent in ® iff

1. TCo
2. T"is consistent: I' I/ L
3. T is maximal in ®: there isno IV C ® such that T Cc IV and IV I/ L. O

These maximal consistent sets in ® are taken as states in the canonical model
for ®. Since these sets are finite, the conjunction over such a set is a finite
formula. Let I' = A T. The valuation and the accessibility relations are defined
as in the case of S5.

Definition 7.11 (Canonical model for ®) Let ® be the closure of some
formula. The canonical model M¢ = (S¢,~¢, V<) for ® is defined as follows

e 5S¢ ={T'|T is maximal consistent in ®}
o I'~L AN {Kap | Kap €T} = {Kap | Kap € A}
Vi={l'eS°|peTl} O

The analogue of the Lindenbaum Lemma now becomes rather trivial since ®
is finite. But we still need to show it.

Lemma 7.12 (Lindenbaum) Let ® be the closure of some formula. Every
consistent subset of ® is a subset of a maximal consistent set in P. O

Proof Let A C ® be a consistent set of formulas. Let |®| = n. Let ¢y, be the
k-th formula in an enumeration of ®. Now consider the following sequence of
sets of formulas.

Iy =A
o — Tr U{prst1}if Tp U {prs1} is consistent
LR I A otherwise

It is clear that A C I',,. We now show that I',, is both consistent and maximal
in ®. To see that I';, is consistent, first observe by induction on k that every
I'; is consistent. So I',, is consistent.
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To see that I',, is maximal in ® take an arbitrary formula ¢, € ® such
that ¢ & I'. Therefore I'y_1 U {p} is inconsistent and so is T',, U {pr}.
Since @ was arbitrary there is no IV C @ such that T, € TV and TV is
consistent. O

The semantics of Cgp uses the reflexive transitive closure of the union of
the accessibility relations of members of B. One way to look at this reflexive
transitive closure is to view it as all paths in the model labelled by agents in
B. This turns out to be a very convenient notion to use in our proofs.

Definition 7.13 (Paths) A B-path from T is a sequence Ty, ..., T, of max-
imal consistent sets in ® such that for all & (where 0 < k < n) there is an
agent a € B such that I'y ~¢ I'yy; and I'g =T.

A ¢-path is a sequence T, ..., T, of maximal consistent sets in ® such
that for all k& (where 0 <k <n) ¢ € T'.
We take the length of a path I'g,...,T', to be n. O

Most of the properties we used in the proof for completeness of S5 are, in
slightly adapted form, also true for S5 with common knowledge, namely re-
stricted to the closure ®. But we will also need an extra property for formulas
of the form Cpy, which we focus on in the proof.

Lemma 7.14 Let ® be the closure of some formula. Let M¢ = (5S¢, ~¢,V°)
be the canonical model for ®. If I' and A are maximal consistent sets in @,
then

1. T is deductively closed in @ (for all formulas ¢ € @, if H ' — ¢, then
pel),

if v pe®, then peliff np&T,

if (pAY) €D, then (pAY)eTiff peTand ¢ €T,

if I A K,A is consistent, then T ~C A,

if Koo € @, then {Kyp | Kap €T Y it {Kyo | Ko € T}HE Kot

if Cpp € @, then Cpyp € T iff every B-path from I is a yp-path. O

OO N

Proof 1-5 See exercise 7.15.

6. From left to right. We proceed by induction on the length of the B-path,
but we load the induction (we prove something stronger). We show that if
Cpp € T, then every B-path is a p-path and a Cgp-path. Suppose that
Cppel.

Base case Suppose the length of the B-path is 0, i.e. ' =Ty = I',,. Since
F Cpy — ¢, both Cpp € ® and ¢ € @, and I' is deductively closed
in ®, both Cpy and ¢ € T'.

Induction hypothesis If Cpp € I, then every B-path of length n is a
p-path and a Cpy-path.

Induction step Take a B-path of length n+ 1 from I'. By the induction
hypothesis Cpyp € I'y,. Let a be the agent in B such that I';, ~¢ I'y1q.
Since - Cpyp — EpCpyp and - EgCpyp — K,Cpyp, it must be the
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case that K,Cpy € I'+1 by the definition of ~¢ and the fact that
K,Cpp € ®, because Cpp € ®. By similar reasoning as in the base
case, Cpp € I', 41 and ¢ € T 41 too.

So we are done with the proof from left to right.

From right to left. Suppose that every B-path from T' is a ¢-path. Let
SB,, be the set of all maximal consistent sets A in ® such that every
B-path from A is a p-path. Now consider the formula

x=V A

A€ESB,,
We prove the following
FL—x (a)
Fx—e (b)
Fx — Epx (c)

From these it follows that Cpy € I'. Because from (c) it follows by neces-

sitation that - Cp(x — EpX). By the induction axiom this implies that

F x — Cgx. By (a) this implies that - T — Cpx. By (b) and necessi-

tation and distribution for C'g this implies that F I’ — Cpy. Therefore

Cppel.

a) 'k x, because T is one of the disjuncts of .

b) Note that ¢ € A if A is in Spg,,. Therefore ¢ is a conjunct of every
disjunct of x. Therefore - xy — ¢.

¢) Suppose toward a contradiction that xy A ~Fpx is consistent. Since x
is a disjunction there must be a disjunct A such that A A =Epy is
consistent. By similar reasoning there must be an a € B such that
A A K, is consistent. Since - \/{A | A € S¢} (see exercise 7.16), it
is the case that A A Ka V@e(Sj\SB,w) O is consistent. Then, by modal

reasoning, A A V@e(SC\SB,V,) K,© is consistent. Therefore there must

be a © € Sp,, which is maximal consistent in ®, such that A A K,©
is consistent. But then by (4) of this Lemma, A ~¢ ©. Since © is not
in Sp,,, there must be a B-path from © which is not a ¢-path. But
then there is a B-path from A which is not a -path. This contradicts
that A € Sp,,, which it is because A is one of x’s disjuncts. Therefore

Exercise 7.15 Prove 1-5 of Lemma 7.14. O
Exercise 7.16 Show that - \/{[' | " is maximal consistent in cl(¢)}. O

Now we are ready to prove the Truth Lemma.

Lemma 7.17 (Truth) Let ® be the closure of some formula. Let M¢ =
(8¢, ~¢, V<) be the canonical model for ®. For all ' € 5S¢, and all ¢ € ®:

peliff (MT)E e O
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Proof Suppose ¢ € . We now continue by induction on ¢.

Base case The base case is like the base case in the proof of Lemma 7.5.

Induction hypothesis For every maximal consistent set I it is the case that
peliff (M T) E .

Induction step The case for negation, conjunction, and individual epistemic
operators are like those cases in the proof of Lemma 7.5. There is one extra
case:
the case for Cpp: Suppose that Cgp € I'. From item 6 of Lemma 7.14

it follows that this is the case iff every B-path from I' is a @-path.
By the induction hypothesis this is the case iff every B-path is a
path along which ¢ is true. By the semantics this is equivalent to
(M¢,T) E Cg. O

The canonical model for any closure satisfies all the properties we require of
the accessibility relations for the agents.

Lemma 7.18 (Canonicity) Let ® be the closure of some formula. The
canonical model for @ is reflexive, transitive, and Euclidean. O

Proof This follows straightforwardly from the definition of ~¢. O

Now it is easy to show completeness.

Theorem 7.19 (Completeness) For every ¢ € Lk

E o implies ¢ O

Proof By contraposition. Suppose t/ ¢. Therefore {—p} is a consistent set.
By the Lindenbaum Lemma {—¢p} is a subset of some I" which is maximal
consistent in cl(—¢p). Let M€ be the canonical model for ¢l(—y). By the Truth
Lemma (M¢,T) = —p. Therefore [~ . O

7.4 PA: Completeness by Translation

The completeness proof for public announcement logic without common know-
ledge is quite different from the completeness proofs we have seen so far. The
proof system PA is given in Table 7.3. When one looks closely at the axioms
for this logic, one notices that what is the case after an announcement can be
expressed by saying what is the case before the announcement. The following
translation captures this observation.

Definition 7.20 (Translation) The translation ¢ : Lx[) — Lk is defined as

follows:
tlp) =p
t(—p) = ~t(e)
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all instantiations of propositional tautologies
Kol — 1) — (Kap — Kautp)

Kap — ¢

Kop — KoKqp
Koo — K-
[elp < (¢ — p)
[l < (¢ — =lely)
[l (¥ A x) < ([elv Alelx)
[Pl Ka®) < (o — Ka[p])
[ell¥]x < [ A le]¥]x
From ¢ and ¢ — 9, infer ¥

ap

distribution of K, over —
truth

positive introspection

negative introspection

atomic permanence
announcement and negation
announcement and conjunction
announcement and knowledge
announcement composition
modus ponens

necessitation of K,

From ¢, infer K,p

Table 7.3. The proof system PA.

tlp AY) = t(p) ANt(Y)
t(KGSD) = Kat((p)

t([¢lp) =t(p —p)
t(lpl=)  =tlp — ~lely)
([l (¥ A x)) =t A plx)
t([p]Kath)  =t(p — Kalpl¥)
t(elllx) = te A lelvlx)

O

The soundness of the proof system shows that this translation preserves the
meaning of a formula. In order to show that every formula is provably equiv-
alent to its translation we will use a trick that will be very useful when we
prove completeness for public announcement logic with common knowledge.

Proofs by induction on formulas use the inductive definition of the logical
language. In the inductive step one uses the induction hypothesis for sub-
formulas of that formula. It seems however that this use of the induction
hypothesis is not enough for the case at hand. For example ¢ — =[]t is not
a subformula of [p]—, but we would like to apply the induction hypothesis
to the former when we are proving the inductive step for the latter. Since
the inductive definition of the logical language does not say anything about
the order of these formulas we can impose an order on them that suits our
purposes best. For this we define the following complexity measure.

Definition 7.21 (Complexity) The complexity ¢ : Lg — N is defined as
follows:

cp) =1

c(-p)  =1+clp)

c(p A) =1+ max(c(p), c(¥))

c(Kap) =14c(p)

c(lely) = (4+clp)) - c(¥) O

This complexity measure preserves the order prescribed by the inductive defi-
nition of the logical language, but it has some additional desirable properties.
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In the definition the number 4 appears in the clause for action models. It
seems arbitrary, but it is in fact the least natural number that gives us the
following properties.

Lemma 7.22 For all ¢, ¢, and x:

L (i) = c(p) if ¢ € Sub(y)

2. c([p]p) > c(p — p)

3~Mﬂﬂm>dwﬁﬁ[})

4. c([el(¥ A x)) > e([e]y Alelx)

5. c([p]Ka®) > c(p — Kalp]Y)

6. c([e][¥]x) > e[ A []¥]x) O
Exercise 7.23 Prove Lemma 7.22. O

With these properties we can show that every formula is provably equivalent
to its translation.

Lemma 7.24 For all formulas ¢ € Lg it is the case that

F o < t(p) O

Proof By induction on ¢(¢p).

Base case If ¢ is a propositional variable p, it is trivial that - p < p.
Induction hypothesis For all ¢ such that ¢(¢) < n: F ¢ < t(p).
Induction step The case for negation, conjunction, and individual epis-

We

temic operators follow straightforwardly from the induction hypothesis

and Lemma 7.22, item 1.

the case for [p]p: This case follows straightforwardly from the atomic
permanence axiom, item 2 of Lemma 7.22, and the induction hypoth-
esis.

the case for [¢]—1: This case follows straightforwardly from the
announcement and negation axiom, item 3 of Lemma 7.22, and
the induction hypothesis.

the case for [¢](¢) A x): This case follows straightforwardly from the
announcement and conjunction axiom, item 4 of Lemma 7.22, and
the induction hypothesis.

the case for [p]K,1: This case follows straightforwardly from the
announcement and knowledge axiom, item 5 of Lemma 7.22, and
the induction hypothesis.

the case for [¢][¢]x: This follows straightforwardly from the announce-
ment composition axiom, item 6 of Lemma 7.22 and the induction
hypothesis. 0

can also use induction on the complexity of the formula to show that the

translation is indeed a function from Lg to L.
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Exercise 7.25 Show that for all ¢ € Lgq, it is the case that t(¢) € Lx by
induction on ¢(y). O

Completeness follows from Lemma 7.24 and Theorem 7.7.

Theorem 7.26 (Completeness) For every ¢ € Lk

= o implies ¢ O

Proof Suppose | . Therefore = ¢(p), by the soundness of the proof sys-
tem and PA ¢ < t(p) (Lemma 7.24). The formula t(¢) does not contain
any announcement operators. Therefore S5 F ¢(p) by completeness of S5
(Theorem 7.7). We also have that PA  t(¢), as S5 is a subsystem of PA.
Since PA F ¢ < (i), it follows that PA + . O

7.5 PAC': Induction on Complexity

In this section we prove completeness for public announcement logic with
common knowledge. The proof system PAC is given in Table 7.4.

We will combine the ideas for the proofs of S5C and PA. Again we con-
struct a canonical model with respect to a finite fragment of the language.
The additional clauses follow the axioms for announcements.

all instantiations of propositional tautologies

Ko(o — ) = (Kop — Kot)) distribution of K, over —
Kop— truth

Kop — KoKaop positive introspection

—Kop — Ko Kap negative introspection

[elp < (¢ — p) atomic permanence

[p]= < (¢ — —[p]Y) announcement and negation
[] (¥ A x) < ([¢]Y A [e]x) announcement and conjunction
[p] Kot < (¢ — Ka[p]¥) announcement and knowledge
[Pl[Y]x < (¢ A [e]¥]x announcement composition
Ce(p — ¢¥) — (Cpp — CpY) distribution of Cg over —
Cpy — (p AN EgCpryp) mix of common knowledge
Ce(p — Egp) — (p — Cgyp) induction of common knowledge
From ¢ and ¢ — 1, infer ¥ modus ponens

From ¢, infer Kqp necessitation of K,

From ¢, infer Cgyp necessitation of C'g

From ¢, infer [¢]p necessitation of [¢]

From x — [p]Y and x A ¢ — EBX, announcement and

infer x — [¢]CBY common knowledge

Table 7.4. The proof system PAC.
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Definition 7.27 (Closure) Let cl : Lxcy — @(Lkcp), such that for every
¢ € Licy, cl(p) is the smallest set such that:

. p € d(p),

L if Y € cl(p), then Sub(v) C cl(p),

. if ¥ € cl(p) and 1 is not a negation, then - € cl(yp),
. it Cpy € cl(y), then {K,Cpy | a € B} C cl(p),

. if [V]p € cl(<p)7 then (¢ — p) € cl(y),

] cl(p),
YI(x NE) € Cl( ), then ([/]x A [¥]€) € cl(e),
Y]Kax € cl(p), then (¢ — Kq[ih]x) € cl(p),
if [W]Cpx € cl(p), then []x € cl(p) and {K,[¥]Cpx | a € B} C cl(p),
if [Y][x]€ € cl(e), then [y A [Y]X]E € cl(¢p). O

O © 00O U LN
=
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Lemma 7.28 cl(p) is finite for all formulas ¢ € Lk ¢y O
Proof The proof is just like the proof of Lemma 7.9. 0

Although the closure is defined differently, many definitions and lemma’s work
in precisely the same way as in the case for S5C. The notions of maximal
consistent in ® and the canonical model for ® are just as before (see Defini-
tion 7.10 and 7.11), and we do not repeat them. Also the Lindenbaum Lemma
is proved in the same way as before.

Lemma 7.29 (Lindenbaum) Let ® be the closure of some formula. Every
consistent subset of ® is a subset of a maximal consistent set in ®. O

Proof The proof is just like the proof of Lemma 7.12. O

When we look closely at the proof obligations which have not been dealt with
before, then there is only one extra case, namely proving the Truth Lemma
for formulas of the form [p]Cp1. Semantically this means that every B-path
in the new model (obtained by removing all states where ¢ does not hold from
the old model), runs along t-states. That is equivalent to saying that every
B-path that is also a ¢-path in the old model runs along [p]i)-states. In view
of this it is useful to introduce the notion of a B-p-path.

Definition 7.30 (B-p-path) A B-p-path from T is a B-path that is also a
p-path. (]

The extra property we require of the canonical models concerns formulas of
the form [¢]Cp. This can be stated in terms of paths.

Lemma 7.31 Let ® be the closure of some formula. Let M¢ = (5S¢, ~¢ V¢)
be the canonical model for ®. If I" and A are maximal consistent sets in ®,
then

1. T is deductively closed in ®,
2. if npe ® thenpeliff np & T,
3. if (pAY) €D, then (pAY) eT iff p €T and ¢ €T,
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if I A K,A is consistent, then T ~C A,

if Ko1p € @, then {Kop | Kpp € T ¢ iff {Kop | Ko € T Ko,

if Cpp € @, then Cpyp € T iff every B-path from I is a p-path,

if [p]Cpy € ®, then [p]Cpy € T iff every B-p-path from T is a [p]y-
path. O

N ot

Proof The proofs of 1-6 are similar to the proofs of 1-6 of Lemma 7.14.

7. From left to right. We now continue by induction on the length of the
path, but we load the induction. We show that if [p]Cpt € T, then every
B-p-path is a [¢]|y-path and a [¢]Cpy-path. Suppose [¢]Cpt € T.
Base case Suppose the length of the B-¢-path is 0. Therefore we have

to show that if [p]Cpy € Ty, then [p]y) € T'y. This can be shown as
follows. Observe that - Cg® — 1. By necessitation and distribution
of [p] we have that F [p]CptY — [p]t. Therefore, given clause 9 of
Definition 7.27 and that T'y is deductively closed in ¢, [¢]¢ € Ty.

Induction hypothesis Every B-p-path of length n is both a [¢]¢-path
and a [p]Cpi-path.

Induction step Suppose now that the B-¢ path is of length n + 1, i.e.
there is a B-p-path I'g,...I,,'y41. Suppose that I'y, ~¢ I'yy1. By
the induction hypothesis we may assume that [p]Cpy € T',,. By the
mix axiom we have that - Cgv¥ — K,Cpgv. By applying necessitation
and distribution of [¢] we get F [¢]CpvY — [p]K,Cpy. By the axiom
for announcements and knowledge F [¢]K,Cpy — (p — Ku[p]Cp).
Since ¢ € Ty, it must be the case that T',, b K,[¢]Cpt. Therefore
by the definition of ~¢, it is the case that K,[p]Cp% € T',11, and so
[¢]CBY € T'py1. By similar reasoning as in the base case, [p] € T'yy.

From right to left. Suppose that every B-p-path from T is a [p]y-path.

Let Sp (o De the set of maximal consistent sets A such that every

B-p-path from A is a [p]y-path. Now consider the formula

x= 'V A

AGSBWV[LPW
We will show the following
FL—x (a)
Fx = [l (b)

—
¢}
~

FxAg— Epx

From these it follows that [¢]Cp® € T'. By applying the announcement

and common knowledge rule to (b) and (c) it follows that - x — [p]CRE.

By (a) it follows that - T — [¢]Cpt. Therefore [p]Cp € T.

a) This follows immediately, because I' € Sp , (4], and L is one of x’s
disjuncts.
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Since every B-g-path is a [p]i-path for every A € Sp 4]y it must
be the case that [p]i) € A. Therefore, [p]) is one of the conjuncts in
every disjunct of x. Therefore by propositional reasoning x — [p]t.

Suppose toward a contradiction that xy A ¢ A =Epy is consistent.
Because x is a disjunction there must be a disjunct © such that
O A p A —-Epgyx is consistent. Since @ A ¢ is consistent and © is max-
imal consistent in ® and ¢ € ® it must be the case that ¢ € ©. So
© A -Epy is consistent. Then there must be an agent a such that
O A K, is consistent. Since - \/{L' | T € S¢}, there must be a =
in the complement of Sp [,y such that © A K,Z is consistent. By
item 4 of Lemma 7.31 this is equivalent to © ~¢ =. But since there
is a B-p-path from = which is not a [p]|y-path and a € B, there is
also a B-p-path from © which is not a [p|y-path. This contradicts
that © € Sp 4]y, but it must be, because © is one of x’s disjuncts.
Therefore - x A ¢ — Epx. O

In order to prove the Truth Lemma we again need a notion of complexity that
allows us to use the induction hypothesis for formulas that are not subformulas
of the formula at hand. The following complexity measure is a simple extension
of Definition 7.21 with a clause for Cpp, and meets all our requirements.

Definition 7.32 (Complexity) The complexity ¢ : Lxcp — N is defined as
follows:

c(p) =1

c(mp) =1+c(p)

c(p ANY) = 1+ max(c(p), c(¥))

c(Kap) =1+c(p)

c(Cpyp) =1+c(p)

c([pl) = (4+c(p)) - c(¥) O

Lemma 7.33 For all ¢, ¢, and y:

N oW

c(1) > ¢(p) for all p € Sub(¥)

]
E
Vv
20
%
l
2
5,
E

Proof The proof is just like the proof of Lemma 7.22. O

Now we are ready to proof the Truth Lemma.

Lemma 7.34 (Truth) Let ® be the closure for some formula. Let M¢ =
(8¢, ~¢,V¢) be the canonical model for ®. For all T' € 5S¢, and all ¢ € ®:

peliff (MT)E e O
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Proof Suppose ¢ € &. We now continue by induction on ¢(ip).

Base case The base case is just like the base case in the proof of Lemma 7.17.
Induction hypothesis For all ¢ such that ¢(¢) < n: ¢ € T iff (M, T) E .
Induction step Suppose ¢(p) = n + 1. The cases for negation, conjunction,
individual epistemic operators, and common knowledge operators are just
like the proof of Lemma 7.17. When ¢ is of the form [¢)]y we distinguish
the following cases:
the case for [¢)]p: Suppose [¢]p € T. Given that [¢]p € @, [¢]p € T is
equivalent to (¢ — p) € T by the atomic permanence axiom. By item 2
of Lemma 7.33 we can apply the induction hypothesis. Therefore this
is equivalent to (M€, T') = ¢ — p. By the semantics this is equivalent
to (M°,T) = [¢]p.
the case for [¢)]—x: Suppose [¢)]—x € T'. Given that [¢)]-x € @, [¢]-x €
T is equivalent to (¢p — =[¢]x) € T’ by the announcement and nega-
tion axiom. By item 3 of Lemma 7.33 we can apply the induction
hypothesis. Therefore this is equivalent to (M°,T') =t — —[¢]x. By
the semantics this is equivalent to (M€, T) E [¢]—x.
the case for [)](x A £): Suppose [¢](x A€&) € I'. Given that [¢](x NE) €
D, [](xNE) € T is equivalent to ([¢0]xA[¥])€) € T by the announcement
and conjunction axiom. By item 4 of Lemma 7.33 we can apply the
induction hypothesis. Therefore this is equivalent to (M€, T) = [¢]x A
[¢]€. By the semantics this is equivalent to (M, T") = [¢](x A €).
the case for [¢]|K,x: Suppose [¢|K,x € T'. Given that [¢|K,x € @,
[]Kq.x €T is equivalent to (¢p — K,[¢]x) € T by the announcement
and knowledge axiom. By item 5 of Lemma 7.33 we can apply the
induction hypothesis. Therefore this is equivalent to (M¢,T) | ¢ —
K,[¢]x. By the semantics this is equivalent to (M°,T') = [¢]K,X.
the case for [¢]Cpy: Suppose [¢]Cpx € T'. Given that [¢]Cpx € @,
[¥]Cpx € T iff every B-y-path from T is a [¢)]x-path by item 6 of
Lemma 7.31. By item 6 of Lemma 7.33 we can apply the induction
hypothesis. Therefore this is equivalent to every B-i-path from I is
a path along which [¢]y is true. By the semantics, this is equivalent
to (M,T) |- [$]Cpx.
the case for [¢][x]{: Suppose [¢][x]¢ € T'. Given that [¢][x]{ € &,
[¥][x]¢ € T is equivalent to [¢) A []x]€ € T' by the announcement
composition axiom. By item 7 of Lemma 7.33 we can apply the induc-
tion hypothesis. Therefore this is equivalent to (M¢,T) |= [ A [¢]x]€.
This is equivalent to (M€, T') = [¢][x]€. O

Again the accessibility relations in the canonical model are all equivalence
relations.

Lemma 7.35 (Canonicity) The canonical model is reflexive, transitive,
and Euclidean. O

Proof This follows straightforwardly from the definition of ~¢. O
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Now it is easy to prove the completeness theorem.

Theorem 7.36 (Completeness) For every ¢ € Lk ¢y
E ¢ implies ¢ O

Proof By contraposition. Suppose / ¢. Therefore {—p} is a consistent set.
By the Lindenbaum Lemma there is a set I' which is maximal consistent in
cl(—p) such that —¢ € I'. Let M€ be the canonical model for cl(—¢). By the
Truth Lemma (M€ T) | —. Therefore £ . O

7.6 AM: Translating Action Models

Before we consider the full logic AMC', we consider the fragment without com-
mon knowledge to which we turn in the next section. The completeness proof
for AM is just like the completeness proof for PA. We provide a translation
from formulas that contain action modalities to formulas that do not contain
action modalities. This translation follows the axioms of the proof system.
The proof system AM is given in Table 7.5. The axioms that describe the
interaction of action models with other logical operators are very similar to
the axioms of PA that describe the interaction of public announcements and
with other logical operators (see Table 7.3). In fact one can see those axioms
of PA to be special cases of the ones for AM. So again these axioms also
provide a translation.

Definition 7.37 (Translation) The translation ¢ : Lxg — Lk is defined
as follows:

tp) =p

t(-p) = ~t(p)

all instantiations of propositional tautologies

Kao(p — ) — (Ko — Kat) distribution of K, over —
Kop — truth

Koo — K. Kqp positive introspection
“Kaop — Ko Kap negative introspection
[M,s]p < (pre(s) — p) atomic permanence

[M, s]—p < (pre(s) — —[M,s]y) action and negation
[M,s](¢ A1) < ([M,s]e A [M,s]y) action and conjunction
[M,s]Kap < (pre(s) — A\, ., Ka[M,t]e) action and knowledge
M, s][M’, sl < [(M,s); (M',s")]p action composition
[aud]p < ([a]p Al ]p) non-deterministic choice
From ¢ and ¢ — 9, infer v modus ponens

From ¢, infer Kqp necessitation of K,
From ¢, infer [M,s]p necessitation of (M, s)

Table 7.5. The proof system AM.
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tp A ) = t(p) NE(Y)

t(Ka<p) = Kat(W)

t([M, s|p) = t(pre(s) — p)

t([M, s]—p) = t(pre(s) — —[M, s[p)

t(M,s](p A1) = t([M,s]o A [M,s]y)

t([M,s| K, = t(pre(s) — Kq[M,s|p)

t([M,s][M’,s]p) = t([M,s; M', s"]x)

t(laualp)  =t(ae) At(e]e) O

By the soundness of the proof system this translation preserves the meaning
of a formula. All that is left to be shown is that every formula is also prov-
ably equivalent to its translation. In order to show this we will also need a
different order on the language so that we can apply the induction hypothesis
to formulas that are not subformulas of the formulas at hand. We extend the
complexity measure for L to the language with action models and show
that it has the desired properties. We also need to assign complexity to action
models. We take this to be the maximum of the complexities of preconditions
of the action model.

Definition 7.38 (Complexity) The complexity ¢ : Lxg — N is defined as
follows:

c(p) =1

c(=p)  =1+c(p)

c(p AY) =1+ max(c(p),c(¢))
c(Kop) =1+c(p)

c([ap) = (4+c(a)) - c(p)
¢(M,s) = max{c(pre(t)) | t € M}

claUad) =1+ max(c(a),c(a’)) O

We can safely take the maximum of the complexity of the preconditions in
the action model, since action models are finite. Therefore the complexity of
a formula or an action model will always be a natural number. Again the
number 4 appears in the clause for action models, because it gives us the
following properties.

Lemma 7.39 For all ¢, ¢, and y:
(i) = c(p) if ¢ € Sub(¥)

M, s]—) > c(pre(s) — —[M,s]p)

M, s](p A ) > c([M, sl A [M, s]y)

M, s|K,p) > c(pre(s) — K4[M,s]p)

M, s][M’,s'lp) > ¢([M,s; M’ s']¢)

aUd]p) > c(la]e Ald]p) O

NS OtE LD
o
e T e U

Proof The proof is very similar to that of Lemma 7.23 U

Now we can prove the lemma that says that every formula is provably equiv-
alent to its translation.
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Lemma 7.40 For all formulas ¢ € Lk it is the case that

F oo t(p) O

Proof The proof is very similar to the proof of Lemma 7.24 0

Completeness follows automatically.

Theorem 7.41 (Completeness) For every ¢ € Lkg

E o implies ¢ O

Proof Suppose | ¢. Therefore |= t(g), by the soundness of the proof system
and AM F ¢ < t(p) (Lemma 7.40). The formula ¢(¢) does not contain any
action models. Therefore S5 F t(¢) by completeness of S5 (Theorem 7.7). We
also have that AM I t(y), as S5 is a subsystem of AM. Since AM I ¢ <
t(¢), it follows that AM F . O

7.7 AMC': Generalising the Proof for PAC

In this section we prove completeness for AMC. The proof system AMC is
given in Table 7.6. The proof system is a lot like the proof system for PAC,
but now it deals with more general epistemic actions. Still, the axioms are
quite similar.

Definition 7.42 (Closure) Let ¢l : Lxcg — ©(Lkce), such that for every
¢ € Lxcg, cl(p) is the smallest set such that:

¢ € cl(ep),
if ¢ € cl(y), then Sub(v) C cl(y),
if 1 € cl(p) and © is not a negation, then — € cl(yp),
if Cpe € cl(p), then {K,Cpt¢ | a € B} C cl(p),
if [M,s]p € cl(p), then (pre(s) — p) € cl(p),
if [M, s] = € cl(¢), then (pre(s) — —=[M,s]¢)) € cl(p),
if [M,5](12 A x) € (i), then (M, sJo A M, ) € cl(i),
if [M,s]K,v¢ € cl(p ) and s ~, t, then (pre(s) — K [M,t]y) € cl(y),
if [M,s|Cpv € cl(p), then {[M,t]¢p | s ~p t} C cl(p) and {K,[M,t]Cpv |
ac IldSNB t} ch(gp),
10, 3 [M, ][, 146 € cl(), then [(M,s); (M, )] € (),
11. if [V« ]1/) € cl(p), then ([a]y A [o/]¢) € cl(p). O

@@N@P‘FW!\"!—‘

Lemma 7.43 cl(yp) is finite for all formulas ¢ € Lxcg. O

Proof The proof is just like the proof of Lemma 7.9. Note that action models
are finite, and only finitely many of them occur in a formula. O
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all instantiations of propositional tautologies

Ko(o — ) — (Kop — Kot)) distribution of K, over —
Kop— truth

Kop — Ko Ko positive introspection
Koo — Ko Ko negative introspection
[M,s]p < (pre(s) — p) atomic permanence

[M, s]=¢ < (pre(s) — —[M,s]p) action and negation

M, s](p A ) < ([M,s]p A [M,s]y) action and conjunction
[M,s]K,p < (pre(s) — /\s~at KoM, t]p) action and knowledge

M, s][M’,s"]p « [(M,s); (M',s")]p action composition
[aUdTp « ([a]e Al ]e) non-deterministic choice
Ce(p — ¢) — (Cpp — CpY) distribution of Cp over —
Cpy — (p AN EBCpryp) mix

Ce(p — Eyp) — (p — Cpyp) induction axiom

From ¢ and ¢ — 9, infer ¢ modus ponens

From ¢, infer Kqp necessitation of K,

From ¢, infer Cgyp necessitation of C'r

From ¢, infer [M,s]¢ necessitation of (M, s)

Let (M,s) be an action model and let a set  action and common
of formulas x: for every t such that s ~p knowledge

t be given. From x: — [M,t]y and (x: A

pre(t)) — Kaxu for every t €S, a € B and

t ~g u, infer xs — [M,s]Cpep.

Table 7.6. The proof system AMC.

Again, many definitions and lemmas work in precisely the same way as in
the case for S5 with common knowledge. The notions of maximal consistent
in ® and the canonical model for ® are just as before. Also the Lindenbaum
Lemma is proved in the same way as before.

Lemma 7.44 (Lindenbaum) Let ® be the closure of some formula. Every
consistent subset of ® is a subset of a maximal consistent set in . O

Proof The proof is just like the proof of Lemma 7.12. O

Semantically it is quite clear what it means for a formula of the form [M, s|Crp
to be true in a state s. It means that every B-path from (s,s) in the resulting
model ends in a p-state. But that means that in the original model, a B-path
for which there is a matching B-path sq,...s, in the action model ends in a
[M,s,,]o-state. This is shown in Figure 7.1. In view of this, in the proofs we
will use the notion of a BMst-path.

Definition 7.45 (BMst-path) A BMst-path from T is a B-path T'y,...T,
from I" such that there is a B-path sg,...s, from s to tin M and for all £k < n
there is an agent @ € B such that I'y, ~¢§ I'y41 and si ~g Sk4+1 and for all
k < n it is the case that pre(sg) € Tk. O
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Figure 7.1. This Figure helps to make the semantic intuition for formulas of the
form [M,s]Cp¢ clearer. The model below is the original model. The model in the
middle is the action model. The top model is the resulting model.

Lemma 7.46 Let ® be the closure of some formula. Let M¢ = (5S¢, ~¢ V¢)
be the canonical model for ®. If I' and A are maximal consistent sets in @,
then

1.

N ot

I' is deductively closed in ®,

if vpe®, then pel'iff 7p ¢ T,

if (pAY) €@, then (pAY)eTif peT and ¢ €T,

if I A K,A is consistent, then T ~S A,

if K0 € ®, then {Kop | Ko € D} F 9 iff {Kap | Kap € T} F Ko,

if Cpp € @, then Cpyp € I iff every B-path from I is a ¢-path,

if [M,s]Cgp € @, then [M,s|Cgp € T iff for all t € S every BMst-path
from T ends in an [M, t]p-state. O

Proof The proofs of 1 — 6 are similar to the proofs of 1 — 6 of of Lemma 7.31.
The proof of 7 is also rather similar to that of the proof of 7 of Lemma 7.31.

7.

From left to right. Suppose [M,s|Csp € I'. We now continue by induction

on the length of the path, but we load the induction. We show that if

[M,s]Cpp € T, then every BMst-path ends in an [M, t]p-state which is

also an [M, t|Cpp-state.

Base case Suppose the length of the path is 0. Therefore we merely
need to show that if [M,s]Cge € Ty, then [M,s]y € Ty. This can
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be shown as follows. Observe that Cp¢p — ¢. By necessitation and
distribution of [M,s] we have that [M,s|Cpyp — [M,s]p. [M,s]p € ®
by Definition 7.42. Therefore [M, sy € T'y.

Induction hypothesis Every BMst-path of length n ends in an [M, t]e-
state which is also an [M, t]Cpy-state.

Induction step Suppose now that the path is of length n+1, i.e., there is
a BMst-path Iy, ...T",,,'11. Therefore there is a BMsu-path for some
u from I'y to I',,. By the induction hypothesis we may assume that
[M,u]Cpp € T,,. Since there is a BMst-path, there is an agent a € B
such that I',, ~¢ ' 41 and u ~, t. By the mix axiom we have that -
Cpy — K,Cpy. By applying necessitation and distribution of [M, u]
we get F [M,u]Cpy — [M,u]K,Cpy. By the axiom for action and
knowledge F [M, u] K,Cpy — (pre(u) — K,[M,t]Cpyp). Since pre(u) €
Ty, it must be the case that T',, F K,[M,t]|Cpe. Therefore by the
definition of ~¢ and Definition 7.42, it is the case that K,[M,t|Cpp €
i1, and so [M,t]Cpt¢ € T'py1. And, by similar reasoning as in the
base case, [M,t] € T'yy1.

From right to left. Suppose that every BMst-path from I' ends in an

[M, t]p-state. Let Spmt,, be the set of maximal consistent sets in @, A

such that every BMtu-path from A ends in an [M, u]e-state for all u such

that t ~p u. Now consider the formulas

Xt = \/ A

AGSB,M,Q(’,
We will show the following
FLT — xs (a)
l_Xt - [Mvt](p (b)
F (xe Apre(t)) = Koxuifa € Band t ~, u (c)

From these it follows that [M,s|Crp € T'. By applying the action and
common knowledge rule to (b) and (c) it follows that - xs — [M,s]|Cpe.
By (a) it follows that F T — [M,s]|Cgp. Therefore [M,s|Cpp € T.

a) This follows immediately, because I' € S B,M,s,p, and L' is one of x’s
disjuncts.

b) Since every BMtup-path ends in an [M,u]e-state for every A €
SB Mt it must be the case that the length one BMttp-path ends
in an [M,t]e-state. Therefore [M,t]p € A. Therefore, [M,t]p is one
of the conjuncts in every disjunct of x;. Therefore by propositional
reasoning y; — [M, t]e.

¢) Suppose toward a contradiction that xi A pre(t) A =K, x, is consis-
tent. Because x; is a disjunction there must be a disjunct © such that
OApre(t) A=K, X, is consistent. Since O is maximal consistent in ® and
pre(t) € ® it must be the case that pre(t) € ©. So © A K,y is con-
sistent. Since - \/{L | T’ € S¢}, there must be a = in the complement
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of SB,M,u,e such that © A K Z is consistent. By item 4 of Lemma 7.46
this is equivalent to © ~§ =. But since E is not in Sg m,u,, there must
be an v such that there is a BMuv-path not ending in an [M, v]p-state
from =. But then there is also a BMtv-path from © not ending in
an [M, v]p-state. This contradicts that © € Sp My, but it must be,
because © is one of xt’s disjuncts. Therefore - (xi Apre(t)) — K,xu.O

We extend the complexity measure of Definition 7.38 to the full language of
AMC. The only extra case is that of common knowledge, which is treated in
the same way as individual knowledge.

Definition 7.47 (Complexity) The complexity ¢ : Lxcg — N is defined
as follows:

c(p) =1

(= ) =1+c(p)

elp A) = 1+ max(elg), c(®))
c(Kap) =14 c(p)

Q

Cpp) =1+c(p)

[ale) = (4+c(a)) - clp)
M,s) = max{c(pre(t)) |t € M}
aUdad) =1+ max(c(a),c(a’)) O

QO O O

(
(
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(
(
(
(
(

Lemma 7.48 For all ¢, ¢, and y:

c(1) > e(p) for all p € Sub(v).
[M, s]p) > c(pre(s) — p)

) > c(pre(s) — =[M,s|p)
p A1) > (M, S]W\ M, S]}
BSD

c

o

)
,s|Kqp) > c(pre(s) — K,[M Z) forallte M
,SC ) > (M, t]e )foralltEM
s|[M’,s']p) > e([(M; 5); (M, ")]0)
o)) > ellalp A [o'lp) O

o

slp
5|
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Exercise 7.49 Prove Lemma 7.48. O

Lemma 7.50 (Truth) Let ® be the closure for some formula. Let M¢ =
(8¢, ~¢,V¢) be the canonical model for ®. For all T' € 5S¢, and all ¢ € ®:

peTiff (MST) ¢ O
Proof The proof is very much like the proof of Lemma 7.34 g
Lemma 7.51 (Canonicity) The canonical model is reflexive, transitive,
and Euclidean. g
Proof This follows straightforwardly from the definition of ~¢. 0

Now it is easy to prove the completeness theorem.
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Theorem 7.52 (Completeness) For every ¢ € Licow

= o implies F ¢ O

Proof By contraposition. Suppose t/ ¢. Therefore {—p} is a consistent set.
By the Lindenbaum Lemma there is a set I' which is maximal consistent in
cl(—p) such that —¢ € I'. Let M€ be the canonical model for cl(—¢). By the
Truth Lemma (M€, T) £ —. Therefore £ ¢. O

7.8 Relativised Common Knowledge

In Sections 7.4 to 7.7 we saw two fairly easy completeness proofs of PA and
AM that used translations, and two quite difficult completeness proofs of
PAC and AMC. This could lead one to suspect that the addition of update
modalities to a base epistemic logic without common knowledge leads to an
easy completeness proof and that adding update modalities to a base logic
with common knowledge precludes an easy completeness proof via transla-
tion. This section will introduce a logic that does contain a common know-
ledge operator and allows an easy completeness proof when we add public
announcements to the language. The reader not interested in this rather tech-
nical excursion can skip this section.

The logic that we introduce below contains a relativised common know-
ledge operator. This is a dyadic operator which is quite like ordinary common
knowledge. To understand why this operator allows a completeness proof by
translation, we first investigate why such an approach did not work in the
case of PAC. In the proof of Lemma 7.31 which was used for the complete-
ness proof for PAC the crucial property that was to be proved was that given
that [¢]Cp is in the closure:

[¢]Cpv € T iff every B-g-path is a [¢]y-path.

The problem for a translation is that what is on the right hand side of the
equivalence cannot be expressed without public announcement operators. We
cannot say anything about all B-p-paths in the language of S5C. (This claim
will be made more precise in the next chapter.) The idea is that with a
relativised common knowledge operator we can. In Section 7.8.1 we give the
language, semantics and a sound and complete proof system for the epistemic
logic with relativised common knowledge. In subsection 7.8.2 we provide the
completeness proof for public announcement logic with relativised common
knowledge.

7.8.1 Language, Semantics, and Completeness

Our aim is now to define S5RC, the validities of relativised common know-
ledge. The language is defined as follows.
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Definition 7.53 Given are a set of agents A and a set of atoms P. The
language Lxrc consists of all formulas given by the following BNF:

pu=p | o | (¢Ap) | Kap | Celp,p)
where p € P, a € A and B C A. O

The idea is that C(p, 1) expresses that every B-p-path is a ¢-path. In this
way we can express something about B-p-paths without public announce-
ments. The exact semantics of this operator are as follows.

Definition 7.54 (Semantics) Given is an epistemic model M = (S, ~, V).
The semantics for atoms, negations, conjunctions, and individual operators
are as usual.

(.5) = O
(M, t) |= 4 for all t such that (s,t) € (Uzep ~a NS % [elar))™

where in({U,cp ~a N(S X []n))" is the transitive closure of in (J,cp ~a
N(S X [¢]ar))- Let us call S5RC the validities of the language £xgrc under

this semantics. O

We use the transitive closure in the definition rather than the reflexive tran-
sitive closure, because we do not want Cp (¢, 1) to imply that ¢, but merely
that Eg(¢ — ). The operator is quite like ordinary common knowledge. In
fact, we can express ordinary common knowledge with relativised common
knowledge. The formula ¢ A Cp(T, ) expresses that every B-T-path is a ¢-
path. Since every B-path is a B-T-path, it expresses that every B-path is a
p-path, which is to say that ¢ is ordinary common knowledge. The proof sys-
tem for epistemic logic with relativised common knowledge is also very much
like that of S5C.

Definition 7.55 (Proof system) The proof system S5RC consists of the
axioms and rules of Table 7.7. O

The axioms concerning relativised common knowledge are generalisations of
the axioms for ordinary common knowledge (cf. Table 7.2).

Theorem 7.56 The proof system S5RC is sound, i.e., if - ¢, then E . O
Exercise 7.57 Prove Theorem 7.56. O

The structure of the completeness proof for this logic is similar to that for
S5C. We need to adapt the definition of the closure of a formula, and some
of the steps in the proofs are more complicated, but other than that there are
little differences.

Definition 7.58 (Closure) Let ¢l : Lxkre — 9(Lxrc), be the function
such that for every ¢ € Lxrc, cl(¢) is the smallest set such that:
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all instantiations of propositional tautologies

Ko(o — ) = (Kop — Ko1p) distribution of K, over —
Kop— truth

Kop — Ko Ko positive introspection

“Kop — Ko Kap negative introspection
Ce(p, ¥ — x) — (Ce(p, ) — Cs(v, X)) distribution of Cs(-,-) over —
Ce(p,¥) < Ep(p — (Y A Cir(p,v))) mix of relativised

common knowledge
Ce(p, ¥ — Ep(p — ¥)) — (Ep(p — ) induction of relativised

— Cr(p,9)) common knowledge
From ¢ and ¢ — 9, infer v modus ponens

From ¢, infer Kqp necessitation of K,
From ¢, infer Cp (¢, ¢) necessitation of Cp(-,-)

Table 7.7. The proof system S5RC.

1. ¢ € cl(yp),

2. if ¢ € cl(p), then Sub(y)) C cl(p),

3. if ¢ € cl(p) and ¥ is not a negation, then = € cl(yp),

4. if Cp(¥, x) € cl(yp), then {K, (¥ — (x ANCp(¥,x))) |a € B} Ccl(p). O
Lemma 7.59 cl(yp) is finite for all ¢ € Lk re. O
Proof The proof is analogous to that of Lemma 7.9 O

The notions of maximal consistency in ® and the canonical model are the same
as before. The Lindenbaum Lemma is also the same as before and we get the
same properties of maximal consistent sets as before. The only additional
proof obligation is the following lemma.

Lemma 7.60 Let ® be the closure of some formula. Let M¢ = (5S¢, ~¢ V¢)
be the canonical model for ®. Let I"' be a maximal consistent set in ®. If
Cg(p, ) € @, then Cp(p,v) € T iff every B-p-path from a A € S¢ such that
there is an agent a € B and I' ~¢ A is a ¢-path. O

Proof From left to right. Suppose that Cg(p, %) € T'. If there are no B-¢-
paths from a A that is B-reachable from I" we are done. Otherwise we proceed
by induction on the length of the B-p-path, but we load the induction. We
show that if Cp(p,®) € I, then every B-p-path from a B-reachable state
from T is a ¢-path and a Cg(p,)-path.

Base case Suppose that the length of the B-¢-path is 0, i.e. A = Ag = A,,.
Given that there are B-p-paths from A, it must be the case that p € A.
Since - Cp(p,¥) — Ep(p — (¥ A Cp(p,1))) (by the mix axiom) and
FEg(p— (WACB(p,1))) — (¢ — (WACp(p,1))) and A is deductively
closed in @, we can conclude that ¢ € A and Cg(p,¢) € A.

Induction hypothesis If Cp(p,9) € T, then every B-p-path from a B-
reachable state from T of length n is a 1-path and a Cp(p,¥)-path.
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Induction step Take a B-p-path of length n + 1 from A. By the induction
hypothesis Cg(¢,?) € A,. Let a be the agent in B such that I, ~¢
T'pi1. Since F Cp(p,¥) — Ep(e — (¥ A Cp(p,))) and - Ep(p —
(W A Ca(p, ) = Kol — (¥ A Cp(p,1))), it must be the case that
v — (Y ACp(p,9)) € Apy1 by the definition of ~¢. Since A, 4; is part
of a B-p-path, it must be the case that ¢ € A, ;1. By similar reasoning
as in the base case, ¥ € ', 11 and Cp(p,¥) € Thpyq.

From right to left. Suppose that every B-p-path from B-reachable states
from I' is a 1-path. Let Sp .4 be the set of all maximal consistent sets A
such that every B-p-path from A is a ¢-path. Now consider the formula

x=\ A

AESB ¢,
We prove the following
HFL — Epx (1)
Fx— (=) (2)
Fx — Ep(p = X) (3)

From these it follows that Cg(p,1) € T'. Because from (3) it follows by
necessitation that - Cp(e,x — FEp(p — X)). By the induction axiom
this implies that - Ep(¢ — Xx) — Cg(p,x). By (3) this implies that
F x — Cg(p,x)- By (b) and necessitation and distribution of Cg(y,-) this
implies that - x — Cp (¢, ¢ — ). By the induction axiom we get = C(y, ¢),
and therefore - x — Cp(p,1). By necessitation, (1) and distribution we
get F T — EpCg(p,1). Therefore, by the truth axiom, - T' — Cg(p, ).
Therefore Cp(p,) €T

1. Suppose towards a contradiction that I A—FEpy is consistent. That means
that DA/ ,cp 7KaX is consistent. Therefore there is an agent a € B such

that I A =K, is consistent. Therefore I' A K,— is consistent. Again we
can prove that - \/{A | A € S¢}. Let X be \/(S°\ SB,p,,)- It is clear that
=X < X. Therefore I' A f(ay is consistent. Since Y is a disjunction, there
must be a A € (5°\ Sp ) such that T' A K,A is consistent. From this
we can conclude that I' ~¢ A. This contradicts the assumption that every
B-p-path from B-reachable states from I is a -path, since A & Sg

2. Note that H A — (¢ — ¢) if A isin Sp,, . Therefore ¢ — 9 follows
from every disjunct of x. Therefore - x — (p — ).

3. Suppose toward a contradiction that x A—~Ep(p — x) is consistent. Since
X is a disjunction there must be a disjunct A such that AA-Eg(¢ — X)
is consistent. By similar reasoning there must be an a € B such that
AN K, (@ A=) is consistent. Since F \/{A | A € §¢}, it is the case that
A A Ka(¢ A VGQSB‘H(;J/) ©) is consistent. Then, by modal reasoning, A A

Vegs, - K,(¢ N ©) is consistent. Therefore there must be a © € Sp 4
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which is maximal consistent in ®, such that A A K, (¢ A ©) is consistent.
But then A ~¢ © and ¢ € O. Since © is not in Sp, ¢, there must be
a B-p-path from © which is not a -path. But then there is a B-¢-path
from A which is not a v-path. This contradicts that A € Sp , 4, which it
is because A is one of x’s disjuncts. Therefore -y — Eg(p — x). O

This is the extra lemma we need for the Truth lemma.

Lemma 7.61 (Truth) Let ® be the closure of some formula. Let M¢ =
(8¢,~¢,V°) be the canonical model for ®. For all I € S¢, and all ¢ € &:

peTiff (M°.T) ¢ .

Proof Suppose ¢ € ®. We proceed by induction on ¢. The cases for propo-
sitional variables, negations, conjunction, and individual epistemic operators
are the same as in the proof of Lemma 7.17. Therefore we focus on the case
for relativised common knowledge.

Suppose that Cg(p, %) € I'. From Lemma 7.60 it follows that this is the
case iff every B-p-path from I' is a ¥-path. By the induction hypothesis this
is the case iff every B-path where ¢ is true along the path, is a path along
which v is true as well. By the semantics this is equivalent to (M€, T) |=
C1B (‘pv d)) . [

Now completeness follows in the usual way

Theorem 7.62 (Completeness) For every ¢ € Lxrc

= o implies ¢ .

Proof By contraposition. Suppose / ¢. Therefore {—p} is a consistent set.
By the Lindenbaum Lemma {—¢p} is a subset of some I" which is maximal
consistent in cl(—). Let M€ be the canonical model for ¢l(—p). By the Truth
Lemma (M€, T) E —p. Therefore }= ¢. O

7.8.2 Adding Public Announcements

In this section we provide a completeness proof for public announcement logic
with relativised common knowledge just like the completeness proof for PA
and AM. First we extend the language Ly rc with announcement operators.

Definition 7.63 Given are a set of agents A and a set of atoms P. The
language L rcy) consists of all formulas given by the following BNF:

pu=p | ~p | (pA@) | Kap | Calp,9) | [ple
where p € P, a € A and B C A. a
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[elp < (¢ — p) atomic permanence

] < (¢ — —[p]Y) announcement and negation

[] (1/} X) < ([¢]Y A [e]x) announcement and conjunction

[p] Kot < (p — Kalo]th) announcement and knowledge

[p]CB(Y, x) < (¢ — Clp Ale]¥, [¢]x)) announcement and relativised
common knowledge

[e][W]x < [¢ A [e]]x announcement composition

From 1, infer ]y necessitation of [¢]

Table 7.8. Additional axioms and rules, which, added to those of Definition 7.55,
give the system PARC.

The semantics of all these operators is simply the combination of the defi-
nitions given earlier. For the proof system we need additional axioms that
describe the interaction of the announcement operator with the other logical
operators, including relativised common knowledge.

Definition 7.64 (Proof system) The proof system PARC consists of the
axioms and rules from Definition 7.55 together with the axioms and rule of
table 7.8. g

Let us focus on the new axiom. Let us first show that it is indeed sound.

Lemma 7.65 = [¢]C5(¢, X) < (¢ — Cle A el [plx)) O

Proof (M, s) E [¢]Cs(¥, X)

-

(M, 5) = ¢ implies that (M|, s) = Cp(¥, x)
=
(M,s) = ¢ implies that (M|p,t) = x for all ¢ such that (s,t) € (U,cp ~a

NilZ,,)"
==

(M, s) |= ¢ implies that (M,t) = [¢]x for all ¢ such that (s,t) € (U,cp ~a
Nl A [elel3,)*

=

(M, s) = o implies that (M,t) = Cp(p A ¢, [¢]x)
=

(M, s) = » — Cr(e A e, [¢]x) O

So indeed we can use this equivalence for a translation.

Definition 7.66 (Translation) The translation ¢ : Lxre) — Lxre is de-
fined as follows:

t(p) =p

t(mp) = —t(p)

tlp Aip) = t(p) NE(Y)
t(KaSD) = Kat(@)
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t(l¢lp) =t(p —p)

t([e] ) = t(p — ~[plY)

t(lel(@ Ax)) = tlelv A lplx)

t(lp]Ka) =t — Ka[plY)

t([p]Ca(h, X)) = tp — Culp A lp]¥, [¢]x))

t(lel[¥]x) = t([p A [@l¥]x) O

Lemma 7.65 shows that the extra clause in this translations is also correct.

Now we extend the complexity measure for relativised common knowledge.
Here we change 4 to 5, to get the right properties.

Definition 7.67 (Complexity) The complexity ¢ : Lxrc — N is defined

as follows:
c(p) =1
() =1+c(p)
c(pANp) =1+ max(c(p),c(y))
c(Kayp) =1+c(p)
c(Cp(p,9)) = 1 +max(c(p), c(¥))
c([]t) = (5+c(p)) - c(¥) O

This complexity measure preserves the order prescribed by the inductive de-
finition of the logical language, and gives us the following properties.

Lemma 7.68 For all ¢, 9, and yx:

c(¥) > c(p) if p € Sub()
[¢lp) > c(p — p)
¥) > clp — =[ply)
(¥ A x) > e[l Alplx)
K1) > c(p — Kulp]¥)
Cp(,x)) > c(p — Cple A el [¢]x))
[W]x) > e([e A le]d]x) O

Q

o

C
C

F‘@?"’FP"!\’?‘
Q

c([¢]
([e]=
(]
([«0]
(]
(]

roof The only real extra case compared to Lemma 7.22 is the case for

Assume that ¢(¢) > ¢(x) (the case for ¢(x) > ¢() is similar). Then
c([PlCa(%, x)) = (54 c(p)) - (1 +max(c(y), ¢(x)))
=5+ c(p) +5 max(c(¢), ¢(x)) + ¢(p) - max(c(y), ¢(x))
=5+c(p) +5-c(¥) +c(p) - c(¥)

and
c(p = Cplp Aelt, [p]x)) = c(=(e A =Cr (e A [, [¥]X)))

=141+ max(c(yp),
1+ 1+ max(1 + max(c(yp),
(5+clyp )) c(¥)), (5 + c(p)) - c(x)))
=5+ ((5+c(p)) - c(¥))

c(p
=5+ 5¢c(¢) + c(p)e(y)
The latter is less than the former. O
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With these properties we can show that every formula is provably equivalent
to its translation.

Lemma 7.69 For all formulas ¢ € Li ey it is the case that

F o e t(p) O

Proof The proof is analogous to that of Lemma 7.24. O

Completeness follows from this lemma and Theorem 7.62.

Theorem 7.70 (Completeness) For every ¢ € Lxprcy

E o implies ¢ O

Proof Suppose | ¢. Therefore |= t(y), by the soundness of the proof system
and PARC I ¢ < t(¢) (Lemma 7.69). The formula ¢(y) does not contain any
announcement operators. Therefore SSRC F t(¢) by completeness of SSRC
(Theorem 7.62). We also have that PARC F t(¢), as S5RC is a subsystem
of PARC. Since PARC F ¢ < t(yp), it follows that PARC F . O

7.9 Notes

Completeness is one of the main subjects in logic. Logicians want to make
sure that the semantical notion of validity coincides with the proof theoretic
notion of validity. Usually soundness (proof theoretic validity implies semantic
validity) is easy to show, and completeness (semantic validity implies proof
theoretic validity) is harder. Much of the logical literature is devoted to com-
pleteness proofs. There are many standard techniques and completeness proofs
generally have the same template. In their book on modal logic, Blackburn, de
Rijke, and Venema provide a general template for completeness proofs for nor-
mal modal logics [29]. The completeness proof for S5 provided in Section 7.2
follows the well-known proof for completeness of a normal modal logic. The
only adaption is that the accessibility relations are defined in such a way that
it is immediately clear that they are equivalence relations.

The completeness proof for S5C is slightly more difficult than the
completeness proof for S5. Epistemic logic with common knowledge is no
longer compact. That means that there are infinite sets of formulas such that
every finite subset is satisfiable, but the set as a whole is not satisfiable.
This makes it difficult to prove the Lindenbaum Lemma for non-compact
logics, but it also makes it difficult to prove the Truth Lemma for formulas
with common knowledge. Therefore the canonical model is custom-made to
provide a countermodel for a specific formula. This situation also arises in the
context of PDL. The Kleene star, which expresses arbitrary (finite) iterations
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of a program, makes PDL non-compact. An easy to read completeness proof
is provided by Kozen and Parikh [117]. In textbooks on epistemic logic one
can also find completeness proofs for S5C [148, 62]. The proof in this chapter
is based on notes by Rineke Verbrugge on [148], and is also very much like
the proof in [117].

The standard techniques for proving completeness do not directly apply
to PA, because it is not a normal modal logic. The rule of uniform substitu-
tion (from ¢, infer ¢[¢/p]) is not valid due to the fact that the truth value
of atoms never changes due to actions, but other formulas can change. Pub-
lic announcement logic was first introduced by Plaza [168], and so was the
technique of proving completeness via a translation. Jelle Gerbrandy proved
completeness in this way for the dynamic epistemic logic in his dissertation
[75]. It was also used Baltag, Moss, and Solecki [11].

In the work by Baltag, Moss, and Solecki the completeness proof for AM
and AMC was given. The completeness proof for PAC' is a special case of this
general completeness proof, which was presented in this chapter for didactic
reasons. The general case is a bit more difficult but the basic idea is the same.
The complicated rules — such as the announcement common knowledge rule
and the action common knowledge rule — are part of the proof systems,
because a reduction from PAC to S5C is not possible. The idea of viewing
updates as a kind of relativisation, proposed by van Benthem [22], led to the
idea of using relativised common knowledge to obtain an easy completeness
proof for public announcement logic with a common knowledge operator. This
was worked out in [116]. Relativised common knowledge will also be discussed
in the next chapter when we turn our attention to the expressive power of
dynamic epistemic logics.
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Expressivity

8.1 Introduction

Logic is about inference, and it is especially concerned with the question when
an inference is valid. In answering this question one does not look at particular
inferences, one rather looks at their abstract logical form by translating the
sentences that make up inferences to formulas of a logical language, where
only those aspects deemed important for the logical form are represented. In
semantics something similar occurs. The models provided by the semantics of
a logical language abstract from particular situations, and only those aspects
deemed important are represented.

It is interesting to note that different logical languages can be interpreted
in the same class of models. For example, the logical languages presented in
this book are all interpreted in the same class of Kripke models. This could be
regarded as surprising, since one would expect semantics to be tailored to a
particular logical language in such a way that all the properties of a model can
be expressed in the logical language. In other words, one would expect that
models have the same logical theory (i.e., satisfy the same set of formulas) if
and only if they are identical. Otherwise the models could be regarded as being
too rich. Therefore one would also expect that languages that are interpreted
in the same class of models are equally expressive. However this need not be
the case.

In a setting where different logical languages are interpreted in the same
class of models, a natural question rises: which properties can be expressed
with which logical languages, and which cannot be expressed? We are also
interested in the question how the various logical languages are related. Given
two languages: is one more expressive than another? In this chapter we answer
some of these questions about expressive power for the languages treated in
this book.

In Section 8.2 several notions of comparative expressive power are intro-
duced. These are illustrated with examples from propositional logic. In Sec-
tion 8.3 it is shown that the notion of bisimulation does not fit our needs

211
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when we want to study expressive power, yet the ideas behind the notion
of bisimulation are important for model comparison games for modal logics,
which are introduced in Section 8.4. These model comparison games, and
extensions of these games are used in the remainder of the chapter. In Sec-
tion 8.5 the basic epistemic logic is studied. In Section 8.6 it is shown that
epistemic logic with common knowledge is more expressive than basic epis-
temic logic. In Section 8.7 it is shown that public announcements do not add
expressive power to basic epistemic logic. In contrast, public announcements
do add expressive power to epistemic logic with common knowledge, which is
shown in Section 8.8. In Section 8.9 it is shown that non-deterministic choice
does not add expressive power to the logic of epistemic actions, nor to act-
ion model logic. In Section 8.10 it is shown that action model logic without
common knowledge is just as expressive as basic modal logic. In Section 8.11
it is shown that epistemic logic with relativised common knowledge is more
expressive than public announcement logic with common knowledge. Notes
are provided in Section 8.12

8.2 Basic Concepts

In general one can think of expressive power as follows. A formula of a logical
language, which is interpreted in a class of models, expresses an abstract
property of the models in which this formula is true. The more properties
expressible with the language, the more expressive power the language has.
But what does it mean to say that one logical language is more expressive
than another? First we define equivalence of formulas, to express that two
(different) formulas express the same property of models.

Definition 8.1 (Equivalence) Two formulas ¢ and v are equivalent iff they
are true in the same states. We denote this as ¢ = 1. d

Now we can define various notions concerning relative expressive power of two
logical languages. The symbol =, was used in Section 2.2 to denote that two
states have the same theory in language L. Below we overload the symbol
= even. In the definition of equivalence above it is used to denote that two
formulas are equivalent. Below we also use it denote that two languages are
equally expressive. These notions depend on the semantics, but we assume it
is clear which semantics is used.

Definition 8.2 (Expressive power) Let two logical languages £1 and Lo
that are interpreted in the same class of models be given.

o [ois at least as expressive as L1 if and only if for every formula ¢, € £,
there is a formula g € L4 such that ¢ = @o. This is denoted as £1 < Ls.

e [ and Ly are equally expressive if and only if £; < L5 and Lo < £;. This
is denoted as L1 = Lo.
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e [, is more expressive than £; if and only if £1 < Lo but Lo # L. This is
denoted as £ < Ls. O

This is all rather abstract, but it will be more clear if we look at these notions
in the familiar setting of propositional logic. In the remainder of this section
we will look at the expressive power of several fragments of propositional
logic. We only consider classical semantics where the models are valuations
that assign a truth value to the propositional variables. We illustrate each of
the relations defined in Definition 8.2.

Let a countable set of propositional variables P be given. The language of
propositional logic, Lpy, is given by the following BNF":

pu=p | 20 | (pA@) | (pVe) | (p—=¢) | (pe=p)

It is well known that all these operators can be expressed by just using nega-
tion and conjunction. We used this fact in presenting the logical languages in
this book, and introduced the other operators as abbreviations. Another well-
known result is that every formula of propositional logic can be translated to
a language which contains NAND (A) as its only logical operator LnyaND:

pu=p | (pAy)

where the semantics are given by the following truth table:

With these equivalences we can proves the following theorem.
Theorem 8.4 ACPLEENAND O

Proof We have to show that Lp;, < Lyanp and Lyanp = Lpr. To show
the latter note the first equivalence of Exercise 8.3. This equivalence alone
is not enough. We have to show that every formula in Ly anp is equivalent
to some formula in Lpy. We can do this by providing a translation function
t: Lnanp — Lpr which yields the appropriate formula in a systematic way.
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t(p) =p
tp A ) = ~(t(p) At())

Now we can show that ¢ = (i) for every formula ¢ € Ly anp by induction on
 using the equivalence above . Since t(¢) € Lpy,, we conclude that Lyanp =
EPL'

To show that Lp;, < Lyanp is a little more work. The last five equiv-
alences of Exercise 8.3 point towards the following translation t : Lp; —

LNAND
t(p) =p
t~p)  =te)Atlp) ~
tontp) = (t(p) At(h)) A (t(p) At())
te V) = () At(e) A () At(1)))
te =) =t(p) A (t(Y) At(y)) - -
tp =) = (t(p) ALR)) A (EHp) At(p) A (HP) ALY))

Using the equivalences above we can show that ¢ = t(p) for every formula
» € Lpr, by induction on ¢. Since t(¢) € Lyanp, we conclude that Lpg <
LNAND- 0

This illustrates one of the important strategies one can employ to show
that two logical languages are equally expressive: provide a translation from
one language to the other that provides an appropriate equivalent formula in
the other language for each formula in the one language, and vice versa.

Now let us take a language that is not as expressive as Lpy. Take the
language Leven

pu=p | (¢Ve) | (¢ov)

where V (the exclusive disjunction) has the following semantics

It is easily seen that the language of propositional logic is at least as expressive
as this language. However, this language is not as expressive as the language
of propositional logic. It seems quite expressive, since for example negations
can be expressed.

=0V (p )

In order to show that the language of propositional logic is really more express-
ive than the language under consideration, we have to find a formula of propo-
sitional logic, which is not equivalent to any formula in Leyen. A formula that
fits this purpose turns out to be p A q.
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Theorem 8.5 Leven < LpL. O

Proof We will show that p A ¢ cannot be expressed with Leyen. First we show
that all formulas in Leven share a certain property, which p A ¢ lacks. The
property is that in the truth table for a formula ¢ € Loy, and the truth
table is for at least two atoms, then there are an even number of 0’s in every
column. We show this by induction on ¢. It holds for atoms, since these are
false in exactly half of the rows, and the number of rows is a positive power of
two. Suppose it holds for ¢ and 1. Now consider the column for ¢ < 1. Let

x be the number of rows where ¢ is 0 and 1 is 0
y be the number of rows where ¢ is 0 and 1 is 1
z be the number of rows where ¢ is 1 and 1 is 0

The induction hypothesis says that x + y is even and that x + z is even. Now,
if z is even, then both y and z are also even. And, if z is odd, then both y
and z are odd. In both cases y + z is even. Therefore the column for ¢ < ¥
contains an even number of 0’s. A similar argument applies to formulas of the
form ¢ V 1.

Take the formula p A q. The truth table for this formula contains a column
with three 0’s. Therefore for all ¢ € Loyen it is the case that p A g Z .
Therefore Leven < Lpr. O

Exercise 8.6 Consider also the following fragment of propositional logic £y

pu=p | (eAp) | (pVe)

Show that it is not the case that Loy < Leven and that it is not the case that
£even j E/\\/~ O

8.3 Bisimulation

The previous section provided an introduction to the notions involved regard-
ing the issue of expressivity using examples from propositional logic. Now we
turn to modal logic. One of the properties of propositional logic is that models
of propositional logic have the same theory if and only if they are identical.
This is not the case in modal logic. In a sense modal languages are not expres-
sive enough to distinguish two non-identical models, and in some case even
two bisimilar models might be indistinguishable. As was shown in Chapter 2,
if two models are bisimilar, then they satisfy the same formulas. The converse
does not hold. The difficulty is that formulas are finite, but models may be
infinite. And even though a theory can capture certain infinitary aspects of a
model, it cannot capture the whole model. The problems start with the set
of atoms being countably infinite. In Section 8.3.1 two models are provided,
which are not bisimilar, although they do have the same theory in a language
with countably many atoms. In Section 8.3.2 it is shown that the same can
occur when the set of atoms is empty.
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8.3.1 Countably Many Atoms

The idea of the models provided in the next definitions is that the difference
between the models only becomes apparent by considering the whole set of
atoms simultaneously. Consider the following models.

Definition 8.7 Let a countable set of atoms P be given. Assume that there
is an enumeration of these such that p, is the n-th atom in this enumeration.
Mt = (SY, R, V1), where

St ={s'}UN
R'={s'} xN
b Vl(pn) = {n} U

In this model each atom is true in exactly one state n € N. Moreover all n € N
are accessible from s!. Note that this model is not a model for knowledge since
the accessibility relation is not reflexive, nor is it a model for belief since the
model is not serial either and not Euclidean. Hence we use the more neutral
R to indicate the accessibility relation, rather than ~. Nonetheless we will
interpret the language L on these kinds of models in this chapter.

Definition 8.8 Let a countable set of atoms P be given. Assume that there
is a enumeration of these such that p, is the n-th atom in this enumeration.
M? = (8% R?,V?), where

o S?={s2,w}UN
o R?={s’} x (NU{w})
o V2(p,) ={n} O

This model has one extra state, w, where no atom is true.

It is clear that (M!,s') and (M2, s%) are not bisimilar. This is because
back is not satisfied: in M? the state w is accessible from s2, but there is no
state agreeing on all atoms with w accessible from s' in M.

Surprisingly (M1, s') and (M?,s?) do satisfy the same formulas. This can
be shown by induction on formulas: clearly s! and s? satisfy the same atoms,
namely none at all. Using the induction hypothesis the cases for negation
and conjunction are easy. The only non-trivial case is for individual epistemic
operators. Suppose a formula of the form K¢ could distinguish these two
models. Note that each state n € N satisfies the same formulas in both models.
The only way for this to happen is that K¢ is true in (M1, s!) but false in
(M?, s?). That means that ¢ is true in all of N, but false in w. But ¢ is finite, so
only finitely many atoms occur in ¢. Let n be the highest number such that p,,
occurs in . Clearly (n+1) must agree with w on ¢ (n+1 | ¢ iff w = ). But
this contradicts that ¢ is true in all of N. Therefore (M?!,s') =, (M?,s?).

This illustrates just one of the reasons that the converse of Theorem 2.15
does not hold. But even if we limit the number of atoms to finitely many, there
can still be infinitely many different non-equivalent formulas, which makes the
same kind of counterexample possible. This is shown in the next section.
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8.3.2 Hedgehogs

Consider the following hedgehog model
Definition 8.9 (Hedgehog with finite spines) Hp, = (S, R, V), where

o S={(n,m)|neN, meNandm<n}U{sp,}
R={((n,m),(n,m+1)) |m< n}U{(sﬁm(T"?O)) | n € N}
o V=0 O

This model consists of a spine of length n for every n € N. All these
are accessible from the same state sg,. In this model the valuation is t
empty. Hence the same propositional formulas are true in each state.
Compare this model to the following model.

Definition 8.10 (Hedgehog with an infinite spine)
Hing = (S, R, V), where

o S={(n,m)|neN, meNand m<n}U{(w,n)|n e N}U{sins}
R={((n,m),(n,m+1)) | m<norn=w}tU{(sins, (n,0))|ne

NU{w}} w, 14

e V=10 0w 113

This model has an infinite spine consisting of the (w,n) states. A w112
picture of Hp, and Hj,s is given in Figure 8.1. Note that (n,m) in )

Hg, is bisimilar to (n,m) in H;,s for all n and m. And note that (w,11

(n,m) is bisimilar to (n +1,m + 1) for all n and m in both models. 110

Exercise 8.11 Consider the following model M = (S, R, V) (Jg)

[ ] S:NU{W} (wT8)
e R={(n,n—1)neN\{0}}U({w} xN) t

o V=0 (Wi 7)

Draw a picture of the model M. Show that (Hf, sfn) = (M,w). O (”46)

(w,5)

(w,4)

(3%3) (w,3)

(2,2) (3%2) (w,2)

(L1) (2,1 (3%1) (w,1)

(0,0) (1,0)_(2,0) (3,0) («,0)

Figure 8.1. Two hedgehogs models. The model on the left has a spine of length n
for every n € N. The model on the right also has a spine of infinite length.
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The models shown in figure 8.1 are very much like the models provided
in Section 8.3.1 (Definition 8.7 and 8.8). In those models, the atoms provided
formulas that were true in exactly one state. In the case of the hedgehogs
there is a complex formula that distinguishes every immediate successor of
Sing from the others: in state (n,0) the formula KT A K™t L is true, and it
is false in all other states (m,0) (where m # n). However all these formulas
are false in (w, 0). That leads to the following theorem.

Theorem 8.12 It is not the case that (Hfin, Sfin) 2 (Hing, Sinf)- O

Proof For every n € N there is a formula that distinguishes (w, 0) from (n, 0),
i.e. the formula K" TAK" 11, Therefore, by Theorem 2.15, none of these are
bisimilar. Therefore there is no bisimulation for (Hpp, Sfin) and (Hinf, Sinf),
because the back clause cannot be satisfied. O

The question is whether the difference between these models is large enough
for there to be a formula ¢ € L such that (Hpy, Sfin) = ¢ and (Hins, Sing) =
©. As it turns out, there is no such formula (Theorem 8.15). Although for every
finite spine there is a formula distinguishing the infinite spine from it, there is
no formula that distinguishes the infinite spine from all finite spines. If such a
formula were to exist it would be finite, and the formulas distinguishing finite
spines from the infinite spine are of arbitrary modal depth.

Definition 8.13 (Modal depth) The modal depth of a formula is given by
the following function d : L — N

d(p) =0

d(=p) =d(p)

d(p A p) = max(d(y), d(v))

d(KaQD) =1+ d((p) U

We use this notion to prove the following lemma. In this lemma we use the fact
that (n,m) in Hg, is bisimilar to (n,m) in H;ys for all n and m. Therefore we
write (n,m) = ¢ to indicate that (Hgn, (n,m)) = ¢ and (Hiny, (n,m)) = ¢.
We write (w,n) = ¢ for (Hins, (w,n)) = ¢.

Lemma 8.14 For all ¢ such that d(yp) = n it is the case that (n,0) = ¢ iff
(w,0) E ¢ and (m,0) = ¢ for all m > n O

Proof The base case, and the cases for negation and conjunction, are easy.
The only non-trivial case is for formulas of the form K. Let d(¢) = n. By the
induction hypothesis it holds that (n,0) = ¢ iff (w,0) = ¢ and (m,0) = ¢ for
allm > n. For all k € ((N\{0})U{w}) it holds that (k,0) E Ky iff (k,1) = ¢.
Since (m, 0) is bisimilar to (m+ 1,1) for all m and (w, 0) is bisimilar to (w, 1),
it must be the case that (n +1,1) | ¢ iff (w,1) F ¢ and (m+ 1,1) E ¢ for
all m > n. Therefore (n,0) = Ky iff (w,0) = K¢ and (m,0) = K¢ for all
m>n. U

This lemma leads to the following theorem.
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Theorem 8.15 (Hpp, Sfin) =2 (Hing, Sinf)

Proof By induction on ¢. The case for atoms, negation and conjunction is
straightforward. The only non-trivial case is that of K. It is easy to see
that if (Hing, Sinf) = K, then (Hfpn, Sfin) = K. For the other way around
suppose (Hfin, Sfin) = K¢ and (Hing, Sing) = K. The only way for this to
occur is if (w,0) & ¢. But then, by Lemma 8.14, (n,0) & ¢ for that n such
that d(¢) = n. This contradicts that (Hfy, San) = K. O

So modal logic cannot distinguish these models. However the models differ to
such an extent that they are not bisimilar.

So “being bisimilar” does not correspond with “having the same theory”.
However, bisimulation is a very significant notion, because it is the right notion
for many models. First consider the class of finite models. A model is finite if
and only if it consists of only a finite number of states (i.e., M = (S, R, V) is
finite if and only if |S| € N).

Theorem 8.16 Let two finite models M = (S, R,V) and M’ = (S', R, V")
and two states s € S and s’ € S’ be given. If (M,s) =,,, (M',s'), then
(M, s)e= (M, ). O

Proof Suppose (M, s) =¢,. (M’,s"). Now let
R={(t,t) | (M,t) =¢, (M)}

We will show that fR is a bisimulation.

atoms Trivial.

forth Suppose (¢,t') € R and (t,u) € R,. Suppose there is no state «’ such
that (¢,u') € R, and (u,u’) € R. Consequently, for every u’ such that
(t',u") € R, there is a formula ¢, such that (M',v') | @ and (M, u) B~

Py - Now let
Y= \/ Pu’
(t',u")ER!,

Since there are only finitely many states, this formula is finite. It is clear
that (M,t) = K,—, although (M’',t) = Kap. But this contradicts our
initial assumption.

back The proof is analogous to the proof for forth. O

The crucial point is that we can assume that ¢ is a finite formula, which cannot
be assumed in the general case. Indeed, ¢!, could be a different formula for
each u' such that (¢',u) € R/,. This result can be extended even further.

Exercise 8.17 A model is said to have a finite degree iff {t | (s,t) € Ry} is
finite for every s € S and a € A, i.e., the set of accessible states is always
finite. Consider the class of models of finite degree. Show that there is a model
of finite degree which is not a finite model. Show that Theorem 8.16 can be
extended to the class of models of finite degree. |
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These results suggest that there is something inherently finitary about having
the same theory, although these theories themselves are infinite. In the next
section the model comparison games are introduced. It is shown that they can
be used to find the right model theoretic notion for having the same theory.
The games themselves are finite, but there are infinitely many games.

8.4 Games

In Section 8.3 we saw that when two models have the same theory, this does
not imply that they are bisimilar. In this section we provide a notion of model
equivalence that coincides with having the same theory. This relation is based
on characterising model comparison games that provide an equivalence re-
lation on models such that this relation holds iff the models have the same
theory.

The idea is the following. A game is played with two models by two players:
spoiler and duplicator. Spoiler tries to show that the models are different,
whereas duplicator tries to show that the models are the same. However,
spoiler only has a finite number of rounds to show that the models are different.
If he has not been able to show it by then, duplicator wins the game. One
can think of the number of rounds as the depth of the formulas. If duplicator
has a winning strategy for a game of every possible number of rounds then
the two models have the same theory. But now the converse also holds. If two
models have the same theory, then duplicator has a winning strategy for the
model comparison game of any length.

Section 8.3.1 and 8.3.2 pointed out that bisimulation does not coincide
with having the same theory when infinitely many atoms were considered,
and when infinitely many states played a role in the theory. The games are
set up in such a way that one looks at a finite part of the model and one can
take only finitely many atoms into account.

Definition 8.18 (The Lx (P) game) Let two models M = (S, R, V) and
M’ = (§',R',V’') and two states s € S and s’ € S’ be given. The n-round
Lk (P) game between spoiler and duplicator on (M,s) and (M’,s’) is the
following. If n = 0 spoiler wins if s and s’ differ in their atomic properties
for P, else duplicator wins. Otherwise spoiler can initiate one of the following
scenarios in each round:

forth-move Spoiler chooses an agent a and a state ¢ such that (s,t) € Ry.
Duplicator responds by choosing a state ¢’ such that (s',¢') € R!,. The
output of this move is (¢,1').

back-move Spoiler chooses an agent a and a state ¢’ such that (s',t') € R.,.
Duplicator responds by choosing a state t such that (s,t) € R,. The
output of this move is (¢,t').

If either player cannot perform an action prescribed above (a player can-
not choose a successor), that player loses. If the output states differ in their
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atomic properties for P, spoiler wins the game. The game continues with the
new output states. If spoiler has not won after all n rounds, duplicator wins
the game. O

One should think of the number of rounds in the game as the modal depth
of the formulas the players are concerned with. The idea is that spoiler has
a winning strategy for the n-round game iff there is a formula ¢ such that
d(p) < n and ¢ is true in one model and false in the other. We can also look
at the language Lx from this perspective and distinguish the language up to
each level.

Definition 8.19 The language L} of formulas of depth less than or equal
to n is defined inductively. The language L9 consists of all formulas given by
the following BNF:

pu=p |~ | (pAp)

The language E’IL(H consists of all formulas given by the following BNF":

pu=y | Ko | mp | (pA o)
where 9 € LY. O

Clearly Ly = {¢ € Lk | d(p) < n} and L = U, ey L% The advantage of
looking at Lx in this way is that we can easily set up proofs with a double
induction. Firstly, on the depth n and secondly, on the structure of ¢ at that
depth. The advantage of looking at this hierarchy of languages is that on any
level only finitely many different propositions can be expressed: if [¢] is the
class of all models where ¢ is true, then {[¢] | ¢ € L} is finite.

Lemma 8.20 Given a finite set of atoms P. For every n there are only finitely
many different propositions up to logical equivalence in L7 (P). g

Proof By induction on n.

Base case For 0, the set {[¢] | d(¢) < 0} contains all Boolean formulas.
Since P is finite, this set is also finite up to equivalence .

Induction hypothesis The set {[¢] | d(¢) < n} is finite.

Induction step The set of formulas of depth n + 1 consists of formulas of
the form K,p, and Boolean combinations thereof. Since the number of
agents is finite and {[¢] | d(¢) < n} is finite, this set of formulas is also
finite up to equivalence. O

This lemma is crucial in proving the following theorem, which is formulated
from duplicator’s point of view. Here (M,s) =¢n (M’,s") means that these
two models have the same theory in L%.

Theorem 8.21 For alln € N, all models (M, s) and (M’, s") and all finite sets
of atoms P: duplicator has a winning strategy for the n-round L (P)-game
on (M,s) and (M’,s") iff (M,s) =¢» (M',s"). O
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Proof By induction on n.

Base case Follows directly from the definition of the game.

Induction hypothesis For all models (M, s) and (M’,s’) and all finite sets
of atoms P: duplicator has a winning strategy for the n-round Lx (P)-
game on (M, s) and (M',s") iff (M, s) =gn (M',s").

Induction step From left to right. Suppose duplicator has a winning strat-
egy for the n + l-round game on (M,s). We proceed by induction on
pe Ly
Base cases Suppose ¢ is of the form %, where ¢ € L}. Then it foll-

ows directly from the first induction hypothesis that (M,s) | ¢ iff
(M, 8') = .
The other base case is where ¢ is of the form K1, where ¢y € L. Sup-
pose, without loss of generality, that (M, s) = K,1. Take an arbitrary
t’ such that (s',t') € R/,. Since duplicator has a winning strategy, she
has a response to every move spoiler can make. So if spoiler chooses t’
in a back-move, then there is a ¢ such that (s,t) € R, and duplicator
has a winning strategy for the remaining n-round subgame on (M, t)
and (M’',t'). By the induction hypothesis it must be the case that
(M,t) E o iff (M’,¢') = ¢. From the assumption that (M, s) = K¢
and (s,t) € R, it follows that (M,t) = ¢. Therefore (M',t') | .
Since t' was arbitrary, (M’,t") |= ¢ for all ¢’ such that (s',t') € R..
Therefore (M’ s") | Ky1.
Induction hypothesis Let ¢ and 1 be formulas of £ 'n, and (M, s) |=
o ift (M', ') = i, and (M,s) = it (M, s') = .
Induction step
negation Suppose that (M,s) = —p. By the semantics this is the
case iff (M,s) £ ¢. By the second induction hypothesis this is
equivalent to (M’ s’) & ¢, which by the semantics is equivalent
to (M’ s") = —.
conjunction Suppose that (M, s) = ¢ A 1. By the semantics this is
equivalent to (M, s) = ¢ and (M, s) |= 9. By the second induction
hypothesis this is equivalent to (M’,s’) = ¢ and (M',s") E v,
which by the semantics is equivalent to (M’,s") = ¢ A .
Therefore (M, s) = (M’ s").
From right to left. Suppose that (M, s) =pni (M’,s"). We now have to

describe duplicator’s winning strategy. Suppose, without loss of general-
ity, that spoiler’s first move is a forth-move and he chooses a state ¢ such
that (s,t) € R,. We have to show that there is a ¢’ such that (s',t') € R/,
and (M, ) =cn (M’,t"). Because then, by the first induction hypothesis,
duplicator has a winning strategy for the remaining subgame. Suppose
there is no such ¢'. That means that for every t' such that (s',t') € R},
spoiler has a winning strategy for the remaining subgame. By the first
induction hypothesis there is a formula @ of depth at most n for every
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t" with (s',¢) € RJ, such that (M',t') = ¢ and (M,t) = ¢p. By
Lemma 8.20 the set {¢y | (s',¢') € R, } contains only finitely many differ-
ent non-equivalent formulas. Let f be a function that chooses one formula
from each equivalence class [t']. Therefore the formula

e=\ fN

(s',t')ER!,

is finite. Moreover its depth is at most n. Note that (M',s") E K.,
but (M,s) = Ka.p. But d(K,p) < n + 1. This contradicts the initial
assumption, therefore duplicator has a winning strategy for the n + 1-
round game. O

So for L%, the model comparison game provides the right model-theoretic
notion that coincides with having the same theory. But by looking at all
games we also have the right notion for the whole language L.

Theorem 8.22 (M, s) =,, (M’,s) iff for all n € N duplicator has a winning
strategy for the n-round Lx-game on (M, s) and (M’,s). O

Exercise 8.23 Prove Theorem 8.22. O

This last theorem may be somewhat unexpected. It seems that if duplicator
has a winning strategy for every game of finite length, then the models must
be bisimilar as well. This is not the case however. Let us illustrate this point
with the hedgehog models from Section 8.3.

Consider again the models H s, and H;ny (Section 8.3.2). The results about
these models imply that duplicator has a winning strategy for the model com-
parison game for any number of rounds. There is a uniform way of describing
the winning strategies for duplicator. The only real choice in the game is the
first move. If spoiler chooses a state on any of the finite spines, duplicator
can respond by choosing the spine of the same length, and so has a winning
strategy. Otherwise, spoiler chooses the first state of the infinite spine and
duplicator responds by choosing the spine of length n, where n is the number
of rounds in the game. The only way spoiler can win is to force one of the
output states to be a blind state, so that in the next round duplicator will
not be able to respond. However, by choosing the spine of length n, that will
not occur, because this spine is too long.

So one may wonder what the relation is between these games and the
notion of bisimulation. This becomes clear when we consider an Lx-game
with w rounds (the first limit ordinal). In that case the notion of bisimulation
and there being a winning strategy for duplicator coincide. One can think of
the bisimulation relation as indicating duplicator’s winning strategy. A pair
of linked states is a winning situation for duplicator. And then indeed one
sees the close link between the back and forth condition and there being a
winning strategy. For suppose (s,s’) is a winning situation for duplicator.
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Then if spoiler chooses a successor of either of these states, then by back or
forth duplicator can find a state such that the output of the move is a pair
(t',t") which again is a winning situation.

Now consider the game with w rounds for the hedgehogs models. Spoiler
has a winning strategy for this game. His first move is to choose the first state
of the infinite spine. Duplicator responds by choosing the first state of some
finite spine; let us say of length n. If spoiler keeps playing on the infinite spine
then in round n + 1 duplicator will not be able to respond. So spoiler has a
winning strategy.

In the remainder of this chapter we will extend and apply the results about
model comparison games from this section to some of the (dynamic) epistemic
logics that were introduced in the previous chapters.

8.5 S5

We will use the games introduced in the previous section to investigate the
expressive power of the language of epistemic logic.

8.5.1 Single-agent S5

Consider the model comparison game for S5-models for one agent. These have
a special feature.

Theorem 8.24 Duplicator has a winning strategy for the n-round Lx-game
on (M,s) and (M’,s") for every n € N iff duplicator has a winning strategy
for the 1-round Lx-game on (M,s) and (M',s"). O

Proof From left to right is trivial. From right to left, suppose that duplicator
has a winning strategy for the 1-round Ly game. That means that s and s’
agree on their atomic properties for P. Moreover for any a-accessible state
selected in either model, duplicator can respond by picking an a-accessible
state in the other model, such that these states agree on atomic properties for
P. But since the set of a-accessible states is the same for all states that are
a-accessible from the starting state s or s’ (they are equivalence classes), the
same strategy can be repeated indefinitely. Therefore duplicator has a winning
strategy for the n-round L£x-game. O

Exercise 8.25 Show that in the 1-round game where duplicator has a win-
ning strategy on (M, s) and (M’,s’), duplicator’s strategy generates a bisim-
ulation: {(¢,t') | in the winning strategy duplicator responds with ¢’ if spoiler
chooses t or duplicator responds with ¢ if spoiler chooses ¢’} is a bisimulation.[

Theorem 8.26 (M,s) =, (M',s) iff (M, s) =rv (M',s). O
Proof Follows straightforwardly from Theorems 8.22 and 8.24. U

Theorem 8.26 suggest that L}, ({a}) is just as expressive as Lx ({a}). This is
indeed the case.
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Theorem 8.27 Lk ({a}) = L} ({a}) a

Proof It is easy to see that £} ({a}) = Lx({a}), since L} ({a}) is a sublan-
guage of L ({a}).
For the other way around take a formula ¢ € Lx({a}). Given a model
= (S,~,V) € S5 and a state s € S. Let 65 be A{p | p € P(p) and
(M,s) = p}, where P(p) is the set of atoms occurring in ¢q. Let S5(y)
be the class of epistemic states that satisfy ¢. Now consider the following

formula:
v=\ (53/\ A Ko nk\/ 5t)

(M,s)eS5(p) s~at s~at

Since P(yp) is finite, there are only finitely many different J;. But then all the
sets referred to in the definition of 1 are finite. So this formula is in £} ({a}).
All that remains, is to show that ¢ = 1.

Suppose that (M,s) & ¢. Therefore one of the disjuncts of ¢ is true.
Therefore (M, s) = 1.

Suppose (M, s) [= 1. Therefore there is a disjunct of ¢ true in (M, s), i
there is an (M’',s’) such that (M,s) = 6+ A A, ,t,Kétf NEK\,. 41 O
But that means that duplicator hab a winning strategy for the l-round
Ll-({a}) game played on (M,s) and (M’',s") for the set P(p) (the finite
set of atoms occurring in ¢). But then by Theorem 8.24 duplicator has a
winning strategy for the n-round Lx-game on (M, s) and (M’,s’) for every
n > 0. By Theorem 8.22 (M,s) =,,, (M',s'). Since (M',s") E ¢, also
(M, 5) = . 0

8.5.2 Multi-agent S5

When more than one agent is considered, it is not the case that every formula
is equivalent to a formula of depth at most 1. Indeed, with more than one
agent there are infinitely many non-equivalent formulas. We shall show this
by modifying the hedgehogs models of Section 8.3.2. First of all note that,
contrary to the general modal case, if the Lx-game is played on two S5
models with empty valuations, duplicator always has a winning strategy.

Exercise 8.28 Let two models M = (S,~,V) and M’ = (§',~', V') in §5
be given. Show that if V.=V’ = (), then (M,s)<=(M’,s’) for all s € S and
s'e s O

Now we modify the hedgehogs for S5, by only looking at the spines of the
hedgehog.

S5 spines

Consider the models of finite spines.
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Definition 8.29 (Finite S5 spines) Spine(n) = (S, R, V), where

S={m|meNadm< (n+1)}
R(a) ={(s,s) | s € S}U
{(m, k) | min(m, k) mod 2 =0 and |m —k| =1}
o R(b)={(s,8)]|se SV
{(m,k) | min(m, k) mod 2 =1 and |m — k| = 1}
e V(p)={n+1} O
Such a model is very much like a spine of the hedgehog model given in Defi-
nition 8.9, but here all the relations are equivalence relations, and the acces-
sibility relation for a links all even states to their successors, and b links all
odd states to their successors. The valuation of p indicates the end of a spine.
We also consider the model of an infinite spine.

Definition 8.30 (Infinite S5 spine) Spine(w) = (S, R, V), where
S N

={(t,t)|te StU

(m, k) | min(m, k) mod 2 =0 and |m — k| =1}

={(t,t)|te StU

(m,k)) | min(m, k) mod 2=1and |m—k| =1}

o V(p) = O

A picture of some spine models is given in Figure 8.2. None of the finite spine
models are bisimilar to the infinite spine model.

Theorem 8.31 For all n € N it is not the case that
(Spine(n),0)< (Spine(w), 0) O

Proof For every n € N there is a formula that distinguishes (Spine(w),0)
from (Spine(n),0). We can define a ¢,, inductively as follows:

%o = :apA
¥1 - [A(a{{bp
Pn+2 = KaKbSOn

Observe that (Spine(n),0) = ¢, and (Spine(w),0) ¥ ¢, for every n € N.
Therefore there is no bisimulation for (Spine(n),0) and (Spine(w),0). O

04 b g @ g b 4 a5 b g ay,
p
04 q1-b g @ 5. b ,
p
08 g b g a 4, b 5 a g b 5 a g b ga ..

Figure 8.2. Three spine models: Spine(6), Spine(3) and Spine(w).
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However we can use model comparison games to show that up to finite depth
the infinite spine satisfies the same formulas as a finite one. If the number of
rounds is n then the p-state in Spine(n) is just beyond the players’ reach.

Theorem 8.32 For every n € N it holds that

(Spine(n),0) =¢» (Spine(w),0) O

Proof We prove this theorem using the Lx game. We show that duplica-
tor has a winning strategy for the n-round Lx-game on (Spine(n),0) and
(Spine(w),0). The only possibility for spoiler to win is to make a forth-
move to a p-state, such that duplicator can only reach —p-states. It is clear
that spoiler cannot reach the p-state at the end of Spine(n) by alternat-
ing a and b forth moves given the number of rounds. So duplicator can
keep matching these moves on the infinite spine. Hence for every n dupli-
cator has a winning strategy for the game. Therefore, by Theorem 8.21,
(Spine(n),0) =¢» (Spine(w),0). O

This implies that there is no formula that distinguishes (Spine(w),0) from all
the other spine models.

Theorem 8.33 There is no ¢ € Lk such that (Spine(w),0) € [¢] and
{(Spine(n),0) | n € N} C [g]. 0

Proof Suppose there is such a formula . Let the depth of ¢ be n. But then
(Spine(n),0) E ¢ iff (Spine(w),0) E ¢, by Theorem 8.32. This contradicts
the initial assumption. O

This shows that in multi-agent S5 the situation as to expressive power is quite
similar to the situation in general modal logic.

8.6 S5C

Often a new logical language is introduced to be able to capture a concept
that the previously available languages were not able to express. Common
knowledge is such a concept. In this section we show that common knowledge
cannot be expressed in multi-agent S5

Theorem 8.34 Lx < Lkc O

Proof It is clear that Lx =< Lk, since Lk is a sublanguage of Lxc. In
order to show that Lx # L ¢ we have to find a formula ¢ € Li ¢ such there
is no formula ¢ € Lg such that ¢ = 1. Consider the following formula:

Cab -p

This formula is false in (Spine(n),0) for every n € N and true in (Spine(w), 0).
However, by Theorem 8.33, there is no such formula in Lg. O
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Still the language cannot distinguish bisimilar models.

Theorem 8.35 For all models (M, s) and (M’,s), if (M,s)<=(M',s), then
(M,s) =cye (M',5). O

Proof The only extra case with respect to the proof of Theorem 2.15 in the
induction step is that for common knowledge.

Suppose (M, s) = Cpp. Take an arbitrary ' such that (s’,¢') € R'(B)*. By
repeatedly applying the back clause we find a t such that (s,t) € R(B)* and
(t,t') € M. Therefore, by the induction hypothesis, (M, t) = ¢ if and only if
(M',t") |= ¢. Since (M, s) = Cpy, by the semantics, (M, t) = ¢. Therefore, by
the induction hypothesis, (M’,t') = ¢. Given that ¢’ was arbitrary, (M’ t') =
¢ for all ¢ such that (s',t') € R'(B)*. Therefore, by the semantics (M’,s") |=
CB<p.

The other way around is analogous, but then forth is used. O

In the case of Lx ¢ the converse of this theorem does not hold either. Just as
before we need a more fine-grained model-theoretical notion. We obtain this by
extending the games introduced in Section 8.4. In model comparison games
spoiler tries to show that the models are different; one can view spoiler as
looking for a formula to distinguish the models. Therefore, the more formulas
in the logical language, the more moves spoiler should be able to make. The
L -game is extended to the £ xc-game by giving spoiler two additional moves.

Definition 8.36 (The Lxc(P) game) Let two models M = (S, R, V) and
M’ = (S',R', V') and two states s € S and s’ € S” be given. The n-round
Lixc(P) game between spoiler and duplicator on (M, s) and (M’,s’) is the
following. If n = 0 spoiler wins if s and s’ differ in their atomic properties
for P, else duplicator wins. Otherwise spoiler can initiate one of the following
scenarios in each round:

K-forth-move Spoiler chooses an agent a and a state ¢ such that (s,t) € R,.
Duplicator responds by choosing a state ¢’ such that (s',¢') € R!,. The
output of this move is (¢,¢'). The game continues with the new output
states.

K-back-move Spoiler chooses an agent a and a state ¢’ such that (s',¢') €
R!,. Duplicator responds by choosing a state ¢ such that (s,t) € R,. The
output of this move is (¢,¢'). The game continues with the new output
states.

C-forth-move Spoiler chooses a group B and a state ¢ such that (s,t) €
R(B)*. Duplicator responds by choosing a state t' such that (s',¢') €
R/(B)*. The output of this move is (¢,t'). The game continues with the
new output states.

C-back-move Spoiler chooses a group B and a state ¢’ such that (s',t') €
R'(B)*. Duplicator responds by choosing a state ¢ such that (s,t) €
R(B)*. The output of this move is (¢,t'). The game continues with the
new output states.
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If either player cannot perform an action prescribed above (a player cannot
choose a successor), that player loses. If the output states differ in their atomic
properties for P, spoiler wins the game. If spoiler has not won after all n
rounds, duplicator wins the game. g

Note that the length of the B-paths selected by spoiler and duplicator can
differ.

Again we want to show that duplicator has a winning strategy for this
game if and only if the models satisfy the same formulas up to the depth of
the number of rounds of the game. Therefore, we extend the notion of modal
depth to Lkc.

Definition 8.37 (Modal depth) The modal depth of a formula is given by
the following function d : Lo — N

d(p) =0

d(=p) =d(p)

d(¢ N ) = max(d(p), d(1))

d(K.p) =1+d(p)

d(Cpp) =1+d(p) O

So the common knowledge operator is treated exactly like the individual know-
ledge operator. Again we view the language as consisting of different sublan-
guages.

Definition 8.38 The language L% of formulas of depth n is defined in-
ductively. The language L% consists of all formulas given by the following
BNF:

pu=p | o | Ay

The language E?(Jrcl consists of all formulas given by the following BNF":
pu=¢ | Ko | Cpy | o | oAy
where ¢ € L. O

As before, up to a certain depth only finitely many different propositions can
be expressed.

Lemma 8.39 Given a finite set of atoms P. For every n there are only finitely
many different propositions up to logical equivalence in L. g

Exercise 8.40 Prove Lemma 8.39 O

Now we can prove the following theorem.

Theorem 8.41 For all n € N, all models M = (S,R,V) and M' =
(S, R', V') and all finite sets of atoms P: duplicator has a winning strategy for
the n-round Lk (P)-game on (M, s) and (M',s') iff (M,s) =¢» (M, s").00
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Proof The proof is by induction on n. The proof from left to right is by induc-
tion on formulas is L% ~. The only difference with the proof of Theorem 8.21
is that there is an extra base case for formulas of the form Cp1.

Suppose, without loss of generality, that (M, s) = Cpg1). Take an arbitrary
t' such that (s',¢') € R'(B)*. Since duplicator has a winning strategy, she
has a response to every move spoiler can make. So if spoiler chooses t’ in a
C-back-move for B, then there is a ¢ such that (s,t) € R(B)* and duplicator
has a winning strategy for the remaining n-round subgame on ¢t and t’. By
the induction hypothesis it must be the case that (M, t) = ¢ iff (M',¢') = .
Since t' was arbitrary, (M’,t') | ¢ for all ¢ such that (s',¢') € R/(B)*.
Therefore, by the semantics, (M, s") = Cp. The rest of the proof from left
to right is completely analogous.

From right to left. Suppose that (M, s) = (M',s"). We now have to
describe duplicator’s winning strategy. The case where spoiler’s first move is
a K-forth-move or K-back-move is analogous to the proof of Theorem 8.21.
Otherwise suppose, without loss of generality, that spoiler’s first move is a
C-forth-move for B and he chooses a ¢ such that (s,t) € R(B)*. We have to
show that there is a ¢’ such that (s',t') € R'(B)* and (M,t) =¢»  (M',t).
Because then, by the induction hypothesis, duplicator has a winning strategy
for the remaining subgame. Suppose there is no such t. That means that for
every t' such that (s',t') € R/(B)* spoiler has a winning strategy for the
remaining subgame. By the induction hypothesis there is a formula ¢ of
depth at most n for every ¢’ such that (s',¢') € R'(B)*, where (M',t') E ¢v
and (M,t) = ¢p. By Lemma 8.39 the set {¢v | (s')(¢') € R/(B)*} contains
only finitely many different non-equivalent formulas. Let f be a function that
chooses one formula from each equivalence class [t']. Therefore the formula

v=\ J@

(s',t")ER/(B)*

is finite. Moreover its depth is at most n. Note that (M’,s") = Cpep, but
(M, s) = Cpyp. But d(Cpy) < n+ 1. This contradicts the initial assumption,
therefore duplicator has a winning strategy for the n + 1-round game. O

Exercise 8.42 Single-agent S5C' again presents an special case. Show that

Lx({a}) = Lxc({a}). O

Exercise 8.43 Show that Lx¢ can distinguish the set of models (Spine(n),0)
where n is odd from the set of models (Spine(n),0) where n is even, and that
L cannot. O

8.7 PA

In chapter 7 we proved that the proof system PA is complete by showing that
every formula that contains an announcement operator can be translated to
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a provably equivalent formula that does not contain any announcement oper-
ators. In the light of this chapter we can view this result as saying something
about the expressive power of Ly with respect to Lx. Since, by sound-
ness of PA, the provable equivalence of two formulas implies that they are
also semantically equivalent, the result says that Lx and Lg are equally
expressive.

Theorem 8.44 Ly = L O

Proof It is clear that L X Lg, since Lk is a sublanguage of L.

To see that L) < Lk, we use the translation provided in definition 7.20.
From Lemma 7.24, together with the soundness of PA, it follows that ¢ = (i)
for every ¢ € L. O

This result is quite surprising since the public announcement operator seems
to express something that is not present in epistemic logic. Of course, the
translation is not that straightforward, and the length of ¢(¢) may be expo-
nentially longer than the length of ¢. So it may be easier to express something
with L. In the next section we will see that when public announcements are
added to epistemic logic with common knowledge, then they do add expressive
power.

8.8 PAC

In Chapter 7 it was claimed that PAC is more expressive than S5C. In this
section we are going to show this. In Section 8.5.2 it was shown that S5C can
distinguish spine-models. So, we will need to look for different models, but we
will use some of the same ideas that were present in the spine models. We will
try to find models that are different, but spoiler can only show this if there
are enough rounds available. In the £x-game the difference between a finite
and the infinite spine-model could only be shown when spoiler had enough
rounds at his disposal. In the £xc-game spoiler could take a leap to the end
of the finite model, which could not be matched by duplicator. We define a
class of models in which such a leap is a bad move for spoiler.

8.8.1 Hairpins

Consider the following hairpin models.
Definition 8.45 Hairpin(n) = (S,~, V), where

S={sm|m<(n+(n mod2))}U{ty, | m<(n+(n mod 2))}U{u,v}
Sm ~a Sk iff min(m,k) mod 2=0and |m—k| =1

tm ~a tg iff min(m,k) mod 2=0and |m—k| =1

U ~g U
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e S, ~yp S iff min(m,k) mod 2=1and |m—k|=1
tm ~p tg iff min(m, k) mod 2=1and |m —k| =1
U ~b S(n+(n mod 2))

U ~p t(nJr(n mod 2))
e Vip)={u} |

One can view a hairpin model as being two spine models joined at the p-state.
In order to make sure that the states are alternately linked by a and b, the
definition is such that the model contains two extra states if n is odd. Conse-
quently Hairpin(n) and Hairpin(n+1) are identical if n is odd. The £ xc-game
will be played in two states of one hairpin model. Consider (Hairpin(n), so)
and (Hairpin(n),tg). Firstly, note that a C-move is not useful for spoiler.
Such a move for the groups {a} and {b} boils down to a K-move, and a C-
move for the group {a,b} can be matched ezactly by duplicator, since the
game is played in the same model. Secondly, the p-state cannot be reached by
K-moves exclusively, given the number of rounds n, just like the spine models.

Lemma 8.46 For all n € N it holds that

(Hairpin(n), so) =, (Hairpin(n),to). O

Proof Trivial. O

Lemma 8.47 There is no formula ¢ € Lx¢ such that for all n € N it is the
case that (Hairpin(n), so) E ¢ and (Hairpin(n),to) ¥ ». O

Proof Suppose there is such a formula. This formula has finite depth m.
Therefore, by Lemma 8.46, (Hairpin(m), so) = ¢ and (Hairpin(m),to) E ¢,
which contradicts our assumption. g

Now consider the announcement that -p — K,—p. This announcement splits
the model in two different parts. In only one of these parts there is a p-state.
Therefore, the formula [-p — K,—p]Cup—p is false in Hairpin(n), s, but true
in Hairpin(n),tg. This is shown in Figure 8.3. This leads to the following
theorem.

Theorem 8.48 Lxc < Lk O

Proof It is easy to see that Lxc =< 51{0[]7 since Lxc is a sublanguage of
LKC[]-

To see that it is not the case that Lxc = Lk, consider the formula
[p — K4 p]Cap—p. As was shown above, this is false in (Hairpin(n), so), but
true in (Hairpin(n),to) for all n € N. From Lemma 8.47 it follows that there
is no such formula in Lxc. Therefore Lxc < Licy- O

So the language of public announcement logic with common knowledge is
really more expressive than the language of epistemic logic with common
knowledge. Still the language cannot distinguish bisimilar models, because



8.8 PAC 233
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Figure 8.3. A hairpin model before and after a public announcement. In this picture
it is assumed that n is even.

public announcements preserve bisimilarity (this is a special case of Propo-
sition 6.21). So if the two models could not be distinguished before the
announcement, they cannot be distinguished afterwards. Still the language
has more expressive power. If we think about this in terms of model compari-
son games, it means that spoiler has to have even more power than in the Ly
game. The extra move available to spoiler is called the [p]-move.

Definition 8.49 (The Lxcp(P) game) Let two models M = (S,R,V)
and M’ = (S’ R, V') and two states s € S and s € S’ be given. The n-
round Licp(P) game between spoiler and duplicator on (M, s) and (M’, s')
is the following. If n = 0 spoiler wins if s and s’ differ in their atomic proper-
ties for P, else duplicator wins. Otherwise spoiler can make a K-forth-move, a
K-back-move, a C-forth-move, a C-back-move, or he can initiate the following
scenario:

[¢]-move Spoiler chooses a number r < n, and sets T C S and 7" C S’, with

the current s € T and likewise s’ € T".

Stage 1 Duplicator chooses states t € (TUT"), t € (TUT"). Then spoiler
and duplicator play the r-round game for these states. If duplicator
wins this subgame, she wins the n-round game.

Stage 2 Otherwise, the game continues in the relativised models (M|T) s)
and (M'|T’,s") over (n —r) — 1 rounds.

If either player cannot perform an action prescribed above, that player loses.
If the output states differ in their atomic properties for P, spoiler wins
the game. If spoiler has not won after all n rounds, duplicator wins the
game. O

So spoiler now has the power to restrict both models. Note that there are no
‘back’ and ‘forth’ versions of the [p]-move. One should think of the restriction
of the model as an announcement with a formula that is true in precisely the
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states to which the models are restricted. The depth of this formula is at most
the number of rounds that spoiler takes for the stage 1 subgame.

As before duplicator has a winning strategy for this game if and only if
the models satisfy the same formulas up to the depth of the number of rounds
of the game.

Definition 8.50 (Modal depth) The modal depth of a formula is given by
the following function d : Lxcp — N

O

The announcement operator is quite different from the other logical operators
since the depths of the two formulas to which it applies are added. This reflects
the two stages of the [¢] move.

Definition 8.51 The language E’;{CH of formulas of depth n is defined in-

ductively. The language ‘C(IJ(C[] consists of all formulas given by the following
BNF:

pu=p | o | pAe

The language E’;(Jrclﬂ consists of all formulas given by the following BNF":

o= | Kb | Cay | [XE | ~¢ | oAg

where ¢ € E}L(C[]a and there are m and k such that y € L’}’(LC”, ¢ e E?{C[]a and
m+k=n. O

Again, up to a certain depth there are only finitely many different propositions
that can be expressed.

Lemma 8.52 Given a finite set of atoms P. For every n there are only finitely
many different propositions up to logical equivalence in [,7}(0[]. g

Now we can prove the following theorem.

Theorem 8.53 For all n € N, all models M = (S,R,V) and M' =
(S', R', V') and all finite sets of atoms P: duplicator has a winning strategy for
the n-round Lo (P) game on (M, s) and (M’, s') iff (M, s) =¢n _ (M',s").0

al
Proof the proof is by induction on n. From left to right, the proof then
proceeds by induction on formulas is U}(CH. The only difference with the
proof of Theorem 8.41 is that there is an extra base case for formulas of the
form [p]y.
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Suppose, without loss of generality, that (M, s) = [p]y. Suppose ¢ is false
n (M, s). We have supposed that duplicator has a winning strategy for the
n + l-round game. Therefore duplicator must have a winning strategy for the
n-round game. Since d(p) < d([¢]®), we can apply the induction hypothesis.
Therefore (M’, s") & ¢, and therefore (M, ') = [¢]y. Otherwise suppose that
spoiler plays a [p]-move, and restricts the models in both cases to the states
where ¢ holds (and ¢ is true in both (M,s) and (M’,s’)). As the number
of rounds spoiler chooses d(y). By the induction hypothesis spoiler will be
able to win the stage 1 subgame for every two states duplicator may select
by exploiting that states within the restriction satisfy ¢ and states outside
the restriction satisfy —p. Since duplicator has a winning strategy, it must be
that she has a winning strategy for the stage 2 subgame. Since (M|, s) E v,
by the induction hypothesis it must be the case that (M’|p,s’) = 1 as well.
Therefore (M',s") = [¢]t.

From right to left. Suppose that (M, s) ELT;{E}[] (M’ s"). We have to give

duplicator’s strategy. The cases where spoiler’s first move is a K-move or a
C-move are as before. Suppose that spoiler’s first move is a [¢]-move and he
chooses sets T and T" and a number r < (n+ 1). By the induction hypothesis
duplicator has a winning strategy for the stage 1 subgame iff there are t € TU
T’ and € (TUT’) such that they agree on all formulas up to depth r. If such
a strategy is available duplicator chooses that strategy. Otherwise the game
continues with n —r rounds for (M|T, s) and (M’|T", s’). By the induction hy-
pothesis, duplicator has a winning strategy for this game iff (M|T,s) = n—r

KCJ]

(M'|T’,s"). This is indeed the case. To see this take a state t € T UT’. For
every state f € TUT there is some formula ,; of depth at most r which is true
in ¢ but false in ¢'. By Lemma 8.52 the set {p,; | # € (TUT’)} has only finitely
many different non-equivalent formulas. Let f be a function that picks one
formula from each equivalence class [f]. Let ¢t = V¢ 7 77) f(t). The depth of
this formula is also at most r. By similar reasoning the set {p; |t € (TUT")}
has only finitely many non-equivalent formulas. Let g be a function that picks
a formula from each equivalence class [t]. Now take ¢ = \/,cpip) 9([t])-
This also has depth at most r. Note that this formula is true in every state
in TUT’ and false in every state in T U T”. Suppose that (M|T, s) 5_'54701[']

(M'|T",s"). Therefore there is some formula ¢ of depth at most n — r such
that (M|T,s) E v and (M'|T',s’) £ 1. But then (M,s) E [p]Y and
(M, s") & [o]. Since d([p]) = n + 1, this contradicts our initial assump-
tion. Therefore (M|T,s) = o (M'|T', s"), which implies that duplicator has

a winning strategy for the stage 2 subgame by the induction hypothesis. [

8.9 Non-deterministic Choice

In many dynamic epistemic logics the non-deterministic choice operator U is
used to indicate that an action may be executed in more than one way. In
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terms of expressive power one might suspect that this operator adds expressive
power to those logics. If one thinks of epistemic actions or action models
as relations between pointed models, it is clear that with non-deterministic
one can define the union of two of those relations. This union might not be
otherwise expressible. The question is whether this supposed added expressive
power on the level of actions (i.e., relations between models), also means that
on the level of formulas (i.e., sets of models) this is also the case. As it turns
out non-deterministic choice does not add any expressive power in this regard.
This can already be suspected given the axiom for non-deterministic choice:

[eUa]p < ([a]e Al]p)

On the right side of the equivalence the non-deterministic choice has been
eliminated. This leads to the following theorem.

Theorem 8.54 Let Ly, be the sublanguage Lxcg without non-
deterministic choice.
‘C;{C@) = EKC@ O

Exercise 8.55 Prove Theorem 8.54 O

Theorem 8.54 follows quite straightforwardly since the non-deterministic
choice operator cannot be nested in any complex way. This is quite differ-
ent in the case of £;. Here non-deterministic choice operators can be nested
within learning operators and so on. This makes it much more difficult to
prove that non-deterministic choice does not add any expressive power.

Let us call the language £, without U: £;. Clearly, all actions in £{* have
a functional interpretation. The language with U is just as expressive as the
language without it. This is expressed in Proposition 8.56.1 — its proof by
double induction requires the ‘dual’ Proposition 8.56.2.

Proposition 8.56

1. Litat = cptat,
2. Leta € lf?“. For all instances «; of a that are executable in some (M, s) €
¢S5 there is a 8 € L2 such that (M, s)[au] = (M, s)[5].

Proof The fact that two propositions can only be proved simultaneously is
a complication from having a language defined by double induction. Alter-
natively, we could formulate this as the single proposition: “Let m € L. If 7
is a £5*** formula then Proposition 8.56.1 applies and if 7 is an action then
Proposition 8.56.2 applies.” We then prove this proposition by (‘ordinary’)
induction on the structure of . The ‘interesting’ cases are those where a for-
mula is part of an action, and where an action is part of a formula, i.e., 7
and [a]ep, respectively.

Proposition 8.56.1 is proved by induction on the structure of formulas.
From right to left is trivial, as £§** C £'*. From left to right is simple, with
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the exception of inductive case [a]p, where we apply Lemma 5.24 and then
use the inductive hypothesis for Proposition 8.56.2:

Let (M,s) = [a]e. Then it follows from Lemma 5.24 that (M,s) =
Ao lou]e. Let oy be an arbitrary instance of c. If oy is executable in (M, s),
then by using the inductive hypothesis for Proposition 8.56.2 it follows that
thereisa oy € L such that (M, s)[au] = (M, s)[ey ]. From (M, s)[ey ] = ¢
and the inductive hypothesis (for Proposition 8.56.1) follows that there is a
o~ € L% such that (M, s)[a; ] E ¢~ So (M,s) = [o) J¢~. As this holds
for all «,, it follows that (M,s) = A, oy J¢~. Formula A [o) ]~ is a

formula in E!Stat' .

Proposition 8.56.2 is proved by induction on the structure of actions. The
only relevant case to prove is 7¢p:

Suppose 7 is executable in some (M, s). Then (M, s) = ¢. By induction,
there is a p~ € L5 such that (M, s) = ¢~ . So the required action is 7¢p~.0]

8.10 AM

Just as the case for PA, we proved in chapter 7 that the proof system AM
is complete by showing that every formula that contains an action model
operator can be translated to a provably equivalent formula that does not
contain any such operators. This leads to the following theorem.

Theorem 8.57 L = Lk O

Proof It is clear that Lx =< Lk, since Lk is a sublanguage of Lk .

To see that Lxg = Lk, we use the translation provided in definition 7.37.
From Lemma 7.40, together with the soundness of AM, it follows that ¢ =
t(¢) for every ¢ € Lig. O

So it is not only the case that public announcements do not add expressive
power to Ly, as was shown in Theorem 8.44, but also action model operators
do not add any expressive power to Lg. This also implies that Lxcg cannot
distinguish bisimilar models.

8.11 Relativised Common Knowledge

Analogous to the results on expressivity we have seen for PA and AM, one
can show that Lxro and Lk are equally expressive.

Theorem 8.58 Lirc = Likrey O
Exercise 8.59 Prove Theorem 8.58. O

It is also clear that Lk rc is more expressive than Ly ¢, since Ly is more
expressive than Lxc and Lk ge is at least as expressive as Ly -
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Theorem 8.60 EKRC = ‘CKC[] 0

Proof Using Theorem 8.58 it suffices to show that Lxrc = Lxcp- Observe
that Cpyp is equivalent to ¢ A C(T, ). So, given a formula ¢ € Ly, we
can obtain a formula ¢ € L rop) which is equivalent to it, by replacing every
occurrence of Cgp by ¢ A Cp(T,p). 0

The remainder of this section is devoted to showing that the converse of this
does not hold: we show that Lxrc = Lk - It is unknown whether this holds
for §5, but when we take the general modal case IC, it does indeed hold. In
order to show that Lxrc is more expressive than Ly ¢ we need to find a
formula in Lk rc which is not equivalent to any formula in £ c. The formula

C(pa _'Kp)

fits this purpose. This will be shown in Theorem 8.66.

We can show that this formula cannot be expressed in Ly by using
the Lxcp-game. We will show that for every n there are two models such
that duplicator has a winning strategy for the n round L ¢ game game, but
C(p,—~Kp) is true in one of these models and false in the other.

In Definition 8.63 the models that £ rc can distinguish, but £ ¢ cannot
are given. Since the model comparison game for L cp contains the [p]-move
we also need to prove that the relevant submodels cannot be distinguished by
Licp. We deal with these submodels first in the next definition and lemma.

Consider the following hourglass models.

Definition 8.61 Let the model Hourglass(n,m) = (S, R, V) where n,m € N
be defined by

o S={s;]0<i<n}U{t;|0<i<m}uU{u}
R=A{(si,si-1) |1 <i<n}u

{(ti,ti—l) | 1< < m}U

{(si;u) [0<i<n}u

{(ti,u) | 0<i<m}U

[, 50), (1 t) }
. V(p) =5\ {u} O
An example of an hourglass model is given in Figure 8.4. The idea is that
spoiler cannot distinguish a state in the top line from a state in the bottom
line of these models if the lines are long enough. Indeed, apart from u this
model consists of two lines. So if spoiler plays K-moves on these lines, du-
plicator’s strategy is the same as for the spines of the hedgehog models from
Section 8.3.2. If he moves to u, duplicator also moves to u, and surely dupli-
cator cannot lose the subsequent game in that case. In these models a C-move
is very bad for spoiler, since all states are connected by the reflexive transitive
closure of R. A [p]-move will either yield two spines which are too long, or
it will be a smaller hourglass model, which will still be too large, since the
[¢]-move reduces the number of available moves. The lemma below captures
this idea.



8.11 Relativised Common Knowledge 239

S) «—— S1 «—— S2

ANV

u

/|

to — t1

Figure 8.4. A picture of Hourglass(2,1).

Lemma 8.62 For all n, m, ¢, j, such that 0 <¢ <n and 0 < j < m it holds

that

1. Duplicator has a winning strategy for the Lx ¢ game for (Hourglass(n,m),s;) and
(Hourglass(n,m), s;) with at most min(¢, j) rounds.

2. Duplicator has a winning strategy for the Lx ¢ game for (Hourglass(n,m),t;) and
(Hourglass(n,m),t;) with at most min(¢, j) rounds.

3. Duplicator has a winning strategy for the Ly game for (Hourglass(n,m),s;) and

ourgtass(n,m),t;) Wi at most min(z, 7) rounds.
Hourgl t;) with at most min(i, j d O

Proof We prove 1-3 simultaneously by induction on the number of rounds.

Base case If the number of rounds is 0, then the two states only have to
agree on propositional variables. They do agree, since p is true in both.

Induction hypotheses For all n, m, 4, j, such that 0 <:<nand 0 < j <
m it holds that

1.

2.

Duplicator has a winning strategy for the L[ game for (Hourglass(n,m), s;)
and (Hourglass(n,m), s;) with at most min(%, j) = k rounds.
Duplicator has a winning strategy for the Lx ¢ game for (Hourglass(n,m),t;)
and (Hourglass(n,m),t;) with at most min(¢, j) = k rounds.
Duplicator has a winning strategy for the Loy game for (Hourglass(n,m), s;)

and (Hourglass(n, m),t;) with at most min(%,j) = k rounds.

Induction step

1.

This is trivially true if ¢ = j. Otherwise assume without loss of gen-
erality that ¢ < j. Suppose that ¢ = k 4+ 1. There are three different
kinds of moves that spoiler can take.

K-move If spoiler chooses a K-move, he chooses to s;,_1 (or to s;_1),
or to u. In the latter case duplicator responds by also choosing w,
and has a winning strategy for the resulting subgame. Otherwise
duplicator moves to the s;_1 (or s;_1). Duplicator has a winning
strategy for the resulting subgame by induction hypothesis 1.

C-move If spoiler chooses a C-move, he chooses some state in the
model. Duplicator responds by choosing the same state, since all
the states can be reached by the reflexive transitive closure of
the accessibility relation from s; and from s;. Duplicator has a
winning strategy for the resulting subgame.
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[¢]-move Spoiler chooses a number of rounds r and two sets T' and

T’ with s; € T and s; € T”. Since there is only one model, it must
be the case that T' = T", otherwise duplicator chooses the same
state twice in the r-round stage 1 subgame, and has a winning
strategy for this subgame. Moreover, for all s, such that x > r it
must be the case that s, € T. Otherwise, duplicator has a winning
strategy in the r-round stage 1 subgame by selecting s; € T and
some s, € T with y > r. Induction hypothesis 1 applies to this
subgame since r < ¢.

In the stage 2 subgame there are two possibilities. The generated
submodel consists of one line, because u € T, or the generated
submodel is again an hourglass model. In both cases the length
of the (top) line is at least n — r, and the position of s; is now at
least © — r and the position of s; is now at least j — r. Since the
number of rounds is (i — ) — 1, either the single line is too long
or induction hypothesis 1 applies.

2. Analogous to 1.

3. Analogous to 1 and 2. The cases for the K-move and the C-move are
completely analogous, but now in the case for the [p]-move the fact
that for all s, such that x > r it must be the case that s, € T and
that ¢, € T for all ¢, such that x > r. O

Lastly consider the hourglass models with an appendage. These models are
just like hourglass models, but there is one extra state. This state is a blind
state, i.e., there are no states accessible from it. This extra state enables one
to distinguish the top line of the model from the bottom line with the formula

C(pv _‘Kp)

Definition 8.63 Let the model Hourglasst(n,m) = (S, R, V) where n,m €
N be defined by

S={s;]0<i<n}U{t; |0<i<m}U{v,u}
R = {(5i75i—1) | 1 S ) S n}U
{(si,u) |0<i<n}U
{(ti;yu) |0 <i<m}U
{(u78n)’ (u7tm)7 (5051})}
Vip) =S5\ {u} O

The picture below represents Hourglass™t(2,2).

V «— S) «—— S1 «— S9

NV
N

tg «—— 11 <— to
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The formula C(p, —Kp) is true in every state in the bottom line, but false in
the top line, since ~Kp is not true in state v. However when the L cp-game
is played spoiler will not be able to win the game if v is farther away than the
number of rounds available. Apart from v the model is just like an hourglass.
So the only new option for spoiler is to force one of the current states to v,
and the other to another state. Then spoiler chooses a K-move and takes a
step from the non-v state and duplicator is stuck at v. However if the model is
large enough v is too far away. Again a C-move does not help spoiler, because
it can be matched exactly by duplicator. Reducing the model with a [¢]-move
will yield either a hourglass (with or without an appendage) or two lines, for
which spoiler does not have a winning strategy. The idea leads to the following
Lemma.

Lemma 8.64 For all n, m, 4, j, such that 0 <¢ < n and 0 < 57 < m it holds
that

1. Duplicator has a winning strategy for the L game for (HourglassT (n,m), s;) and
(Hourglass™ (n,m), s;) with at most min(s, j) rounds.

2. Duplicator has a winning strategy for the Lx o[ game for (HourglassT (n,m), t;) and
(Hourglass™ (n,m),t;) with at most min(4, j) rounds.

3. Duplicator has a winning strategy for the Lx ¢y game for (HourglassT (n,m), s;) and
(Hourglass™ (n,m), t;) with at most min(4, j) rounds. U

Proof The proof is analogous to that of Lemma 8.62, except that in this case
a [¢]-move may lead to both an hourglass model and an hourglass model with
an appendage. O

The fact that duplicator has a winning strategy for these games means that
these models are indistinguishable in Lx -

Lemma 8.65 For all n,m € N it holds that

(Hourglass™ (n,n), s,) =rn (Hourglass™ (n,n), t,).

Proof This follows immediately from Lemma 8.64 and Theorem 8.53. O
This lemma leads to the following theorem.
Theorem 8.66 Lxprc > EKC[]~ O

Proof Suppose Ly is just as expressive as Lx rc. Then there is a formula
¢ € Liep with ¢ = C(p, ~Kp). Suppose d(¢) = n. In that case we would
have (Hourglass™(n,n), s,) ¥ » and (Hourglass™(n,n),t,) & ¢, contradict-
ing Lemma 8.65. Hence, Lxrc = L 0

8.12 Notes

As was noted in the introduction of this chapter, questions of relative express-
ive power are interesting for many logics that are interpreted in the same
class of models. Some of the results on expressive power of propositional logic
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presented in Section 8.2 were based on Massey’s textbook [140, Chapter 22],
where the focus is on functional completeness. However these results are also
interesting from the point of view of expressivity.

The idea to use games for comparing models is due to Ehrenfeucht and
Fraissé. Modifying these games for modal logic first seems to be a part of
modal logic folklore. It is such an easy adaptation from the case for first-order
logic, that no one claims to be the inventor of the game. On the other hand,
many authors often do not refer to earlier work when they use such games.
The earliest definition of the game known to us is in Kees Doets’ dissertation
[53]. The game is also given in the context of non-well-founded set theory in
[15]. The extension of the game for epistemic logic with common knowledge
can be found in [12]. The public announcement move was defined in [116].

The result that in single agent S5every formula is equivalent to a formula
with modal depth at most 1 is well known in modal logic. It is shown in Hughes
and Cresswell [107], which is based on Wajsberg [193] and it was independently
shown by Meyer and van der Hoek [148]. It both these approaches the proof is
by reducing each formula to a normal form which has modal depth at most 1
by syntactic manipulation. The proof presented in Section 8.5.1 on the other
hand uses the semantics of S5.

In [168] Plaza introduced Lg and provided a sound and complete proof
system for it. Plaza showed that Lx and Lg| are equally expressive. In [75]
it was shown for a more general dynamic epistemic logic (without common
knowledge) that it is equally expressive as Lx. The fact that Lxc is more
expressive than Ly is folklore. Baltag, Moss, and Solecki showed, contrary to
Plaza’s result, that £ c[ is more expressive than Lx ¢ [12]. In the same paper
they also showed that Lig is equally expressive as Lx. In [116] a complete
proof system was provided for Lx and it was shown that Lxrc and Lk rcy
are equally expressive. It was established that Lxrc is more expressive than
Lkcy in [25] for the K case. Whether the same is true for S5 is still an open
problem.

In [26] action model logic is translated to propositional dynamic logic,
showing that propositional dynamic logic is at least as expressive as action
model logic. However if one also allows iteration over action models, then the
logic becomes very expressive; it becomes undecidable. This is shown by Miller
and Moss [149].
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Answers to Exercises from Chapter 2

Answer to Exercise 2.5 We give an informal argument using a formal proof
concept: that of induction over n. The case n = 0 is straightforward (E%¢
is ¢ and this is false only if = holds, the latter having an empty sequence
of K -operators.) Let us also consider the case n = 1 separately, since we will
use it in the induction step. EL e is false, if and only if not everybody from
B knows that ¢, or, in other words, there is an agent a' in B that considers
- possible: [A(alﬁgo.

Let us now assume that up to a specific n, we know that EZ¢ is false if and
only if there is a sequence of agents names a',a?,...a" (a' € B,i < n) such
that I%,g Kaz ...IA('anﬂgo holds. Since the a’’s are only variables over names,
we might phrase the induction hypothesis alternatively as:

ELpis false iff  (A.1)

there are a2, a>,...a" ! such that K'az < a3 -« . Kgnt170 holds

Now consider the case n+1. Egﬂga is false if and only if Eg E;¢ is false, or,

more precisely, if ELE%¢ is false. Using our established result for 1 iteration,
we have that ELE%¢ is false iff for some agent a® € B, we have [A(;—‘Eggo.
We now can apply the induction hypothesis (A.1) to E%¢ to conclude that
ELE% is false iff for some sequence of agent names a',a?...a" " we have

KalKaz...Kan+1—|<p. g
Answer to Exercise 2.8

1. The formalisation of each item under 1 is the corresponding item under 2
(so 2 (a) formalises 1 (a), etc.).

2. Hint: have first a look at our proof of Equation (2.2) on page 20, or try
Exercise 2.9 first. g

243
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1,00 — b —(1,2)—a —(3,2) — b — (3,4) — a — (5,4) — b ——

<071>_ a_<271>_ b_<273>_ a _<473>_ b_<475>_ a—
M

Figure A.1l. Modelling Consecutive Numbers.

Answer to Exercise 2.10 Since the accessibility relations are all equiva-
lences, we write ~, and ~y, respectively.

1.

See Figure A.1. Note that the model M consists of two disjunctive parts,
depending on who wears an odd, and who wears an even number. Once
Anne and Bill see the numbers on the other’s forehead, they know in
‘which part of the model they are’.

We show that M, (1,0) = K,a1 A win,. First of all, note that (1,0) ~, t
iff ¢ = (1,0): if the state would be (1,0), Anne would see a 0, and exactly
know her own number: 1! Hence, we have M, (1,0) = K,a;. Since win,
is defined as a knowing the number on her head, we have the desired
property.

The previous item demonstrates that (1,0) qualifies for this. By symmetry,
we also obtain (0, 1), in which Bill can win the game. These are also the
only two states in which a player can win the game, since in every other
state s, each player considers a state t possible in which his or her own
number is different that that in s. When given that (3,2) is the actual
state, the two states (1,0) and (0,1) in which an agent can win, differ,
in the following respect: (1,0) can be reached, using the agents’ access,
from the state (3,2), since we have (3,2) ~, (1,2) and (1,2) ~; (1,0).
We can express this in the modal language by saying that in (3,2) it
holds that Kakb(al Abp), and hence M, (3,2) E K,Kywin,. On the other
hand, from (3, 2), the state (0,1) is not reachable: M, (3,2) = — K wing A
= Kpwiny A =K, Kpywing A =Ky K wing. In fact, we have for any n that
M, (3,2) = =K, Ky, ... K, win, z; € {a,b}.

We show items 4 and 7 of Example 2.4.

To start with 4, note that M, (3,2) E K,p iff ¢ is true in both
(3,2) and (1,2). In this case, ¢ = K1, and this is true in (3,2) if
¥ is true in (3,2) and (3,4), and Kt is true in (1,2) if ¢ is true
in both (1,2) and (1,0). Hence we have to check whether 1 holds in
(3,2),(3,4),(1,2) and (1,0). In our case, ¥ = K,Yx, so we have to check
whether y holds in all states accessible for a from the four states just
mentioned, hence in (3,2),(1,2),(3,4),(5,4) and (1,0) (remember that
every state is accessible to itself, for every agent). Now, in our case,
X = (bp V ba V by), which is indeed true in those 5 states, so that we have
verified M, (3,2) = K, KpK,(by V ba V by).
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Regarding item 7, we have to demonstrate both M, (3,2) = FEy, 5 —as
and M, (3,2) = =FE{, ) Efq4y7as. For the first, note that all the states
that a considers possible in (3,2) are (3,2) itself and (1,2). In both of
them, —as holds, hence M, (3,2) = K,—as. Similarly, since —as holds in
(3,2) and (3,4), which are all the states ¢ for which Ry(3,2)t, we also
have M, (3,2) = Kpy—as. The definition of everybody knows (Ef, 50
means K, A Kpp) then yields the desired result. To finally show that
M, (3,2) E —EipEap—as, note that —Ey,y Fr, a5 is equiva-
lent to —Ey,, b}—|—|E{a py a5, which, by using the definition of E{a b}, 18

equivalent to E{a b}E{a pras. And M, (3,2) = E{a b}E{a pyas holds since
we have all of R, ,,(3,2)(3,4) and R, ,, (3,4)(5,4) and M, (5,4) |= a5
(for the definition of Rp,, ,,, go to Definition 2.30). O

Answer to Exercise 2.18

1. Note that, by the axiom of propositional tautologies, we have the
following:

(e—=x) = ((x=v) = (¢ =)

and then apply Modus Ponens to that and the two antecedents of HS.

2. Suppose that - ¢ — 1. By necessitation, we derive - K, (¢ — ). Dis-
tribution says that F K,(¢ — ¢) — (K. — K,¥). Applying modus
ponens to what we have so far, gives - K,p — K.

3. The equivalence between K and K’ follows from the following instance of
Prop:

(o — (8- 7)) = ((a A B) = 7).

For K", from F (¢ A1) — ¢ and the the second item of this exercise, we
infer - K,(p A ) — Ky, Idem for b K,(p A ) — Ky1p. The required
conclusion now follows by applying modus ponens twice to the following
instance of Prop:

(Ka(p A1) — Kap)
- ((KG(QO A 'Qb) — Kayp) — (Ka(QO A ¢) - (Ka@ A Ka))) O

For the converse, note that K’ and hence K’ follows from K" by this
instance of Prop:

(Ka(p A) = (Kap A Koh)) = (Ka(@ AY) — (Kap — Ka1)))
4. Here is a formal proof:

Lo — (= (pAY)) Prop
2 Ko — Ko(b — (p AY)) 1, item 2.18.2
3 (Koo NKo) — Koy Prop
4 (Kap N Kop) — Ko( — (0 A)) HS,3,2

5 Ko(p = (o A1) = (Katp — Ka(p A1) K, item 2.18.3
6 (Ka(p /\ Kaw) - (Kaw - Ka(gﬂ /\ w)) HS7475
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7 ((Ka@ A Kaw) - (Ktﬂ/} - Ka(‘P A "/}))) -
(Kap AN Ko¥) — Ko(p AY)) Prop
8 (Koo AN Ko0) — Koo A1) MP,6,7

Answer to Exercise 2.37 For the first four items, see Exercise 2.1.2.1 in
[148], and for the fifth item, consult Exercise 2.1.2.3 in the same reference.
Finally, for the last item, for the ‘only if’ direction, use Theorem 2.38. Here we
give a proof of the ‘if’ part. Assume B’ C B. Note that we then immediately
have Epp — Ep/@(x), by definition of everybody knows, and propositional
steps.

1Cpp — EgCpyp mix, Prop, M P
QEBCBQOHEB/CB()D (*)
3CBQD—>EB/CB<,0 (1,2,HS)
4 Cp/(Cpp — EpCpyp) 3, necessitation
5Cp/(Cpp — EpCpp) — (Cpp — Cp Cpy) inductionfor Cpg:
6CBgo—>CB/CB<p MP,4,5
7Cpp — miz, Prop, M P
8 Cp (Cpp — v) 7, necessitation
9Cp Cpp— Cpip 8, mix, distribution, M P
1003@%03/()0 6,9,HS

Answer to Exercise 2.41 Note that KD45 is an extension of K, so we can
use the properties of Exercise 2.18.

1 B(¢ A =By) — (B A B-By) K", Exercise 2.18
2 By — BBy Axiom 4
3 (Bp — BByp) — ((Bp A B-By) — (BByp A B-By)) Prop
4 (B N BnBy) — (BB A BnBy)) 2,3,MP
5 B(p A—=By) — (BBp A B~Byp) HS 1,4
6 (BBp A B~Byp) — B(Byp A —Byp) Exercise 2.18.4
7 B(¢o A—=Byp) — B(Bp A —Byp) HS,5,6
8 (Be A=Byp) — L Prop
9 B(Bp A-By) — BL 8, Excrcise 2.18.2
10 -BL — =B(Bp A —~By) 9, Prop
11 ~B(By A -By) MP,10,D

Answers to Exercises from Chapter 3

Answer to Exercise 3.8
1. Suppose & satisfies (K & 1), (K @ 2) and (K @ 3), and also (K ¢

min){123}. We show that is also satisfies (K @ 4). Suppose K is a be-
lief set and ¢ € K. By (K @ 3) we know that K C K @ ¢. Now, if the
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other direction does not hold, we can show that we are be able to find
a smaller candidate for the expansion of K with ¢. To be more precise,
suppose K@ ¢ € K. Let K&’ ¢ = K, and for all other ¢ and K, we let &'
be equal to @. It is easy to check that @& verifies (K @ 1) (we assumed
that K is a belief set), (X @ 2) (we assume the antecedent of (K & 4),
ie. p € K) and (K & 3) (we even have put K equal to K &' ¢). We have
(Ka'¢) =K C K® y: contradicting the fact that & give the smallest set
satisfying the first three postulates!.

2. Suppose K C H but at the same time K @ ¢ € H @ ¢, for a given K, H
and ¢. Then for some ¢ we have ¢ € K & ¢, but ¢ € H @& ¢. Now define
@ by K& o= (KDdp)N(H® ) (and, for all ‘other’ IC,H and ¢, we
can define @' to equal @). Since the intersection of two belief sets is a
belief set, @' satisfies postulate (K @ 1). Postulate (K & 2) also holds for
it, since ¢ is an element of both K @ ¢ and H @ ¢. On top of this, @’
satisfies (K @ 3): K C (KD p)N(HDp) = K& ¢. Hence, @' satisfies the
postulates (K @ 1), (K @ 2) and (K @ 3). But since (K &' ¢) C (K @ ¢),
and moreover K @ ¢ is not the smallest set satisfying (K @ 1), (K @ 2)
and (K & 3). O

Answer to Exercise 3.9 This is done by an easy case-distinction:

© € K In this case, the property to be proven follows directly from (K & 5).
v & K Now, by (K©3), Koy =K, and, by (K ® 3), we also have K C K@ .
Together this gives the desired K C (K S ) @ . O

Answer to Exercise 3.10 The C-direction is immediate from (K © 2). For
the other direction, we use (K © 5): Since K is a belief base, we know that
T € K. So, by the postulate just referred to, we have L C (K& T)® T. Since,
by (K © 1), the set K © T is also a belief set, we have T € (K © T) and
hence, by the postulate (I @ 4), we derive (KO T)® T =Ko T, giving us
KCKeT)eT=KaT.

Note that only the postulates (K © 1)(K © 2) and (K & 5) for contraction
are needed, with the rather weak postulate (X @ 4) for expansion. (]

Answer to Exercise 3.26 We first show the hint. Suppose that K' €
(KL(¢ Aw)). This implies that:

1. K'CK

2. K'Y oNn
3. for any v € K\ K', we have v — (p A¢)) € K.

In order to show that K’ € (KLy) U (KL), notice, by item 2 above, that
either K’ I/ o, or K’ I/ 1. Suppose, without lack of generality, that the first
holds (*). Then we have:

1. K' C K (immediately from item 1 above)
2. K't/ ¢ (from (*))
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3. for any v € K\ K', we have v — ¢ € K’ (immediately from item 3 above
and the fact that K’ is a belief set).

In other words, we have K’ € (K_Ly), as required.
To prove the main claim, we have to show that, for any ¢ and 1,

(KopnKoy) CKo(pAY) (A.2)

In case we have one of the three situations in which - ¢ or = ¥ or F p A ¥,
(A.2) follows immediately. This is seen as follows: if F ¢ A 1), all three sets
K & - in equation (A.2) are equal to K, due to Exercise 3.20, and hence the
equation is trivially true. If only F ¢, we have to show K ¢ CK S (p A ).
But this is obvious, since F ¢ < (¢ A1), so that we can apply Exercise 3.20
once more.

So, now we may assume I/ ¢ and F . Using the definition of contractions,
showing that (A.2) holds is then equivalent to showing

[S(KLo) N[ S(KLw) S [ SKL(p Av) (A-3)

Now, let K’ be a belief set occurring in the left hand side of (A.3). This
means that K’ fails to imply ¢, it fails to imply ¥, it is <-best among K Ly
and also <-best among K_11. Then, obviously, K’ fails to imply ¢ A 9. Is
K’ also <-best among KL (¢ A 1)? Suppose not. This would mean there is a
K" e (K L (¢ A)), such that K” £ K'. But then, by the hint just proven,
also K" € (K L ¢) or K" € (K L 4). But then, K’ cannot be <-best in both
K L1 pand C L . d

Answer to Exercise 3.8

1. Suppose @ satisfies (K @& 1), (K @ 2) and (K @ 3), and also (K @
min)t123}, We show that is also satisfies (K @ 4). Suppose K is a be-
lief set and ¢ € K. By (K @& 3) we know that  C K & ¢. Now, if the
other direction does not hold, we can show that we are be able to find
a smaller candidate for the expansion of K with ¢. To be more precise,
suppose K@ o € K. Let K @' ¢ = K, and for all other ¢ and K, we let @’
be equal to @. It is easy to check that @ verifies (X @ 1) (we assumed
that K is a belief set), (X @ 2) (we assume the antecedent of (K & 4),
ie. ¢ € K) and (K @ 3) (we even have put K equal to K @' ). We have
(K" ¢) =K C K@ y: contradicting the fact that & give the smallest set
satisfying the first three postulates!.

2. Suppose K C H but at the same time K ® ¢ € H @ ¢, for a given I, H
and . Then for some ¥ we have ¥ € K @ ¢, but v € H & ¢. Now define
&by K& o= (K®e)N(HSDp) (and, for all ‘other’ K, H and ¢, we
can define @' to equal ®). Since the intersection of two belief sets is a
belief set, @' satisfies postulate (I @ 1). Postulate (K & 2) also holds for
it, since ¢ is an element of both K & ¢ and H @ . On top of this, @&’
satisfies (K @ 3): K C (K@ )N (H D) = K& ¢. Hence, @ satisfies the
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postulates (X @ 1), (K & 2) and (K @ 3). But since (K @' ¢) C (K @ ¢),
and moreover K & ¢ is not the smallest set satisfying (K & 1), (K & 2
and (I & 3). O

Answers to Exercises from Chapter 4

Answer to Exercise 4.9 We show that Heza, 012 = [ﬂla}f(aKbOa:

We have that Heza,012 = [~1,]K,K;0, iff ( Heza, 012 = —1, implies
Hexza|—1,,012 K. K30, ). The premiss is satisfied as before. For the con-
clusion, Heza|—1,,012 = K,K,0, iff there is a state s such that 012 ~, s
and Heza|—1,,s E K30,. State 021 = s satisfies that: 012 ~, 021 and
Hezxa|-1,,021 = K0,. The last is, because for all states, if 021 ~j s, then
Hezal|—-1,,s = 0,. The only ~p-accessible state from 021 in Hezal—1, is 021
itself, and 021 € Vy, = {012,021}

The other parts of this exercise are left to the reader. O

Answer to Exercise 4.15 For example, Hexa,012 | [-0,]1, but Heza,
012 p£ (=04)1,. For the first, we have that by definition

Heza,012 |= [-0,]1, iff (Heza,012 = -0, implies Heza|—04,012 |= 1,)

This is true because Heza,012 = —0, (i.e., ‘box’-type modal operators are
satisfied if there are no accessible worlds at all). For the second, we have that
by definition

Heza, 012 = (—0,)1, iff (Heza,012 = -0, and Heza|—04,012 = 1,)

This is false, because Heza, 012 [~ =0, and therefore the conjunction is false
(i.e., for ‘diamond’-type modal operators to be satisfied there must at least
be an accessible world — the announcement must be executable). O

Answer to Exercise 4.16 We do Proposition 4.13. We only need to prove
one more equivalence:

M,s =@ — ()¢

=

M, s = ¢ implies M, s = (p)y

=

M,s = ¢ implies ( M,s Ep and M|p,s =)

& propositional
M, s = ¢ implies M|p, s =1

=

M,s [y

O
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Answer to Exercise 4.23 We prove that [¢](¢ — x) < ([¢]Y — [¢]x)-
The direction [¢](¥ — x) — ([¢]Y — [¢]x) will be obvious. For the
other direction, let M and s be arbitrary and assume M,s E [p]lp —
[¢]x. To prove that M,s | [¢](¥ — x), we assume that M,s E ¢
and have to prove that M|p,s = 1 — x. Therefore, suppose that
Mlp,s E ¢. If Mlp,s = ¢ then M,s = [p]p. Using our assump-
tion M,s E [plv — [¢]x, it follows that M,s E [¢]x. From that
and M,s | ¢ follows M|p,s = x. Therefore M|p,s E v — x.
Done. g

Answer to Exercise 4.25 Let M and s be arbitrary. Then we have:

M,s ': <<P>ﬂ1/)

-

M,s | pand Mlp,s =

& propositional
M,sE¢and ( M,s = implies Mo, s E - )

=

M, s = pand M, s = o]0

=

M,s b= o A [l

& duality
M, s o A=(o)Y

U

Answer to Exercise 4.35 ¢ may be successful but not —¢:

For example —(p A =K,p) is successful, but its negation p A = K,p is—as
we already know—unsuccessful. That =(p A = K,p) is successful can be shown
directly, but it also suffices to observe that =(p A =K,p) is equivalent to —p V
K,p, and that that formula is in the language fragment that is preserved under
taking arbitrary submodels, and therefore a fortiori in the unique submodel
resulting from its announcement. See Proposition 4.37, later.

¢ and 1 may be successful but not [p]y:

Consider a model M with {s,¢} as the set of possible worlds. There is
only one accessibility relation ~,= {(s,s),(s,t,),(¢,5),(t,?)} and only one
propositional variable p, which is only true in ¢, ie. V, = {t}. We take
the epistemic state (M, s). Now consider the formula [-p — K,—p]L. The
subformulas —-p — K,—p and L are both successful. However: M,s |=
([~p — Ky—p]L)—[-p — Kg—p]L. This can be seen as follows. The formula
—-p — K, is true in ¢, but false in s. Therefore [p — K,p|L is trivially true
in s. It is obviously false in ¢. So M restricted to this formula consists of s
only. In this model -p — K,—p is true. Therefore (-p — K,—p)T, which is
equivalent to [-p — K,—p|L, is true there as well.

An example where ¢ and 1 are successful but not ¢ — 1 is left to the reader.[]



A Selected Answers to Exercises 251

Answer to Exercise 4.48 We can assume + ¢ < x throughout. We show
that - p(p/¥) < ©(p/x) by induction on .

If o = p, then F p(p/v) < p(p/x) equals - ¢ — x which was assumed.

If ¢ = q # p, then the substitution results in F ¢ «» ¢ which is a tautology.

If ¢ = =, then & (=p)(p/¥)) < (=¢)(p/x) becomes = —p(p/¢) <
—p(p/x) and, for one direction of the equivalence, we use an instance of the
tautology ‘contraposition’, the induction hypothesis, and modus ponens:

L (e(p/x) = ¢p/v)) = (=o(p/v) — —¢(p/X)) tautology
2 o(p/x) = ¢(p/v¥) induction hypothesis
3 —p(p/v) — —p(p/x) 1,2, modus ponens

If o = @1 A @2, then we have to show F (¢1 A w2)(p/X) < (1 Ap2)(p/¥),
which is by definition F ¢1(p/x) A w2(p/Xx) < @1(p/¥) A w2(p/1), and our
induction hypotheses are - 1(p/x) < ¢1(p/v) and = @2(p/x) < ¢2(p/¥).
This can be achieved by simple propositional reasoning.

If p = K, and if ¢ = [p1]¢a, we use necessitation. Details are left to the
reader. O

Answer to Exercise 4.49 We show that F (¢ — [¢]¢) < [¢]¥ by induction
on . Simple steps have not been justified in the derivations, e.g., we often use
Proposition 4.46 without reference. In (only) the case p we explicitly repeat
the right side of the equivalence. Alternatively, one can make derivations with
assumptions, but such are avoided in our minimal treatment of Hilbert-style
axiomatics.

Case p:

1 [¢lp < [¢lp

2 (p—p)«lelp

3 (p—=(p—p)<lelp
4 (¢ —[¢lp) < [¢lp

Case 9 A x:

L [el(® A X) < el AX)

2 (el Alplx < ... announcement and conjunction
3 (o= [el) Ale = [elx) induction
4 o — ([eJv Ae]x propositional
5 ¢ = [p](¥Ax) announcement and conjunction
Case =% (induction hypothesis is not used):

L[]~

2 o — [y announcement and negation
3 v —(p— ey propositional
4 o — [l

Case K, (induction hypothesis not used):
L [Pl Ko
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2 p— K, [<P]¢

3 p—p— Kiplt

4 o — [Pl K

Case [¢]x:

1 [el[¥]x

2 [pAlplYlx announcement composition
3 (e lpl) = o Alelv]x induction
4 @ — [l — [pAlellx propositional
50— 9 — el — [pAlplY]x propositional
6 » — [el[¥]x similar to 1-4

Answer to Exercise 4.50 We use the equivalence of ¢ — ¥ and —(p A—)).
As for other items of the proof of Proposition 4.46, the proof consists of
a sequence of equivalences, and to improve readability we delete the right
hand side. Line numbering and justifications are omitted — most steps are
propositional.

o — (([plY — [elx) A ([plY — »))
(o = [l — [plx) A (e = [plY — »)
© — [pl — [p]x

[l — ¢ — [w]x

[l — [wlx
0

Answer to Exercise 4.55 Proof of - Cp(p — Epp) — ¢ — Cpyp. We
outline the derivation as follows:

First, note that a propositionally equivalent form of the induction axiom
is Cp(p — Epp) A — Cpp. Next, for ¢ = T the rule for announcement and
common knowledge becomes: from x — ¥ and xy — Epgyx follows x — Cp.
This we will now apply in the following form: from Cg(¢ — Epp)Ap — @ and
Cp(p — Egp) N — Eg(Cp(p — Epp) A p) follows Cg(p — Egp) A —
Cpy. From the two premises of this conclusion, the first one, C(p — Epp)A
» — , is a tautology. The second can be derived from Cg(¢ — Egp) Ap —
EpCp(p — Epy) (i) and Cp(p — Epp) A ¢ — Epyp (ii). Formula scheme
(i) can also be written as Cp(y — Epp) — ¢ — EpCp(p — Epy) which
is a weakening of Cg(¢p — Fpp) — EgCp(¢ — Epy) which makes it clear
that this is an instance of ‘use of common knowledge’. Whereas (ii) can also
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be written as Cp(¢ — Epp) — ¢ — Epp which makes it another instance
of ‘use of common knowledge’. O

Answer to Exercise 4.57 We prove the generalisation of ‘partial function-
ality’ (F (¢ — [¢]) < [p]y). ‘Substitution of equals’ is left to the reader.
‘Announcement and implication’ did not require induction so remains valid
as a matter of course.

We (only) need to add a case C'a to the proof. For the case ¥ = Cx1 from
the inductive proof of - (p — [¢]Y) < [p], we have to derive - (p —
[©]Cav) < [p]Cath. The direction F [p]Catp — (¢ — [p]Ca?p) is trivial.

We derive F (¢ — [¢]Caty) — [¢]Cat® by an application of the rule for
announcement and common knowledge, namely, from F (¢ — [p]Cat)) —

[pl and F (¢ — [p]Cath) A — Ea(p — [p]Car)).

(¢ = [e]Cath) — [p]y:

Use that by inductive hypothesis, b [p]p < (¢ — [¢]®), and ob-
serve that F (¢ — [p]Cath) — (¢ — [p]p) follows propositionally from
F [¢]Catp — [¢]tb, which follows from ‘use of common knowledge’, ‘necessita-
tion for announcement’ ([p]), ‘distribution of [¢] over —’; and modus ponens.

F (o = [0]Cat) Ao — Ea(p — [¢]Cat)):

1 Cap = EACat

2 [p]Cath < [p]EACatYp  necessitation and distribution, and propositional
3 [p|EACAY < (p — Ealp]Cath) announcement and knowledge
4 (¢ = Eae]Catp) = (¢ — Ea(e — [¢]Ca¥) propositional
5 [p]Cath — (¢ — Ealp — [p]Cath) 2—4, propositional
6 ([p]Cat Ap) — Ea(e — [¢]Cat) propositional
7 (¢ = [PlCav) Ao = Eale — [#]Cath)

Answer to Exercise 4.72 We explain in detail why (Anne announces: “I
have one of {012,034, 056, 135,246},” and Bill announces “Cath has card 6”)
is a solution. Let m (= 012, Vv 034, V 056, V 135, V 246,,) be Anne’s announce-
ment. We have to show that all of the following hold. Note that the common
knowledge requirements are translated into model requirements of the com-
monly known formula:

Russian,012.345.6 = K,m i
Russian| K, 7 |= cignorant i
Russian|K,m,012.345.6 = K;6, 141
Russian|K,7| K6, |= cignorant A bknowsas A aknowsbs v

We can now prove these requirements by checking their combinatorial
equivalents in the model:
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e Hand 012 is in {012, 034, 056, 135, 246}. Therefore i holds.

e If ¢ holds 0, the remaining hands are {135,246}. Each of 1,2,...,6 both
occurs in at least one of {135,246} and is absent in at least one of those
(1 occurs in 135 and is absent in 246, 2 occurs in 246 and is absent in
135, etc.). If ¢ holds 1, the remaining hands are {034,056,246}. Each of
0,2,...,6 both occurs in at least one of {034,056,246} and is absent in
at least one of those (0 occurs in 034 and is absent in 246, ...), etc. for ¢
holding 2, ..., 6. Therefore i holds.

e From {012,034,056,135,246}, Bill can remove any hand that contains
either 3, 4, or 5. This leaves only hand 012. In deal 012.345.6 Cath actually
holds 6. Therefore 4ii holds.

e After both communications, the following deals are still possible:

{012.345.6,034.125.6, 135.024.6}.

They are all different for Anne and for Bill, therefore bknowsas and
aknowsbs hold. They are all the same for Cath. Each of 0,1,...,5 both
occurs in at least one of {012,034,135} and is absent in at least one of
those. Therefore iv holds. O

Answers to Exercises from Chapter 5

Answer to Exercise 5.16 A side effect of the first action is that b learns
that a learns p. But the knowledge b obtained after L,;7q is exactly the same as
what he obtained after L,,L4;7q, so there should not be that side effect. [

Answer to Exercise 5.26 A simple counterexample is the non-deterministic
action (La?pULy?p). We have that gr(L,?pULy?p) = gr(L.?p)Ngr(Ly?p) = 0,
but of course, for given (M,s) and (M’,s’) such that (M,s)[L,7p U
Ly?p] (M, s"), it is not the case that gr(M’,s) = 0. O

Answer to Exercise 5.29 By induction on . We only show one direction
of the crucial case ‘learning’: Suppose (M, s) = (Lpa)T. Let (M’,s") be such
that (M, s)[Lpa](M’,s’). From the definition of action interpretation follows
(M, s)[a]s’. Therefore (M,s) = (a)T. By induction, (M,s) | pre(«), By
definition pre(Lpa) = pre(«). Therefore (M, s) = pre(Lpa). O

Answer to Exercise 5.39 We now compute the interpretation of the show
action in detail, to give one more example of the semantics of epistemic actions.
We will refer repeatedly to Definition 5.13 on page 116. We first apply the
clause for ‘learning’ in that definition. To interpret show = Lgpe(!L4p704 U
Lap?1q U Lgp?2,) in (Heza,012), we interpret the type L,p70, U Lgp?1, U
Loy 72, of the action bound by Lgp. in any state of the domain of Hexa that is
{a, b, c}-accessible from state 012. Specifically: we interpret Lq?0, U Lgp?1, U
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Lap72, in all states of Heza. The resulting states will make up the domain of
(Heza, 012)[show]. We then compute access on that domain.

Action Lgp70,ULqp?1,ULgp 72, has a nonempty interpretation in any state
of Hezxa. By applying clause U in Definition 5.13, L3704, U Lgp?1q U Lep?2,
can be interpreted in (Heza,012) because L,;,?0, can be interpreted in that
state. Similarly, L.,70, U Lap?1q U Lap?2, can be interpreted in (Heza, 201)
because L,;,72, can be interpreted in that state. We compute the first.

Again, we apply clause ‘learning’ in the definition. To interpret L,;?0,
in (Heza,012), we interpret 70, in any state of Heza that is {a,b}-accessible
from 012, i.e., in all states of Hexa. The interpretation is not empty when
Anne holds 0, i.e., in (Heza,012) and in (Heza, 021). We compute the first.

We now apply clause ‘test’ (‘?¢’) of the definition. State (Heza,012)[70,]
is the restriction of Heza to states where 0, holds, i.e., 012 and 021, with
empty access, and with point 012. Figure A.2 pictures the result.

Having unravelled the interpretation of show to that of its action con-
stituents, we can now compute access for the so far incomplete other stages
of the interpretation. The epistemic state (Heza, 012)[?0,] is one of the fac-
tual states of the domain of (Heza, 012)[L4,70,]. This is visualised in Figure
A.2 by linking the large box containing (Heza,012)[?70,] with the small box

012— a —021 [012]— a —o21

7 \ [
/ \ Labe('Lap?0a U Lap?1a U Lap?24) /C
\

102 — a 120 102 a 120
N/ /
b c b c c c
N/ \/
201 — a — 210 201 — a — 210

Lab?0a
04

012 021 / —a—021

Figure A.2. Stages in the computation of (Hexza,012)[show]. The linked frames
visually emphasise identical objects: large frames enclose states that reappear as
small framed worlds in the next stage of the computation.
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containing an underlined 012. The epistemic state (Heza,012)[?0,] is also
the point of the epistemic state (Hexa,012)[L4,?0,]. The other factual state
of that epistemic state is (Heza,021)[?70,]. As Anne does not occur in (the
group of) either of these, and as their origins under the interpretation of
70, are the same to Anne—012 ~, 021 in Hexa—we may conclude that
(Heza,012)[?0,] ~a (Heza,021)[?0,] in (Heza,012)[Lqp70,]. For the same
reason, both states are reflexive for both Anne and Bill in (Heza, 012)[L45704]-
Access for Bill is different: (Heza,012)[?70,] #» (Heza, 021)[?0,], because in
012 #p 021 in Heza. In other words: even though Bill does not occur either in
the groups of epistemic states (Heza,012)[?0,] and (Heza,021)[?0,], he can
tell them apart in (Heza, 012)[L4570,], because he already could tell deal 012
apart from deal 021 (in 012 he holds card 1, whereas in 021 he holds card 2).
The valuation of atoms does not change as a result of action execution. There-
fore state (Heza,012)[?0,] is named 012 again, and state (Heza,021)[?0,] is
named 021 again, in Figure A.2 that pictures the result. Indeed, these names
were convenient mnemonic devices ‘showing’ what facts are true in a state.

Similarly to the computation of (Heza,012)[L4570,], compute the five
other epistemic states where Anne and Bill learn Anne’s card. These six
together form the domain of (Heza,012)[show]. We compute access for the
players on this domain in some typical cases. Again, reflexivity trivially fol-
lows for all states. Concerning Anne, we have that (Heza, 012)[L70,] ~a
(Heza,021)[Lqp70,] as factual states, because 012 ~, 021 and also, as epis-
temic states, (Hexa,012)[Lap?04] ~a (Heza,021)[L4p?0,]. The two epistemic
states in the latter are the same for Anne, because the points of these states
are the same for Anne (here we have applied Definition 5.12 in the domain
of the model underlying epistemic state (Heza,012)[L4570,]). Note that from
“(Heza,012)[L4p?0,] ~qo (Hexa,021)[La,?0,] as epistemic states” and the fact
that a is in the group of both epistemic states, already follows that 012 ~, 021.
The first condition in the clause for computing access is superfluous when the
agent occurs in the epistemic states that are being compared.

Concerning Cath, we have (Hexa,012)[L70,] ~c (Hexa,102)[Las?14],
because ¢ ¢ {a,b} (so that they are, as epistemic states, the same for Cath)
and 012 ~, 102 in Heza. In this case, unlike the access we just computed for
Anne, the condition 012 ~,. 102 is essential.

Concerning Bill, we have that (Heza, 012)[Lqy?0,] #6 (Heza, 210)[Laby?24]
as factual states, because Bill occurs in both and (Heza,012)[Lap704]
(Heza,210)[Lap?2,] as epistemic states. The last is, because we cannot by
(~p) shifting the point of the latter find an epistemic state that is bisimilar to
the former. This is obvious, as the underlying models of (Heza, 012)[ L4570,
and (Heza, 210)[Lqs72,] have a different structure.

Again, the valuation of atoms in the factual states of the resulting
epistemic state (Heza, 012)[show] does not change. Therefore, factual state
(Heza,012)[Lqp?0,] is named 012 again in Figure A.2, etc. The point of
(Heza, 012)[show] is (Heza, 012)[L470,], because the unique epistemic state
such that (Heza,012)[Lap?0, U Lap?1q U Lap?24] is (Heza, 012)[Lap?04] (see
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Definition 5.13 again: the point of an epistemic state that is the result of
executing Lpa is an epistemic state that is the result of executing o). We
have now completed the interpretation. Figure A.2 pictures the result.

In any world of the resulting model, Bill knows the deal of cards. Anne
does not know the cards of Bill and Cath, although Anne knows that Bill
knows it. Cath also knows that Bill knows the deal of cards. 0

Answer to Exercise 5.42 A counterexample to the first is the first min-
imal sequence, where agent 1 makes the same call twice to agents over 4.
A counterexample to the second is, e.g., call 14 in the sequence starting
with 12,34,13,24,14,.... O

Answers to Exercises from Chapter 6

Answer to Exercise 6.4 Let ¢,, and a,, be the set of formulas and actions,
respectively, constructed at step n of the inductive construction in Definition
6.3. The first steps of the inductive construction deliver the following—in
the expression (F,s) stands for an arbitrary finite pointed frame.

, P, P A D, Kap7 Kbpa Cap, Cbpv Cabp}
(F,pre),s) | pre(s’) = p for all s € D(F)}

The set of action models constructed in aw is already infinite, as there are
an infinite number of action frames. Note that at this stage as preconditions
are only formulas allowed that have already been constructed in ¢, in other
words, only p. After stages ¢, and ag, matters get out of hand quickly. For
example, 5 contains an infinite number of expressions [(F), pre),s|¢ with ¢
one of the eight formulas in ¢,, and ((F) pre),s) one of the infinitely many
action models constructed in step as. Set a3 is the first where preconditions
—p are allowed, because —p € ¢,. This is indeed the level where we find the
required epistemic action (Read, p), as the pointed frame np—b—p is one of
the (F,s) used in the inductive construction. ; O

Answer to Exercise 6.14 We show that [pub(y)]y is equivalent to [p]t.
The remaining two items are left to the reader.

The action model pub(yp) is formally ({{pub}, ~, pre), pub) such that ~,=
{(pub, pub)} for all a € A, and pre(pub) = ¢: it consists of a single state pub,
that is publicly accessible, and with precondition ¢. For convenience in this
proof, we name the model ({pub},~, pre): Pub. Let (M,s) be an arbitrary
epistemic model. Either M, s [~ ¢, in which case both M, s |= [pub(y)]y and
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M, s | [p]v by definition, or M, s = ¢. The model M ® Pub is constructed
as follows:

Domain: Its domain consists of all pairs (¢, pub) such that M,t = .
Note that, modulo naming of states, this is the set [¢]a—the set of all ¢-
states in M.

Access: For an arbitrary agent a, access ~, is defined as (s, pub) ~,
(s',pub) iff s ~, s’ and pub ~, pub. As pub ~, pub is true, we have that
(s,pub) ~, (s',pub) iff s ~, s'. In other words: access between states in
the model M ® Pub is simply the restriction of access in M to the domain
[e]as-

Valuation: The valuation in M ® Pub remains unchanged, i.e., s € V,,
iff (s, pub) € V.

Together this describes the model M|y as in public announcement logic.
The truth definition

M, s = [pub(p)|t iff for all M’ s": (M, s)[pub(e)](M’,s") implies M, s"|= ¢
is in this case
M, s |= [pub(p)]y iff M, s | ¢ implies M ® Pub, (s, pub) =
We have just shown that this computes to

M, s = ¢ implies M|, (s, pub) E 9

In other words, as the names of states are irrelevant

M, s = ¢ implies M|p, s = 9

The last defines
M, s gy . O

Answer to Exercise 6.18 Let the agents be Anne, Bill, and Cath, and the
cards 0, 1, and 2, and the actual card deal 012 (Anne holds 0, Bill holds 1,
Cath holds 2).

e Anne says that she holds card 0: singleton action model with universal
access for a, b, c and precondition 0.

e Anne shows card 0 to Bill: three-point action model with universal access
for ¢ and identity for a and b, preconditions 0,, 1,, and 2, (for Anne
holding 0, 1, and 2, respectively), and point 0,.

e Following a request from Bill to tell him a card she does not hold, Anne
whispers into Bill’s ear that she does not hold card 2: as the previous
description, but now with preconditions —0,, —1,, and =2, (for Anne not
holding 0, 1, and 2, respectively), and point —2,. O
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Answer to Exercise 6.39 We provide a derivation of the second item.

1 [Read,np]—p < (—p — —[Read, np|p) action and negation
2 [Read, nplp < (—p — p) pre(np) = —p, atomic permanence
3 (-p—p —p tautology
4 [Read,np]p < p 2,3, propositional
5 —p — —[Read, np|p 4, propositional
6 [Read, np]-p 1,5, propositional
7 K,[Read,np]—p 6, necessitation for K,
8 —p — K,[Read, np]—p 7, weakening
9 [Read, np}Kaﬁp — (=p — K,[Read, np]—p) action and knowledge
10 [Read, np] K, 8,9, propositional
11 [Read, np](K, ap\/ Kq,—p) 10, taut. ¢ — (¥ V ), nec., prop. steps
12 [Read, p] K| Example 6.38
13 [Read, p] (XK, ap\/ K,—p) 12, taut. ¢ — (¢ V ¥), nec., prop. steps
14 [Read, p](Kup V K,—p) A [Read, np](Kup V K,—p) 11,13, propositional
15 [Read|(Kqp V Kq,—p) 14, non-determinism, propositional

In the last step, note that action model Read is defined as non-deterministic
choice (Read, p) U (Read, np). O

Answer to Exercise 6.41 We give the descriptions in £ of the four
actions given the restriction to 0...5. In all cases, the description for the
general case cannot be made because it would be of infinite length. Or, in
other words, because the domain of the corresponding action state is infinite.
Action descriptions are constrained to have finite domains. (Allowing only a
finite subset of a possibly infinite domain to be named, does not help either in
this case.) Below, let i, stand for ‘Agent a is being told the natural number
i; below, we give the types of action, the points will be obvious.

(Ul 0..5° (Za/\lb))
Lab(Uz 0.4 (ta A (i 4+1)5) U2y 570 A (0= 1))
Labp('La?a UUi—0 1,235 Laia)
Lap(MLp?3p U U= 0,1,2,4,5 Ly4)

The corresponding action models consist of: 25, 10, 6, and 6 points, re-
spectively. Obviously, all these models are of infinite size in the general case.lJ

Answers to Exercises from Chapter 7

Answer to Exercise 7.15

1. Suppose ¢ € ®@. Suppose I' - ¢. Since T is consistent, so is I'U {¢}. Since
I" is also maximal in @, it must be the case that ¢ € I

2. Suppose —p € ®. Therefore ¢ € ®. From left to right. Suppose that ¢ € T'.
By consistency ¢ ¢ T.
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From right to left. Suppose that ¢ ¢ I'. By maximality it must then
be the case that I' U {—¢p} is inconsistent. Therefore I' F ¢. By 1 of this
lemma p €T

3. Suppose (p A1) € ®. From left to right. Suppose (pAt) € T. Then IT' F ¢

and I' I 4. Since @ is closed under subformulas, also ¢ € ® and ¢ € P.

Therefore, by 1 of this lemma ¢ € I" and ¢ € T

From right to left. Suppose ¢ € T' and ¢ € T'. Therefore I' F (¢ A ).

Therefore by 1 of this lemma (p A ) €T

4. Suppose that I A K,A is consistent. Suppose that it is not the case that

I' ~¢ A. Therefore, there is a formula ¢ such that

a) Kop €T but Koo € A, or

b) K.p ¢ T but K,p € A.

We proceed by these cases

a) By 2 of this lemma and the fact that ® is closed under single negations,
—K.p € A. However, by positive introspection I' - K,Kyp. Note
that K. Kago/\K =K, is inconsistent. However K,A — K,
Therefore I' A K <A is inconsistent, contradicting our initial assurnp—
tion.

b) By 2 of this lemma and the fact that ® is closed under single nega-
tions, K ,p € I'. However, - K, A — KaKaap and KGKG@ — Kap.
Therefore I' A Kaé is inconsistent, contradicting our initial assump-
tion. 0

In both cases we are led to a contradiction. Therefore I' ~$ A.

5. From right to left is trivial by the truth axiom.

From left to right. Suppose that {K,p | K,p € T'} F 1. There-

fore F AN{K.p | Kop € T} — 1. By necessitation and distribution

F AN{K.K.p | Kop € T} — Ky, By positive introspection {K,¢ |

Kop e T E N{K Koo | Ko € T'}. Therefore {K,p | Kop €T} E K.

Answer to Exercise 7.16 Suppose that \/{[' | I" is maximal consistent in
cl(¢)} is not a tautology, i.e., that = \/{L | I" is maximal consistent in cl(y)} is
consistent. Therefore A{-L | I' is maximal consistent in ¢l(p)} is consistent.
Therefore A{\/{—¢ | ¢ € T} | T is maximal consistent in cl(¢)} is consistent.
Therefore, for every maximal consistent I' in ¢l(y) there is a formula ¢r € T
such that {—¢r | T' is maximal consistent in cl(p)} is consistent. Therefore, by
the Lindenbaum Lemma (and the law of double negation) there is a maximal
consistent set in cl(p) that is inconsistent with every maximal consistent set
in ¢l(p). That is a contradiction. Therefore - \/{T | T' is maximal consistent
in cl(p)}. O

Answer to Exercise 7.23

1. By induction on 1.
Base case If v is a propositional variable, its complexity is 1 and it is
its only subformula.
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Induction hypothesis c(¢) > c(p) if ¢ € Sub(y)) and ¢(x) > c(p) if
€ Sub(x).
Induction step We proceed by cases
negation Suppose that ¢ is a subformula of —). Then ¢ is either
=1 or a subformula of . In the former case, we simply observe
that the complexity of every formula is greater than or equal to
its own complexity. In the latter case, the complexity of =) equals
14c¢(4)). Therefore, if ¢ is a subformula of 9 it follows immediately
from the induction hypothesis that c(1) > ¢(p).
conjunction Suppose that ¢ is a subformula of ¥ A x. Then ¢ is
either ¢ A x or it is a subformula of ¥ or x. Again in the former
case, the complexity of every formula is greater than or equal to
its own complexity. In the latter case the complexity of ¥ A x
equals 1 4+ max(c(p),c())). Simple arithmetic and the induction
hypothesis gives us that c(¢¥ A x) > c(y).
individual epistemic operator This is completely analogous to
the case for negation.
common knowledge This is also completely analogous to the case
for negation.
public announcement Suppose that ¢ is a subformula of [¢]x.
Then ¢ is either [¢)]x or it is a subformula of ¢ or x. Again, in
the former case, the complexity of every formula is greater than or
equal to its own complexity. In the latter case, the complexity of
[]x equals (4 + c(v)) - ¢(x). Simple arithmetic and the induction
hypothesis gives us that c([1)]x) > ¢(p).
2. ollglp) = (4+ () -1
=4+c(p)
and
c(p = p) = c(~(p Ap))
=1+ c(pA-p)
= 2 4 max(c(p), 2
The latter equals 2 + ¢(p) or 3. Both are less than 4 + ¢(p).
_|_

3. c([p]=) = (4 +c(p) - (1 +c(¥))
) =4 +c(p) +4-c(¥) +c(p) - e(¥)

(e = =plY) = c(=(e A ~=[e]y))
=14 c(p A ==lglY)
= 2+ max(c(p),2 + (4 + c(y)) -
=2+ max(c(p),2+4 - c(y))
The latter equals 2+ c(p) or 4 +4 - c(v) + ¢(p) - ¢(
d+c(p) +4-c(¥) +c(p) - c(¥).
4. Assume, without loss of generality, that ¢(¢0) > ¢(x). Then
c([pl(¥ Ax)) = (4+clp)) - (1 +max(c(y), c(x)))
=4+ c(p) +4-max(c(v), c(x)) + ¢
=4d+c(p) +4-c¥) +c(p) c(¥)

)

+
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and
([t A [p]x) = 1+ max((4 + c(y)

)-c
=1+ ((4+clp)) - c¥))
=144 c(¥)+cly) - o
The latter is less than the former
5. This case is completely analogous to the case for negation.
6. c([plx) = (4-+c(9)) - (4 +c(®)) - c(x)
. =(16+4-c(p) +4-c(¥) +c(p) - c(¥h)) - e(x)
an

([ A [pl]x) = (4 + (1 +max(c(p), (4 + c(p)) - c(¥)))) - e(x)
=5+ ((4+clp) - c@))) - elx)
= (5+4-c() +c(p) - c(¥)) - e(x)
The latter is less than the former. O

(1), (4 +cp) - e(x))
¥)

Answers to Exercises from Chapter 8

Answer to Exercise 8.23 From left to right. Suppose that (M,s) =,
(M’,s"). Suppose that there is an n such that duplicator does not have a
winning strategy for the n-round £x-game on (M, s) and (M’,s’). By Theo-
rem 8.21, there is a formula ¢ of depth at most n such that (M, s) = ¢ and
(M’ s") £ . This contradicts the initial assumption.

From right to left. Suppose that for all n € N duplicator has a win-
ning strategy for the n-round £g-game on (M, s) and (M’,s’). Suppose that
(M, s) £z, (M',s"). Therefore there is some formula ¢ such that (M, s) = ¢
and (M',s') £ . But according to the assumption duplicator has a win-
ning strategy for the d(¢)-round Lx-game on (M,s) and (M’,s"). By The-
orem 8.21, it should be the case that (M,s) E ¢ iff (M’,s") E ¢, which
contradicts our earlier conclusion. O

Answer to Exercise 8.25 Let ¢t and ¢’ be such that duplicator responds
with ¢’ if spoiler chooses t or duplicator responds with ¢’ if spoiler chooses t.
We have to show these states satisfy the atoms, forth, and back conditions.

The atoms condition follows straightforwardly. Since the strategy is a win-
ning strategy for duplicator, the states must agree on atomic properties.

For the forth condition, suppose that there is a state uw such that ¢ ~, u.
Then also s ~, u, because it is an S5 relation. Therefore duplicator also
has some response when spoiler chooses u. Let the response be u’. Of course

s~ 4/ and therefore t' ~/ ', and also (u,u’) are in the bisimulation

relation.
The case for the back condition is analogous to the case for the forth
condition. 0

Answer to Exercise 8.28 We show that the universal relation S x S’ is a
bisimulation. Given that V =V’ = §), it follows immediately that any pair of
states linked in this relation have the same atomic properties.
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For the forth condition, take two states s € S and s’ € S’. Suppose that
§ ~g t. Given that the relations are S5, there is a t’ such that s’ ~/ t'. By
definition (¢,t') are in the universal relation.

The back case is analogous to the forth case. O

Answer to Exercise 8.42 We have to show that Lx ({a}) < Lxc({a}), and
that Lx({a}) = Lxc({a}). For the first it suffices to observe that Lx({a})
is a sublanguage of Lxc({a}). For the second take a formula ¢ € Lxc({a}).
Now replace every occurrence of C, in ¢ with K,. This yields a formula
¢ € Lk({a}). Tt follows that ¢ = ¢’ from the fact that in S5 it is the case
that K¢ < Cuip, because ~q=~,}. O

Answer to Exercise 8.43 The formula C,,—K,p is true in state 0 in all
models Spine(n), if n is odd, and false if n is even.

There is no such formula in Lx. Suppose there is such a formula ¢. Let
d(¢) = n. It follows from Theorem 8.32 that (Spine(n),0) =c» (Spine(n +
1),0), which contradicts the assumption. O

Answer to Exercise 8.55 We have to show that ‘CI_(C® =< Lxcg and that
Lrkcg = Lxcog- The former is trivial, because Ly is a sublanguage of
Licg. For the latter we have to show that for every formula ¢ € Lkcog,
there is an equivalent formula ¢ € Lo, We prove this by induction on the
number of U operators in ¢.

Base case If the number of U operators is 0, then ¢ is already a formula in
Lxce-

Induction hypothesis For every ¢ € Lxcg it holds that if the number of U
operators in ¢ is less than or equal to 7, then there is a formula ¢ € Ly
which is equivalent to it.

Induction step Suppose that the number of U operators in ¢ is i + 1. Take
a subformula of ¢ of the form [ U &']x. This formula is equivalent to
[a]x A [@']x. The number of occurrences of U in [a]x is less than i + 1.
Therefore, by the induction hypothesis, there is a formula § € Ly,
which is equivalent to it. The same holds for [a']x, where we find an
¢ € Lipg- So [aU ]y is equivalent to £ A &' which is in L g If we
substitute £ A € for [a U &/]x in ¢, we obtain a formula with less than
1 + 1 occurrences of U. Therefore the induction hypothesis applies, and
therefore there is some formula ¢ € L3 which is equivalent to . [
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